
Globally Injective Flattening via a Reduced Harmonic Subspace
GUY FARGION, Bar-Ilan University, Israel
OFIR WEBER, Bar-Ilan University, Israel

(a)

(b)

(c) (d) (e) (f )

Fig. 1. The Hilbert “space-filling curve” model. (a) The input 3D cylindrical developable surface with 2,354,688 triangles. (b) The result of EBP [Su et al. 2020]
after 204 seconds (37 iterations). (c) EBP after 2004 seconds (351 iterations). (d) EBP after 2600 seconds (454 iterations). (e) We stopped EBP after 4002 seconds
(1 hour and 6 minutes, 677 iterations). There is still a noticeable gap at the middle bottom part. (f) Our injective result after 208 seconds (3.5 minutes), 559
iterations. ESD = 2.00000000004, 𝑘 = 0.000001. The gap at the bottom cannot be noticed.

We present a highly efficient-and-robust method for free-boundary flatten-

ing of disk-like triangle meshes in a globally injective manner. We show that

by restricting the solution to a low-dimensional subspace of harmonic maps,

we can dramatically accelerate the process while obtaining a low-distortion

result. The algorithm consists of two main steps. A linear subspace construc-

tion, and a nonlinear nonconvex optimization for finding a low-distortion

globally injective map within that subspace. The complexity of the first step

dominates the algorithm’s runtime and is merely that of solving a linear

system. We combine recent results for computing locally-and-globally injec-

tive maps with that of harmonic maps into a conceptually simple algorithm

that guarantees global injectivity. We demonstrate the great efficiency of

our method over a dataset of 100 large scale models with more than 2M

triangles each. Our algorithm is 10 times faster on average compared to the

state-of-the-art Efficient Bijective Parameterizations (EBP) method [Su et al.

2020], on these high-resolution meshes, and more than 20 times faster on

challenging examples (Figures 1,11). The speedup over [Jiang et al. 2017;

Smith and Schaefer 2015] is even more dramatic.

CCS Concepts: • Computing methodologies→Mesh geometry models.

Additional Key Words and Phrases: Parameterization, injective maps, har-

monic maps, Newton method

Authors’ addresses: Guy Fargion, Bar-Ilan University, Israel, guy.fargion@gmail.com;

Ofir Weber, Bar-Ilan University, Israel, ofir.weber@gmail.com.

Permission to make digital or hard copies of all or part of this work for personal or

classroom use is granted without fee provided that copies are not made or distributed

for profit or commercial advantage and that copies bear this notice and the full citation

on the first page. Copyrights for components of this work owned by others than ACM

must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,

to post on servers or to redistribute to lists, requires prior specific permission and/or a

fee. Request permissions from permissions@acm.org.

© 2022 Association for Computing Machinery.

0730-0301/2022/12-ART253 $15.00

https://doi.org/10.1145/3550454.3555449

ACM Reference Format:
Guy Fargion and Ofir Weber. 2022. Globally Injective Flattening via a Re-

duced Harmonic Subspace. ACM Trans. Graph. 41, 6, Article 253 (Decem-

ber 2022), 17 pages. https://doi.org/10.1145/3550454.3555449

1 INTRODUCTION
Efficiently computing a high-quality surface parameterization lies at

the foundation of geometry processing with great impact on many

computer graphics applications. The most elementary example is

texture mapping, which is used in nearly every scenario where a 3D

object is visualized using a computer. Other applications are shape

correspondence, remeshing, fields-and-patterns design, shape-and-

image deformation, shape analysis, compression, and high-level

learning tasks to mention just a few.

Despite being an “ancient” problem, the field of research that

deals with computation of maps, and surface parameterizations

in particular, is still very active. The reason is mainly due to the

fact that some of the underlying mathematical formulations of this

problem boil down to a nonlinear nonconvex optimization problem

with a huge amount of degrees of freedom. The nonconvexity poses

algorithmic challenges where optimality and constraints satisfaction

are notoriously hard to guarantee. The nonlinearity and problem

size, pose efficiency concerns, especially when dealing with high-

resolution meshes that consist of millions of elements.

Throughout this paper, we assume that surfaces are represented

as triangle meshes, and maps are simplicial, hence continuous and

are uniquely defined by determining the image of the map at the

mesh vertices. Finding such a map boils down to minimizing an

objective function that aggregates a geometric distortion measure

(isometric and/or conformal) over mesh triangles. For the parame-

terization to be valid, so it can be used by subsequent applications,

it is often required to be injective (either locally or globally). Invalid
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parameterizations lead to severe visual artifacts (e.g., in texture

mapping) or to complete failure (e.g., in remeshing).

Local injectivity at a single interior vertex is achieved if the image

of the corresponding 1-ring is embedded [Cervone 1996]. This will

be the case if and only if the 1-ring triangles have consistent ori-

entation in the parametric domain, and the sum of triangle angles

incident at the vertex is precisely 2𝜋 [Sheffer and de Sturler 2001;

Weber and Zorin 2014, Figure 1]. This constraint is highly noncon-

vex, yet, it is at least local, since only the 1-ring neighborhood has

influence.

When the surface boundary is fixed to a simple curve, i.e., a

curve that does not cross itself in R2, the image domain is implicitly

defined as the curve’s interior. In such a case, a bijective (injective +

surjective) parameterization can be obtained, and it is sufficient to

ensure local injectivity in order to obtain (global) bijectivity [Lipman

2012, Theorem 5.1]. When the image of the surface boundary is

allowed to change freely as part of the optimization problem, the

term surjection is inappropriate. Hence, when a free-boundary map

is considered, instead of using the term bijection (which is used

broadly in recent work), we use the term injection. Our algorithm

deals with the free-boundary case. We compute a globally injective

map of a topological disk triangle mesh to the plane without fixing

the image of the boundary under the map. This is more demanding

than local injectivity since, in general, global injectivity cannot be

characterized in differential (local) terms.

The benefit of solving this harder problem is that setting the image

domain free, allows reaching dramatically lower distortion levels. A

pioneering approach for computing such a (globally) injective map

of a disk-like mesh with free boundaries was presented in [Smith

and Schaefer 2015]. Starting from Tutte’s embedding [Tutte 1963],

an isometric (so-called symmetric Dirichlet) energy is minimized

with a carefully designed flip-preventing filtered line search, ensur-

ing that the map remains locally injective at all times. Requiring

that the parameterization will not be self-intersecting is a global

condition that involves all mesh edges. Fortunately, the complexity

of this constraint can be somewhat reduced. Namely, since the map

is locally injective, it is sufficient to impose the self-intersecting

constraint solely on the boundary. This dramatically reduces the

complexity, though the self-intersecting constraint is still of global

nature.

The key idea of our paper is simple, yet powerful. We perform a

dimensionality reduction of the mapping space in way that guar-

antees injectivity. This is done by extending and accelerating the

work of Hefetz Fedida et al. [2019] for computing discrete locally
injective harmonic maps and combining it with a variant of the

scaffold approach [Jiang et al. 2017] that produces globally injective

maps. Instead of searching the larger space of simplicial maps for

a globally injective map with minimal distortion [Jiang et al. 2017;

Smith and Schaefer 2015; Su et al. 2020], we restrict the search space

to the linear subspace of discrete harmonic maps. This is advan-

tageous since local injectivity is determined solely by boundary

behavior [Bright et al. 2017]. Therefore, by using harmonic maps,

we essentially convert the global injectivity parameterization prob-

lem into a boundary value problem. Searching within the harmonic

subspace for the optimal map still boils down to a nonlinear non-

convex problem. However, due to the relatively small size of the

subspace, and its underlying smoothness properties, solving this

nonlinear optimization can be done efficiently and robustly.

The harmonic subspace is highly suitable for the task due to sev-

eral reasons. First, this space contains the space of conformal maps.

Therefore, our method is capable of computing globally injective

maps with almost no angular distortion. Second, the space is em-

pirically shown to contain meaningful globally injective maps with

quite low isometric distortion which is, in most cases, only moder-

ately higher compared to the distortion obtained when the full space

is searched. This practical behavior is justified by the observation

that the space of isometries is contained in the space of harmonic

maps. Therefore, if the surface is properly cut (see e.g. [Chai et al.

2018]) such that a near isometric injective flattening exists, the least
distorted harmonic map will also be close to isometry. In particu-

lar, if the input surface is developable, the harmonic subspace will

contain an isometric flattening (see Figure 1 and Proposition 4.2).

Harmonic maps are inherently smooth, drawing the need to add

a regularization, redundant. This smoothness also has positive im-

pact on the robustness of our algorithm. Namely, it allows using an

extremely coarse scaffold mesh that doesn’t contain Steiner points,

without compromising the solver’s numerical stability. Furthermore,

unlike [Jiang et al. 2017] that triangulated the scaffold on each New-

ton iteration, we typically need to remesh the scaffold only 1-2 times

during the entire nonlinear optimization. Furthermore, the only de-

grees of freedom (DOFs) in our nonlinear Newton optimization

are the 2D positions of a small subset of boundary vertices of the

original disk mesh, which size is typically a few hundreds. A small

fraction compared to the mesh size, which can consists of millions

of vertices. Consequently, once the linear subspace is constructed

(Section 3), our small nonlinear optimization converges quite rapidly

(Section 4).

As shown by FLIM (Fast Locally Injective Mapping) [Hefetz Fe-

dida et al. 2019], a basis for the linear subspace of discrete harmonic

maps on a triangle mesh can be constructed very efficiently using

an algorithm that extracts elements selectively from the inverse of

a nonsingular large sparse matrix without explicitly computing the

inverse [Kuzmin et al. 2013; Verbosio et al. 2017]. The first step of

our algorithm constructs such a subspace. In Section 3, we explain

how to compute the harmonic subspace efficiently by accelerating

the procedure proposed by FLIM in two ways. First, we perform

variable elimination which allows us to factorize a smaller positive

definite matrix. Second, we evaluate the basis functions on a much

smaller vertex set. These acceleration techniques can be considered

as independent contributions.

The most basic variant of our algorithm is composed of the fol-

lowing steps. First, given a disk-like triangle mesh, we construct

its corresponding harmonic basis functions on all the boundary

triangles (Section 3.1) or a subset of them (Section 3.2). We then

compute a bijective harmonic map of the input surface to a unit disk,

and surround it with a larger disk. The space between the two disks

(referred to as scaffold) is triangulated, without adding any Steiner

vertices. The scaffold and the original mesh are glued together into

a single disk, where a small subset of the boundary vertices of the

input disk are now treated as singular points on which the map is

not forced to be harmonic.
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64.05s,  ESD=2.00004,  k=0.0010

EBP
503.46s,  ESD=2.00001,  k=0.0007

Fig. 2. The spiral. We compare our algorithm against EBP on a flat spiral
model with 2,048,000 triangles. The images on the left and on the right show
the textured 3Dmodels based on the computed uv layouts upon convergence
(center). The uv layouts appear to be black due to the extremely high density
of rendered edges. Our method required 24 remeshing steps, and 277 itera-
tions to reach ESD = 2.00004, 𝑘 = 0.0010. The total execution time was 64.05
seconds. EBP converged after 93 iterations to ESD = 2.00001, 𝑘 = 0.0007.
This took 503.46 seconds.

In the next step, we execute an unconstrained nonlinear mini-

mization (Section 4.1) of the symmetric Dirichlet energy using the

projected Newton solver of [Chen and Weber 2017; Hefetz Fedida

et al. 2019]. During the optimization, the vertex positions of the

exterior boundary are fixed (the corresponding variables are elimi-

nated). Hence, the only variables in our nonlinear optimization are

the singular vertex positions.

We prove (Lemma 5.3) that evaluating the energy solely at the

triangles adjacent to the singular vertices (rather than on the entire

triangle set) is sufficient to ensure that the entire map is globally in-

jective. This leads to a much faster subspace construction compared

to FLIM as well as a faster Newton optimization. Our algorithm

targets both conformal distortion and isometric distortion by mini-

mizing the same energy. In the case that isometric energy is targeted,

in Section 3.3, we evaluate the isometric energy on additional small

set of triangles in the domain’s interior. This is not needed to ensure

injectivity, yet leads to lower overall isometric distortion.

Finally, our algorithm is only guaranteed to produce injective

parameterization if the input triangle mesh is Delaunay, which is

not the case for many real world meshes. To alleviate that, the user

can use an intrinsic Delaunay triangulation (iDT). In Section 5.1,

we provide a simple, yet effective alternative procedure to address

injectivity failures in a post process, at a cost of an additional linear

solve. Unlike iDT, this procedure keeps the original mesh connectiv-

ity. Our parameterization algorithm is significantly faster compared

to the state-of-the-art, having a total runtime which is comparable

to a single sparse linear solve.

2 PREVIOUS WORK
The amount of publications on mesh parameterization, or more

generally computation of maps, is immense. Our literature review

is thus focused on methods that specifically address injective maps

and that are related to our method in a direct manner. In the last

decade, a plethora of techniques were developed in order to address

the local injectivity requirement in the context of various geometry

processing tasks. These include surface parameterization [Weber

et al. 2012], seamless flattening with cone singularities [Myles et al.

2014], planar shape deformation [Poranne and Lipman 2014], 3D

volumetric deformation [Liao et al. 2021], planar shape interpolation

[Chen et al. 2013; Chien et al. 2016a], 3D volumetric interpolation

[Aharon et al. 2019], deep learning [Maron et al. 2017], and shape

correspondence [Aigerman et al. 2015].

Local Injectivity. Efficient and robust algorithms for guaranteeing
local injectivity started to gain popularity a decade ago, and since

then, a large number of publications have emerged. Due to the

nonconvexity of the local injectivity constraint, it is challenging to

guarantee its satisfaction. The interior point approach starts with a

map that satisfies the local injectivity constraints and ensures that

the constraints are satisfied at each step. This is typically achieved

by using a barrier term in the objective function that goes to infinity

when a triangle collapses [Claici et al. 2017; Kovalsky et al. 2016;

Rabinovich et al. 2017; Schüller et al. 2013; Smith et al. 2019]. Popular

energy choices are the symmetric Dirichlet [Smith and Schaefer

2015], MIPS/AMIPS [Fu et al. 2015], Neo-Hookean strain [Ogden

1997], symmetric as-rigid-as-possible [Poranne and Lipman 2016],

etc. The interior point approach can be utilized in cases where a

valid initialization exists, such as in the context of disk-like surface

flattening with free boundaries, where [Tutte 1963] is typically

utilized.

In some scenarios, valid bijective initialization is harder to achieve,

such as in the case where additional positional constraints are re-

quired. Methods that compute initialization with hard constraints

[Kraevoy et al. 2003; Lee et al. 2008] require mesh refinement to

guarantee success, and are more prone to numerical failures due to

the excessive distortion of the initial map they generate. Moreover,

in the presence of positional constraints, the initial map may belong

to a homotopy class that doesn’t contain a low distortion bijective

map.

Invalid Initialization. Methods that use projections, allow using an

initialization with a map that is not locally injective [Aigerman and

Lipman 2013; Kovalsky et al. 2015]. A different strategy is to design

an energy that does not have singularities on degenerated triangles,

and yet its global minimum corresponds to an injective map [Du

et al. 2020, 2021; Weber et al. 2012; Xu et al. 2011]. The success rate

of these methods is relatively high, though due to the nonconvexity,

convergence or global optimality cannot be guaranteed.

Convexification. Another approach attempts to solve a constrained

optimization in which an initialization is not needed at all. This is

usually done by convexifying the constraints [Aigerman et al. 2014;

Bommes et al. 2013; Kovalsky et al. 2014; Lipman 2012]. Its main

advantage is that additional constraints, such as bounded distortion,

can be incorporated. The main risk with this line of methods is that

the convexified feasible domain is sometimes empty even when the

nonconvex domain is not.

Conformal Maps. Conformal maps are used ubiquitously in geom-

etry processing and possess rich underlying mathematical theory

[Myles and Zorin 2013; Sawhney and Crane 2017; Soliman et al.

2018; Springborn et al. 2008; Weber and Gotsman 2010]. Smooth

conformal maps are locally injective by construction and each com-

ponent of such a map is a harmonic function. Recent advances in

computation of conformal maps [Campen et al. 2021; Gillespie et al.

2021] allows for computing in a fully robust manner, a conformally

equivalentmetric for a given trianglemeshwith prescribed Gaussian
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curvature. These methods can be used to compute locally injective

maps of disk-like surfaces to the plane if connectivity changes are

allowed. Gillespie et al. [2021] further robustly computes a bijective

map between a closed genus-0 surface and a unit sphere.

Harmonic Maps. While conformal maps are harmonic, the oppo-

site is not true, in general. Hence, harmonic maps are more flexible.

While harmonic maps are not inherently injective, it is remarkable

that their injectivity on surfaces is characterized by their behavior

near the boundary, making them ideal for the task at hand. This is

true both in the smooth case [Chen and Weber 2015, 2017; Chien

et al. 2016a; Hefetz Fedida et al. 2017; Levi and Weber 2016], and in

the discrete case [Bright et al. 2017; Gortler et al. 2006; Hefetz Fedida

et al. 2019].

Harmonic maps also play a central role in the computation of

(globally) bijective maps. In the discrete case, the map is usually

assumed to be a Convex Combination Map (CCM), where each

interior vertex lies in a convex combination of its neighbors. The

first appearance of such a map is found in Tutte’s seminal paper

[Tutte 1963], which was later generalized and adapted to computer

graphics [Floater 1997]. Due to its simplicity (a single linear solve)

and strong guarantees, it has been utilized in countless computer

graphics papers for the sake of mapping a genus-0 polygonal mesh

to a convex planar shape. Gortler et al. [2006] showed that a CCM

to the flat torus is also bijective. [Aigerman and Lipman 2015] com-

puted a bijective CCM to Euclidean orbifold surfaces by showing

that for each orbifold, there exists a unique recipe for gluing multi-

ple identical copies of it, such that a topological torus is obtained.

Harmonicity is also used to compute a bijection to non-Euclidean

orbifolds of canonical surfaces. Tsui et al. [2013] and Aigerman et

al. [2016] use hyperbolic metric with constant negative curvature

except at a few singular points. On the other hand, [Aigerman et al.

2017] maps a genus-0 surface to a sphere with constant positive cur-

vature almost everywhere. Bijectivity is guaranteed under certain

conditions which seem to hold in practice. Whether these conditions

always hold is an open question.

Bijectivity. The main limitation of these methods is the large

amount of isometric distortion they induce due to their restriction

to specific canonical domains (convex planar shape, flat torus, flat

sphere with 3-4 cone singularities). Weber et al. [2014] computes

a bijection to a nonconvex planar shape with strict guarantees as

long as mesh refinement is allowed. This typically leads to maps

with lower distortion, however, the algorithm expects the boundary

position to be prescribed by the user rather than optimize it. Hence,

if a natural choice of boundary position is unknown, distortion

would still be higher than necessary.

The distortion of the maps obtained with the above-mentioned bi-

jective methods can be further optimized using an iterative approach

that keeps the boundary fixed at each step. Maintaining bijectivity

is done either by using a constraint based approach [Aigerman et al.

2015; Bommes et al. 2013; Lipman 2012] or an interior point based

approach [Rabinovich et al. 2017; Smith and Schaefer 2015], albeit,

the fixture of the image domain poses a bound on the optimal dis-

tortion that can be reached. Hence, the map cannot be improved

beyond a certain point regardless of the method being used. To

(a) (b)

(c)

Fig. 3. The spherical Hilbert model. Unlike the flat Hilbert model, the spher-
ical Hilbert model is not developable. Nonetheless, our method handles it
gracefully, generating a map with low isometric distortion ESD = 2.0087, and
low conformal distortion 𝑘 = 0.0167. (a) and (b) are renderings of the model
from different viewpoints with a checkerboard patter applied, based on the
final parameterization result (c). We used 828 meta vertices, without any
interior meta triangles. 9 remeshing steps were required and 306 Newton
iterations were performed. The total execution runtime was 115.85 seconds.

alleviate that, the requirement for bijection is often relaxed with

(global) injection as is done in our work.

Global Injectivity. A popular approach to address global injectiv-

ity is by embedding a disk-like surface in a larger surrogate disk.

This is done by gluing the boundary of the original disk-like mesh

to the inner boundary of a topological annulus (so-called scaffold

mesh). The exterior boundary of the annulus now becomes the (only)

boundary of the surrogate disk. This boundary is fixed to a simple
curve, and the map is forced to be bijective on the entire surrogate.

As a result, the map on the original disk is globally injective as well,

but its boundary can freely evolve [Jiang et al. 2017; Lee et al. 2002;

Misztal and Bærentzen 2012; Ye et al. 2020; Zhang et al. 2005]. This

technique essentially converts the global nature of the boundary
self-intersecting constraint [Smith and Schaefer 2015] to a local
constraint, albeit on a larger than necessary surface. Forcing local

injectivity on the scaffold mesh induces a computational overhead

as it leads to a larger problem size. Moreover, since the distortion on

the scaffold is allowed to be high, there is a need to triangulate the

scaffold in each iteration [Jiang et al. 2017] to improve its quality, or

to frequently perform edge flips [Mandad and Campen 2020; Müller

et al. 2015]. In contrast to these methods, the scaffold we use in

our algorithm does not add additional degrees of freedom to our

optimization, and is rarely updated on typical input meshes.

The Efficient Bijective Parameterizations (EBP) method [Su et al.

2020] combines the method of [Jiang et al. 2017] with that of [Smith

and Schaefer 2015]. EBP demonstrates a striking acceleration com-

pared to the two underlying methods. In contrast to [Jiang et al.
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Fig. 4. Speedup of our subspace construction (Section 3.1) compared to
FLIM on a dataset of 5,140 models. The speedup range is 1.01 − 4.95. The
average speedup is 2.72. Note that none of the models presents a slowdown
(dashed red line indicates equal runtime).

2017], their annulus scaffold is a narrow band (so-called shell) which

sits tight on the original disk. The exterior boundary of the scaffold

is designed to have only a few vertices compared to the original

disk’s boundary. Then, the collision technique of [Smith and Schae-

fer 2015] is being employed to ensure that the exterior boundary

polygon remains simple. The low complexity of the scaffold’s outer

boundary with respect to its inner boundary can be viewed as a

dimensionality reduction technique. This is combined with a 𝐶2

variant of the collision energy term, allowing the use of an efficient

Newton-based solver. Together, a significant speedup was obtained

over [Jiang et al. 2017], which is already much faster than [Smith

and Schaefer 2015].

The coarser boundary used by [Su et al. 2020] proved itself quite

useful, allowing the overall computation time to be comparable to

that of a state-of-the-art locally injective parameterization technique

[Liu et al. 2018]. Hence, the runtime is dominated by the compu-

tation of a solution to a sequence of linear systems. Nonetheless,

for large models, even the computation of a locally injective map is

time-consuming. The runtime of our algorithm, on the other hand,

is dominated by the solution of a single sparse linear system.

3 HARMONIC SUBSPACE CONSTRUCTION
Notations. Throughout the paper, we use the following notations.

Matrices are denoted with bold upper case letters, and vectors are

in bold lowercase. The input to our algorithm is a topological disk

mesh D = (V, E,T) with vertices V , edges E, and triangles T .

The set of boundary vertices is denoted B ⊂ V . The set I ⊂ V
denotes the interior vertices. We denote by Q, the set of interior
vertices that are adjacent to the boundary, i.e. 𝑣 ∈ Q if 𝑣 ∈ I and

there exists a vertex 𝑢 ∈ B such that 𝑣𝑢 ∈ E. Let 𝑛 = |V| be the
total number of vertices. 𝑏 = |B| denotes the number of boundary

vertices. 𝑟 = |I | = 𝑛 − 𝑏 is the number of interior vertices, and

𝑞 = |Q| denotes the number of vertices adjacent to the boundary.

3.1 Basis Elements Extraction
Any discrete real harmonic function ℎ : D → R can be expressed

as a linear combination:

ℎ(𝑣 𝑗 ) =
𝑏∑︁
𝑖=1

ℎ𝑖 (𝑣 𝑗 )𝑏𝑖 , (1)

where𝑏𝑖 = ℎ(𝑣𝑖 ) are the function values at the boundary vertices (so-
called Dirichlet boundary condition). ℎ𝑖 : D → R are 𝑏 canonical

harmonic basis functions associated with the boundary vertices,

such that for a boundary vertex 𝑣 𝑗 ∈ B, ℎ𝑖 (𝑣 𝑗 ) = 𝛿𝑖 𝑗 , the Kronecker
delta function.

GivenD, our goal in the first step of the algorithm is to efficiently

evaluate the functions ℎ𝑖 (𝑣). This can be done by solving the fol-

lowing so-called KKT linear system, which is a simplification of

Equation 5 in [Hefetz Fedida et al. 2019], for which the variables are

real as opposed to complex:(
𝑳 𝑨T

𝑨 0

) (
𝒙
𝝀

)
=

(
0
𝒃

)
. (2)

The matrix 𝑳 ∈ R𝑛×𝑛 is the standard cotan Laplacian, which is

the Hessian of the Dirichlet energy ED. The Dirichlet boundary

condition is given by the underdetermined system 𝑨𝒙 = 𝒃 , where
𝑨 ∈ R𝑏×𝑛 , and 𝒃 ∈ R𝑏×1. Note that there are no rotational con-

straints arising from cone singularities in 𝑨, in contrast to the more

general case of [Hefetz Fedida et al. 2019, Equation 5]. The matrix

𝑨 has a fairly simple block structure 𝑨 =
(
0 𝑰

)
, where 0 is 𝑏×𝑟

zero matrix, and 𝑰 is 𝑏×𝑏 identity matrix.

In order to evaluate the 𝑖th basis function, Equation (2) is solved

such that 𝒃 has 1 at the 𝑖th entry and zeros elsewhere. As pointed out

by FLIM, despite the fact that the left hand side (lhs) of (2) is fixed,

solving this linear system 𝑏 times is prohibitively time consuming,

and the memory needed to store the solution itself would be too

high. Instead, by inverting the KKT matrix and rewriting (2) using

multiple right hand sides (rhs), we obtain:(
𝑿
𝚲

)
=

(
𝑳 𝑨T

𝑨 0

)−1 (0
𝑰

)
. (3)

We can now see that the 𝑛×𝑏 upper right block of the inverse matrix

contains the 𝑏 harmonic basis functions in its columns. Computing

the inverse of a large sparse matrix is practically infeasible, yet, as

shown in FLIM, it is possible to utilize the parallel selective inverse

method in order to extract specific elements from the inverse of a

large sparse matrix without explicitly computing the entire inverse

[Kuzmin et al. 2013; Verbosio et al. 2017]. Moreover, in order to

ensure that a harmonic map is injective, it is sufficient to examine

its boundary triangles [Bright et al. 2017, Theorem 6.1], therefore,

for the sake of injectivity determination, FLIM evaluated the basis

functions on B ∪ Q. In other words, we are only interested in 𝑏 + 𝑞
rows of 𝑿 , hence, the selective inverse algorithm needs to extract

a much smaller block of size (𝑏+𝑞)×𝑏 from the inverse of the KKT

matrix.

The KKT is a (𝑟+2𝑏)×(𝑟+2𝑏) indefinite matrix. We observed that

the structure of the constraints in Equation (2) is rather simple.

Hence, as opposed to FLIM, we eliminate them. The elimination

leads to a smaller 𝑟×𝑟 matrix. Furthermore, as opposed to the KKT,
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this reduced matrix is positive definite, hence, can be factored faster.

Finally, and most importantly, as we will see next, a 𝑞×𝑞 block needs
to be extracted from the inverse of the reduced matrix. This block

is much smaller compared to the (𝑏+𝑞)×𝑏 block that is extracted

by FLIM, and it is also symmetric, implying that only half of its

elements are marked for extraction.

Eliminating the linear constraints is quite straightforward. Recall

that solving Equation (2) is equivalent to finding the minimizer of

the (quadratic) Dirichlet energy ED (𝒙) = 1

2
𝒙T𝑳𝒙 such that 𝑨𝒙 = 𝒃 .

A general solution to 𝑨𝒙 = 𝒃 can be expressed as:

𝒙 =

(
𝑰
0

)
𝒙𝒓 +

(
0
𝒃

)
=

(
𝒙𝒓
𝒃

)
, (4)

where 𝒙𝒓 ∈ R𝑟×1 is a column vector holding the free variables

which correspond to the harmonic function values on I (interior

vertices). Substituting 𝒙 in the energy term
1

2
𝒙T𝑳𝒙 and assuming

that 𝑳 has a 4×4 block structure, gives us:

ED (𝒙) =
1

2

(
𝒙T𝒓 𝒃T

) (𝑳11 𝑳12
𝑳21 𝑳22

) (
𝒙𝒓
𝒃

)
. (5)

The minimizer of (5) can then be obtained by solving:

𝑳11𝒙𝒓 = −𝑳12𝒃, (6)

where 𝑳11 is an 𝑟×𝑟 positive definite matrix and 𝑳12 is a 𝑟×𝑏 matrix.

Similarly to Equation (3), in order to obtain the canonical harmonic

basis functions, we expand the vector 𝒃 to a 𝑏×𝑏 identity matrix,

and shift 𝑳11 to the rhs of Equation (6) −𝑳−1
11

𝑳12𝑰 , hence:

𝑿𝒓 = −𝑳−1
11

𝑳12, (7)

where 𝑿𝒓 contains the 𝑏 harmonic basis functions in its columns.

In order to solve Equation (7) with minimal computational efforts,

we first make the following observations.

Observation 1. If the 𝑖th row of 𝑳12 is a zero 1×𝑏 vector, then the
𝑖th column of 𝑳−1

11
has no influence over 𝑿𝒓 .

Observation 2. If 𝑣𝑖 ∈ I and 𝑣𝑖 ∉ Q, then the 𝑖th row of 𝑳12 has
only zeros. In simple words, the only rows in 𝑳12 that are potentially
nonzero, are those corresponding to interior vertices which are adjacent
to a boundary vertex.

Observation 2 is true due to the fact that the Laplacian matrix 𝑳
can have a nonzero entry at (𝑖, 𝑗) only if 𝑣𝑖 and 𝑣 𝑗 are connected by

an edge. These two observations imply that we only need to extract

the columns of 𝑳−1
11

corresponding to vertices in Q (near boundary

vertices). Moreover, for the sake of injectivity determination, we

only care about the boundary triangles (yellow triangles in Figure 9).

The values of the basis functions on B are given implicitly. Thus, we

need to evaluate the basis functions only on Q. Hence, it’s sufficient

to extract the rows of 𝑳−1
11

corresponding to vertices in Q. To this
end, we need to extract a symmetric 𝑞×𝑞 block from 𝑳−1

11
. Due

to symmetry, only half of the elements of this block are marked

for extraction. In comparison to [Hefetz Fedida et al. 2019] who

extracted
1

2
𝑏 (𝑏 + 2𝑞 + 1) inverse elements, we only extract

1

2
(𝑞2 +𝑞)

elements, which is approximately 3 times less (since 𝑏 and 𝑞 are

typically similar). Figure 4 demonstrates the speedup of our subspace

construction compared to FLIM [Hefetz Fedida et al. 2019] on the

entire dataset of EBP with 5,140 models [Liu et al. 2018; Su et al.

Fig. 5. Notations for elements of the input disk-like mesh D. The scaffold
S in light blue without Steiner vertices. The set P of meta vertices are in
red. The set W of interior vertices adjacent to meta vertices are in green.
The energy is optimized solely on the yellow (G), pink (R), and light blue
(S) triangles. The position of a boundary vertex 𝑣 (purple) is given by the
convex combination of two meta vertices 0.6𝑣𝑖 + 0.4𝑣𝑖+1.

2020]. The speedup range is 1.01 − 4.95 with an average speedup of

2.72.

To conclude, the subspace construction boils down to construct-

ing 𝑳, extracting a 𝑞×𝑞 block from 𝑳−1
11

using [Schenk 2018], and

multiplying it by the relevant nonzero 𝑞×𝑏 block of 𝑳12 to obtain a

𝑞×𝑏 matrix for which each column corresponds to a basis function,

and each row corresponds to a near boundary vertex.

3.2 Meta Vertices for Reduced Subspace
The subspace dimension we previously constructed is 2𝑏 = 2 |B|.
Each boundary vertex corresponds to two DOFs, its x and y co-

ordinates in the plane. While 𝑏 is typically significantly smaller

than 𝑛 = |V|, for high-resolution meshes, it is preferable to further

reduce the subspace dimension.

We follow FLIM’s approach for performing further dimension-

ality reduction. Instead of using the entire boundary vertex set B,

a smaller subset P ⊂ B of so-called meta vertices is selected (red

disks in Figure 5). The set P is constructed by first inserting 𝑝1
mandatory vertices whose exclusion would lead to a collapse of the

parameterization [Hefetz Fedida et al. 2019, Appendix E]. We then

sort the boundary vertices according to absolute value of Gaussian

curvature, and include 𝑝2 vertices with the highest score. Finally, we

use the uniform sampling strategy of FLIM and include 𝑝3 additional

vertices. 𝑝2 and 𝑝3 are user-defined parameters, while 𝑝1 is mesh

dependent and is typically very small. The reduced subspace has

2𝑝 = 2(𝑝1 +𝑝2 +𝑝3) DOFs, where 𝑝 is typically chosen to be 2 − 10%

of 𝑏. The meta vertices are free to move during the nonlinear op-

timization (Section 4), while the position of each boundary vertex
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𝑣 ∉ P lying between two meta vertices 𝑣𝑖 and 𝑣𝑖+1 is constrained to

a convex combination of the two. Specifically, 𝑣 = (1 − 𝑡)𝑣𝑖 + 𝑡𝑣𝑖+1,
where 𝑡 is the length from 𝑣𝑖 to 𝑣 divided by the length from 𝑣𝑖 to

𝑣𝑖+1 along the boundary B (see the purple vertex in Figure 5).

The use of meta vertices greatly reduces the number of variables

in the Newton optimization (Section 4), yet, in each Newton step,

the energy, its gradient, and its Hessian are evaluated in FLIM on

every triangle adjacent to the boundary, in order to maintain its

positive orientation. This condition was required by [Bright et al.

2017, Theorem 6.1] in order to ensure local injectivity over the entire

mesh. Furthermore, FLIM evaluated the harmonic basis functions

on every vertex adjacent to the boundary (the set Q). However, we

noticed that minimizing the energy solely on the set G of boundary

meta triangles, which are adjacent to the meta vertices (yellow

triangles in Figure 5), produces a result with quite similar energy

levels. In Section 5, we provide Lemma 5.3. This Lemma suggests

that optimizing over this much smaller set of triangles is a weaker

condition to ensure overall injectivity. This allows us to evaluate the

basis functions on an even smaller vertex set W of size 𝑤 (green

disks in Figure 5). That is the set of interior vertices adjacent to the

meta vertices, i.e., 𝑣 ∈ W iff 𝑣 ∈ I and there exists 𝑢 ∈ P such that

𝑣𝑢 ∈ E.
In order to test the performance of our method, we generated a

dataset of 100 large models by subdividing EBP’s models multiple

times, till the number of triangles is between 2M to 2.5M. Figure 6

shows a runtime speedup of up to 10 in subspace construction time,

obtained when extracting basis functions corresponding to meta

triangles only, compared to FLIM, which extracts the entire set of

boundary triangles. Moreover, the nonlinear Newton optimization

(Section 4.1) is up to 17 times faster using our method. As can be

seen in Figure 6, the increase of the symmetric Dirichlet energy in

our case compared to FLIM is moderate. Moreover, in Section 3.3,

we see that despite the fact that we use a fraction of the boundary

triangles compared to FLIM, by adding a few triangles in the interior

of the domain, a decrease in energy levels is obtained compared to

FLIM.

In order to construct the reduced subspace, we can extract inverse

elements from the KKT matrix (Equation (3)) as was done in FLIM,

albeit, we extract much less elements. Alternatively, we can first

perform elimination in order to obtain a PSD matrix as was done

before. We utilize Equation (6) again by substituting 𝒃 ∈ R𝑏×1 with:

𝒃 =

(
𝑰
𝑺

)
𝒑, (8)

where 𝑰 is a 𝑝×𝑝 identity matrix, 𝑺 is a (𝑏−𝑝)×𝑝 sampling matrix

that contains two nonzero entries per row (𝑡 and 1−𝑡 ), and𝒑 is a 𝑝×1
vector holding the harmonic function values at the meta vertices.

The analog of Equation (7) is:

𝑿𝒓 = −𝑳−1
11

𝑳12

(
𝑰
𝑺

)
= 𝑳−1

11
𝑸 . (9)

Similarly to Observation 2, it is possible to show that the matrix

𝑸 = −𝑳12
(
𝑰
𝑺

)
has nonzero rows only at indices corresponding to

near boundary vertices Q. Hence, a𝑤×𝑞 block should be extracted

from 𝑳−1
11

. The elimination of Section 3.1, significantly reduced the

#Triangles#Triangles

N
ew

to
n 

Sp
ee

du
p

Su
bs

pa
ce

 C
on

st
ru

ct
io

n 
Sp

ee
du

p

Mesh Index

FLIM
Ours

E S
D
 

Fig. 6. Comparison of FLIM against our method on 100 large models, when
meta vertices are used (Section 3.2). Inverse elements are extracted directly
from the KKT matrix. (top-left) Subspace construction time speedup. Range
is [1.48, 10.14] with average of 4.15. Dashed red lines indicate a value of
1. (top-right) Newton optimization speedup. Range is [2.90, 17.05] with
average of 8.50. (bottom) A comparison of final isometric energy levels
[2,∞] between our method (orange) and FLIM’s (blue) on a per model basis.
By optimizing solely over the (boundary) meta triangles (our approach),
only a moderate increase in energy is observed compared to the case where
optimization is done over all the boundary triangles (FLIM).

number of extracted inverse elements compared to FLIM, for all

the models we tested. Unfortunately, when meta vertices are used,

this is not always the case. As a rule of thumb, we observed that

performing the elimination, in the presence of meta vertices, is

beneficial only when B ≤ 5P. Otherwise, the benefit of factoring

a smaller positive definite matrix (𝑳11) is overruled by the need

to extract more inverse elements. Hence, if B > 5P, we extract

elements directly from the inverse KKT matrix.

3.3 Interior Meta Triangles
So far, in Section 3.1, we evaluated the basis functions on the set

Q of near boundary vertices, and in Section 3.2 on the set W of

near meta vertices (green disks in Figure 5). In certain situations,

it may be beneficial to evaluate the energy on additional elements.

For example, lower isometric energy levels can be attained if we

optimize the symmetric Dirichlet energy on an additional small set

of interior meta triangles R (pink triangles in Figure 5), uniformly

distributed over the surface. To this end, we simply extract addi-

tional rows from the corresponding inverse matrices. 3 additional

rows (one row per vertex) are needed for each such interior meta

triangle. In practice, since the harmonic map is inherently smooth,

and the isometric distortion changes slowly over the domain, a small

amount of such triangles are needed. Figure 7 illustrates the effect

of using different number of interior meta triangles on the final

isometric energy level, for 9 different models of various resolutions.

It is evident that typically, no more than 500 triangles are needed. It

is important to note that the result would be injective regardless of

the amount of interior meta triangles used. Furthermore, we noticed

that when combining boundary meta triangles (Section 3.2) with
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Fig. 7. ESD ∈ [2,∞] as a function of interior meta triangles | R | . Each
graph shows the final ESD level for a different amount of interior meta
triangles being used on 9 different models of various resolutions. Due to
slow variations of the distortion over the domain, typically, a small fraction
of triangles is sufficient. The textured models show the final result with
| R | = 500.

interior meta triangles, the symmetric Dirichlet energy levels are

improved compared to FLIM (Figure 8). Note that FLIM uses the

entire set of boundary triangles, which on high-resolution meshes,

is much larger than the set of boundary meta triangles and interior

meta triangles combined. Hence, our method produces improved

E
SD

levels at shorter computation time. Figure 8 shows our run-

time speedup compared to FLIM when 250 meta vertices are used

along with 500 interior meta triangles. The subspace construction

time speedup is 3.39 on average, and the Newton optimization time

speedup is 6.58 on average.

4 OPTIMIZATION
Once the harmonic subspace is constructed, we search within it for

the optimal globally injective map. The main building blocks of our

algorithm are illustrated in Figure 9. For simplicity, Figure 9 depicts

a version of our algorithm that does not use meta vertices. See the

accompanying video (pig model) for visualization of the algorithm

for the case in which both meta vertices and interior meta triangles

are used.

4.1 Nonlinear Optimization
Initialization. We first assign initial values 𝑏𝑖 to all the free vari-

ables by placing the boundary vertices B (or meta vertices P) on

a unit disk. The unit disk radius is chosen arbitrary at this point

and soon will be overridden. Then, the position of the vertices in Q
(or W), and in the (optional) interior vertex set, is computed using

Equation (1). This initialization does not require solving a linear

system, but rather boils down to a matrix-vector multiplication. This

creates a partial map of the surface D to the plane, where only the

boundary triangles (or a subset of them), and optionally the interior

meta triangles, are present. See the yellow and pink triangles in Fig-

ure 9(a). The map is then scaled globally by a positive multiplicative
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Fig. 8. Comparison of FLIM (all boundary triangles are used) against our
method, where only (boundary) meta triangles (Section 3.2) and interior
meta triangles (Section 3.3) are used. 100 large models were used. Inverse
elements are extracted directly from the KKTmatrix. (top-left) Subspace con-
struction time speedup. Range is [1.20, 8.17] with average of 3.39. Dashed
red lines indicate a value of 1. (top-right) Newton optimization speedup.
Range is [1.60, 11.32] with average of 6.58. (bottom) A comparison of final
isometric energy levels between our method (orange) and FLIM’s (blue) on
a per model basis. Note that FLIM optimizes over a larger set of triangles
compared to ours. Nonetheless, the addition of a small subset of interior
meta triangles to the optimization, leads to a faster algorithm that produces
lower isometric distortion compared to FLIM.

factor 𝑠 in order to minimize the symmetric Dirichlet energy over

the set of optimized triangles:

E
SD

=
1

2

∑︁
𝑖

(
Σ2𝑖 + 𝜎

2

𝑖 + Σ−2𝑖 + 𝜎−2𝑖

)
|𝑡𝑖 | , (10)

where Σ𝑖 ≥ 𝜎𝑖 > 0 are the singular values of the Jacobian of the map

on the 𝑖th triangle, and |𝑡𝑖 | are convex weights given by dividing the

area of the 𝑖th triangle by the area of all the triangles that participate

in the optimization. Note that the range of E
SD

is [2,∞]. Scaling the

map by 𝑠 , scales the singular values by the same factor, hence, the

energy of the scaled map is given by:

E
SD
(𝑠) = 1

2

∑︁
𝑖

(
𝑠2 (Σ2𝑖 + 𝜎

2

𝑖 ) +
1

𝑠2
(Σ−2𝑖 + 𝜎−2𝑖 )

)
|𝑡𝑖 | . (11)

In order to find the optimal scale factor, we differentiate the energy

with respect to 𝑠 , equate to 0, choose the positive solution, and

simplify to obtain:

𝑠 =
4

√√∑
𝑖 (Σ−2𝑖 + 𝜎−2

𝑖
) |𝑡𝑖 |∑

𝑖 (Σ2𝑖 + 𝜎
2

𝑖
) |𝑡𝑖 |

. (12)

Scaling the initial map reduces the distortion with very little effort

since it does not require solving a linear system like further itera-

tions do. More importantly, it provides a reasonable initial size for

the scaffold. We noticed that this simple scaling step leads to less

iterations and to a very few scaffold remeshing steps.

ACM Trans. Graph., Vol. 41, No. 6, Article 253. Publication date: December 2022.



Globally Injective Flattening via a Reduced Harmonic Subspace • 253:9

...
(a) (b) (d)(c) (e)

Fig. 9. Main algorithm building blocks. For simplicity, meta vertices are not used. (left) input 3D disk-like mesh. (a) Tutte initialization and scaffold triangulation.
Note that only the boundary faces (yellow) and the interior meta triangles (pink) take part in the optimization. (b) the result after several Newton steps. (c) a
new triangulation is constructed for the scaffold. (d) the result after convergence. (e) the scaffold is discarded, and the interior vertices are extracted in the
final solve.

Scaffold. The map is scaled by 𝑠 around its center and is shifted

such that its barycenter is positioned at the origin. We aim at con-

structing a regular polygon with 𝑐 = 0.1 |B| vertices (P substitutes

B if meta vertices are used). The value of 𝑐 is then clamped to be

in the range [3, 25]. We locate the polygon vertices on a circle with

a radius that is 10 times larger than that of the scaled disk. Note

that in Figure 9(a), we used a smaller radius for better illustration

of the algorithm. We then triangulate the space between the two

disks with a Delaunay triangulation without adding any Steiner

vertices in the interior nor on the boundaries. See the light blue

triangulation in Figure 9(a). Note that if meta vertices are used, the

triangulation of the scaffold should be performed such that the ver-

tices between each two consecutive meta vertices are ignored (see

the purple vertex in Figure 5). As a result, the scaffold will contain

faces with more than 3 vertices. Geometrically, these n-gons are

triangular.

Projected Newton. Similarly to [Jiang et al. 2017; Su et al. 2020],

we create an augmented energy forD and the scaffold, and optimize

the distortion using a projected Newton solver [Teran et al. 2005]

with a filtered flip-preventing line search [Smith and Schaefer 2015].

For simplicity, we use a Matlab implementation of the dense GPU

solver described in [Chen and Weber 2017] whose main advantage

is its analytic formula for projecting the energy’s Hessian to the PSD

cone. Note that significant performance boost could be obtained by

leveraging the power of the GPU implementation as was done in

[Chen and Weber 2017]. We did not pursue this route for simplicity,

and due to the fact that for very large models, the Newton optimiza-

tion time is typically small compared to the overall runtime. Our

augmented energy is defined as follows:

E
SD

= E
SD
(R) + _GESD

(G) + _SESD
(S), (13)

where R are the optional interior meta triangles (pink), G are the

yellow boundary triangles (or meta boundary triangles, in case we

use Section 3.2), and S are the scaffold “triangles” (light blue). When

the map is not CCM, a triangle in R or G can rarely have a nega-

tive orientation after the Tutte’s initialization. In such a case, we

evaluate the energy excluding this triangle, and allow it to join the

optimization in subsequent Newton steps in case its orientation be-

comes positive. This happened for 11 triangles on the entire dataset.

All 11 cases were resolved in subsequent Newton steps.

_G, _S are positive user-defined weights. It is noteworthy to

mention that when meta vertices are used (Section 3.2), the scaffold

triangles are in fact general polygons (see Figure 5), yet we treat

them as triangles for the sake of evaluating the energy, since the

meta edges are merely straight. We use standard termination con-

ditions for the Newton iterations that include the gradient norm

and the norm of the Newton step. We augment it with an additional

termination condition, assuring that the scaffold is always large

enough to hold D. Namely, the radius of the bounding disk of D
exceeds 0.9 of the radius of the scaffold.

Remeshing. Once the Newton optimization converges, as can be

seen in Figure 9(b), we discard the scaffold triangulation and create

a new one (Figure 9(c)). We always remesh the scaffold at least once.

Nonetheless, as opposed to [Jiang et al. 2017] that remeshed the scaf-

fold at each Newton step, due to the stability of our subspace, very

few remeshing steps are performed aside exceptionally challenging

cases (Figures 1,2,3,11). For example, for our large models dataset,

70 out of 100 models required a single remeshing step, and the rest

of the 30 models required 2 remeshing steps. Also, since no Steiner

vertices are used, the subspace construction is completely decoupled

from the scaffold’s connectivity, and remeshing computation cost

is totally negligible. Before a new triangulation for the scaffold is

constructed, we again scale the outer disk to be 10 times larger. The

entire process terminates once the Newton iterations converge, and

the relative decrease in E
SD

achieved since the last remeshing was

performed is below a user-defined threshold. This is illustrated in

Figure 9(d).

Pay attention that the exterior boundary vertices of the scaffold

are fixed throughout the optimization. Their variables are elimi-

nated, and the projected Hessian becomes a symmetric positive

definite (dense) matrix. Consequently, the meta vertices are the only

variables in our optimization.

Final Solve. Upon termination of the algorithm, the scaffold is

discarded. Recall that throughout the nonlinear optimization, the

position of the interior vertices is unknown as they do not take

part in the Newton optimization. In order to recover the complete

harmonic map (Figure 9(e)), we solve Equation (6). Luckily, this solve

can be computed quite fast, as we can utilize the factorization of the

Laplacian 𝑳11 that was computed during the subspace construction

step. Hence, only forward and backward substitutions are needed.
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4.2 Computing Injective Conformal Maps
Using our algorithm, we can choose between computing an injec-

tive conformal map, or an isometric one, within the exact same

framework, without the need to design two different solvers for

minimizing two different energies. As we’ll explain next, in order to

choose between a conformal map and an isometric map, we either

include interior meta triangles in the optimization, or not. In this

section, we explain how to compute an injective conformal map

using our method by utilizing the following proposition. The next

section deals with isometric distortion.

Proposition 4.1. Let 𝑓 : D → R2 be a harmonic injective map
from a smooth disk-like curved surface D to the plane. Denote by
𝑘 = (Σ − 𝜎)/(Σ + 𝜎) ∈ [0, 1), the pointwise conformal distortion
(known as the small dilatation in complex analysis) of 𝑓 . The function
𝑘 attains its maximum on the boundary of D.

Proof. Any harmonic map 𝑓 : D → R2 can be expressed as a

composition of a bijective conformal map 𝑓1 : D → Ω to the unit

disk Ω (Riemann mapping theorem) with a harmonic planar map

𝑓2 : Ω → R2. Let 𝐽1 = 𝑈1

(
𝜎1 0

0 Σ1

)
𝑉 T
1
, and 𝐽2 = 𝑈2

(
𝜎2 0

0 Σ2

)
𝑉 T
2

be the singular value decomposition of the Jacobians of 𝑓1 and 𝑓2
respectively. The Jacobian of 𝑓 = 𝑓2 ◦ 𝑓1 is given by the product:

𝐽𝑓 = 𝐽2 𝐽1 = 𝑈2

(
𝜎2 0

0 Σ2

)
𝑉 T
2
𝑈1

(
𝜎1 0

0 Σ1

)
𝑉 T
1
. (14)

Since 𝑓1 is conformal 𝜎1 = Σ1, hence:

𝐽𝑓 = 𝑈2

(
𝜎2 0

0 Σ2

)
𝑉 T
2
𝑈1𝑉

T
1
𝜎1 (15)

= 𝑈2

(
𝜎2𝜎1 0

0 Σ2𝜎1

)
𝑅, (16)

where 𝑅 is an orthogonal matrix. Thus, the singular values of 𝐽𝑓 are

given by 𝜎2𝜎1 and Σ2𝜎1, and their ratio is identical to the ratio of

the singular values of 𝑓2. We showed that the conformal distortion

of 𝑓 equals that of 𝑓2 at corresponding points. Finally, [Chen and

Weber 2015, Theorem 4] states that the conformal distortion of a

planar harmonic injective map (applied to 𝑓2 in our scenario) has

a maximum principle. Hence, 𝑓 also attains its maximum on the

domain’s boundary. □

Proposition 4.1 implies that, in the smooth case, minimizing the

conformal distortion on the boundary is sufficient to pose a global

distortion bound. Due to the existence of a globally injective confor-

mal map from a curved disk-like surface to the plane, minimizing

the conformal distortion of a harmonic map solely on the boundary,

would produce a map with 𝑘 = 0 conformal distortion at the bound-

ary. Proposition 4.1 states that such a map is conformal everywhere.

In principle, designing a numerical algorithm for theminimization

of conformal distortion on the boundary, is expected to produce dis-

crete approximation to a smooth conformal map. In practice though,

we observed that in the discrete case, minimizing an isometric mea-

sure, solely on the boundary, rather than a conformal measure, is

more stable and convenient to optimize. Doing so leads to the same

desirable result of a discrete conformal map.

The added stability is due to the fact that the space of injective

conformal maps is rather large, hence, a regularization is needed.

Indeed, there exists a unique conformal map with 0 isometric dis-

tortion on the boundary. Such a map can be obtained in theory by

solving the following Poisson (Yamabe) equation [Schoen and Yau

1994]: Δ𝜙 = 𝐾 , with Dirichlet boundary condition 𝜙 = 0, where

𝜙 is the conformal logarithmic scale factor, and 𝐾 is the Gaussian

curvature of D. Therefore, minimizing isometric distortion on the

boundary of a harmonic map, pushes down the conformal distortion

to 0. In Figure 10 left, we use our method to compute a conformal

map. This is done by minimizing E
SD

solely on the boundary (with-

out using interior meta triangles). We compare our result to the

CETM method [Springborn et al. 2008] which attains the same level

of conformal distortion, albeit is an order of magnitude slower.

Ours - conformal
k=0.0283
ESD=6.86

Ours - isometric
k=0.0372
ESD=3.34

CETM
k=0.0284
ESD=7.24

EBP
k=0.2155
ESD=2.33

Fig. 10. Comparison of conformal vs. isometric distortion. On the left, our
method achieves quite low conformal distortion on a disk-like mesh with
a single circular boundary (no cuts are introduced) and 3,192 triangles.
CETM targets conformality directly and attains similar distortion level. By
evaluating the energy on additional interior meta triangles, we reduce the
ESD level by half. Albeit, due to the high concentration of Gaussian curvature,
the harmonic subspace limits the level of isometric distortion compared to
EBP which achieves much lower isometric level. As evident on the right,
EBP trades off isometric distortion with conformal one. Hence, produces a
map with distinguishable shear.

4.3 Computing Injective Isometric Maps
We now target computation of maps with as low as possible iso-

metric distortion. Unfortunately, a direct analog for Proposition 4.1

for the isometric distortion doesn’t exist. A harmonic map from a

curved manifold to the plane doesn’t necessarily attain maximal

E
SD

distortion on the boundary. Nonetheless, we can have a weaker

result which is applicable to the special case of developable surfaces.

Proposition 4.2. The isometric distortion of a harmonic injective
map 𝑓 : D → R2 from a smooth disk-like developable surface to the
plane attains its maximum on the boundary of the domain.

Proof. Similarly to the proof of Proposition 4.1, we can decom-

pose the harmonic map 𝑓 to an isometric map 𝑓1 to the plane (due

to developability) followed by a planar harmonic map 𝑓2. The latter

attains the maximal isometric distortion on its boundary [Chen

and Weber 2015, Theorem 4], whereas the former has no isometric

distortion. Using similar arguments that were used in the proof of

Proposition 4.1, we can show that the singular values of 𝑓 and 𝑓2
are identical, and so is their isometric distortion at corresponding
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(a) (b) (c) (d) (e) (f ) (g)

Ours
EBP

(78s, 11 iters)EBP
EBP

(153s, 29 iters)
EBP

(695s, 160 iters)
EBP

(322s, 70 iters) Ours (15.8s)

Fig. 11. Similarly to Figure 1, the stairs model is developable, hence, can be flattened locally without isometric distortion. Albeit, the global injectivity
requirement doesn’t allow the map to be isometric. (a) the input 3D surface with 1,843,200 triangles, textured with EBP final result. (b) The result of
EBP after 78 seconds (11 iterations). (c) EBP after 153 seconds (29 iterations). (d) EBP after 322 seconds (70 iterations). (e) EBP after 695 seconds (160
iterations). ESD = 2.003(𝑘 = 0.015) . (f) our result corresponds to a quite different minimizer of the energy (due to symmetry) but reaches similar minimum of
ESD = 2.007(𝑘 = 0.007). It is obtained in a fraction of the time after 15.8 seconds (156 iterations), and required 9 remeshing steps. (g) the input surface textured
with our result.

points. Hence, the distortion attains its maximum on the boundary

just as in the planar case. □

Proposition 4.2 implies that if D is developable, it is sensible

to optimize the isometric distortion solely on the boundary. In

Figure 1, we take as input, a developable surface and show how

Proposition 4.2 is put to good use, by minimizing the isometric

symmetric Dirichlet energy only on the boundary of the cylindrical

surface. As can be seen, the harmonic result is precisely isometric

(E
SD

= 2.00000000004). In Figure 11 we show another example of

a developable stairs surface for which we optimize the symmetric

Dirichlet energy solely on the boundary. In this case, despite de-

velopability, a globally injective isometric map doesn’t exist (even

outside the harmonic subspace). Yet, the final map we compute is

very close to isometry with a distortion of E
SD

= 2.007, 𝑘 = 0.007.

For non-developable surfaces, minimizing the isometric distortion

solely on the boundary would result in overall low conformal dis-

tortion, but higher than necessary isometric distortion. In contrast

to FLIM, we provide the option to minimize the overall isometric

distortion by using additional meta triangles (Section 3.3), including

the term E
SD
(R) in Equation (13). As demonstrated in Figure 7, due

to smoothness, |R | can be rather small, even on high-resolution

meshes, in order to obtain low-distortion isometric maps.

5 INJECTIVITY
The ability of our algorithm to compute globally injective harmonic

maps, strongly relies on the results of [Bright et al. 2017; Gortler

et al. 2006; Lipman 2012]. The overarching strategy to prove global

injectivity is simple, albeit, few complications arise. Initially, we

assume that the cotan Laplacian of D has positive weights, and

address later, scenarios in which this assumption doesn’t hold. We

start by showing that the algorithm of Section 4 produces a globally

injective map in case that the harmonic subspace includes the entire

set of boundary triangles (Section 3.1) and relax this later to the

case where the smaller set of boundary meta triangles are used

(Section 3.2).

Theorem 5.1. The map produced by the algorithm of Section 4.1 is
globally injective if the cotan weights are all positive.

Proof. Since the initial Tutte map is bijective, we only need to

show that the Newton iterations, and the remeshing steps preserve

global injectivity. [Bright et al. 2017, Theorem 6.1] restricted to a disk

without cones, states that if the boundary triangles are mapped in an

orientation-preserving manner, and the generalized turning number

(holonomy) induced by the metric of the boundary triangles is 2𝜋 ,

then the map is locally injective. The line search in each Newton

step ensures that the boundary triangles maintain their positive

orientation. Moreover, the holonomy of the boundary induced by the

metric obtained from Tutte’s initialization is 2𝜋 . Since all boundary

triangles have positive orientation, the boundary holonomy must

be 2𝜋𝑛 for some integer 𝑛, and it is continuous as a function of

the line search parameter 𝑡 . Hence, the holonomy function must

be constant, and 𝑛 = 1. This ensures that at each Newton step, the

harmonic map is locally injective, hence orientation preserving on

its entire triangles set. To show global injectivity, we rely on the

result of [Lipman 2012, Theorem 5.1] that states that an orientation

preserving map is globally injective if its boundary image does

not self-intersect. The Newton line search also ensures that all

the triangles of the scaffold, maintain their orientation. Moreover,

the scaffold’s boundary is fixed to a simple polygon. Hence, the

map is globally injective. This also ensures that the boundary of

D is mapped to a simple curve that does not intersect the outer

fixed boundary. The following remeshing step is then guaranteed

to succeed in triangulating the annulus that is formed between the

two boundaries. □

The situation described in Section 3.2 is slightly more delicate

since the augmented mesh is not triangular. This can be addressed

by the following lemma.

Lemma 5.2. If a map from a disk-like mesh (not necessarily tri-
angular) to the plane, maps every face in an orientation preserving
manner, such that each target face is simple, and the boundary is fixed
to a simple polygon, the map is bijective.
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Proof. The only thing that needs adjustment is the handling of

the general faces. Indeed, since their orientation is preserved and

they are simple, each such face can be triangulated using positively

oriented triangles, and then [Lipman 2012, Theorem 5.1] is applied

on the generated triangle mesh. □

Lemma 5.2 can be used to prove that if our nonlinear optimization

is applied to meta triangles, and D is mapped in a locally injective

manner, the entire map is bijective. The reason is that the n-gon faces

of the scaffold (light blue in Figure 5) are always simple and posi-

tively oriented. The orientation is preserved due to the _SESD
(S)

term in Equation (13). The simplicity of the n-gon faces is due to

the fact that the vertices along the meta edges are always mapped

in a monotonic manner.

The only missing piece is showing that our harmonic map is

locally injective even though we do not fulfill the preconditions of

[Bright et al. 2017, Theorem 6.1]. Namely, we optimize the energy

solely over the meta triangles G (yellow in Figure 5) rather than Q.

Lemma 5.3. Optimizing the energy over the boundary meta trian-
gles is sufficient to ensure local injectivity over D.

Proof. Here, we use the argument from [Gortler et al. 2006,

Lemma 4.15] which states that if the turning number of the disk’s

boundary is 2𝜋 , and the reflex boundary vertices lie at a convex

combination of their neighbors, the result will be locally injective at

all interior vertices. Like before, the turning number of the boundary

of D in the initialization is 2𝜋 . Furthermore, the turning number

is again constant, due to monotonicity of the meta edges, and the

fact that the sum of angles around each meta vertex is fixed to

2𝜋 throughout the optimization (note that this includes angle con-

tributions both from the meta triangles and the adjacent scaffold

triangles). Finally, the vertices along the meta edges are convex,

and every reflex meta vertex lies in a convex combination of its

neighbors since all the surrounding meta triangles maintain their

orientation. □

5.1 Foldover Handling
The above theoretical results only apply to the case where the map

is CCM. This condition is sufficient but not necessary. In practice,

foldovers will only occur in extreme cases of badly shaped triangles.

The most straightforward and elegant solution would be to use an

intrinsic Delaunay triangulation (iDT) [Sharp et al. 2021] which

guarantees that all cotan weights are positive. Such an approach

follows recent work on computational conformal maps [Campen

et al. 2021; Gillespie et al. 2021] that consider mesh connectivity

changes as a viable option. We computed an iDT using intrinsic edge

flips for the entire dataset and noticed that indeed, all 100 computed

maps were injective. We also noticed some quality improvement

due to the more accurate Laplacian approximation that is induced

by the iDT. Construction of the iDT increased the overall execution

time modestly, by 10% on average, making it a viable solution to

the problem. However, changing the underlying triangulation is not

always desired and has implications over the rest of the graphics

pipeline. Therefore, we opted for an additional alternative solution

that keeps the original mesh connectivity, but still guarantees global

injectivity. One option would be to use the mean value weights

Fig. 12. Foldover handling. (top) Our algorithm produces a result with 10
flipped triangles on a mesh with negative cotan weights. The zoom-ins show
the uv layout in the vicinity of 2 such flipped triangles (marked red). (bottom)
The result after applying the foldover procedure (Section 5.1). All foldovers
are eliminated. The uv layout before and after applying our procedure are
visually indistinguishable.

[Floater 2003] instead of the cotanweights which are always positive.

However, such a CCM doesn’t approximate smooth harmonic maps

faithfully. Instead, we used the standard cotan Laplacian and looked

for a strategy that handles foldovers in a post-processing step.

The main reason for choosing this path is the fact that even in

the cases where foldovers occur, they usually occur sparingly and

only affect the map locally. More specifically, when executing our

algorithm over the dataset of 100 large models, only 12% of the

models contained at least one flipped triangle even though many of

the cotan weights were negative. In fact, the total number of flipped

triangles in the entire dataset was 219 out of 222,891,264, meaning

that only 2 triangles were flipped per model on average.

The most time efficient solution would be to apply a local fix only

to the areas that contain foldovers, while fixing the rest of the mesh.

Since these areas are rather small, computation time is expected to

be small compared to the overall runtime. Many heuristics exist for

such untangling [Hefetz Fedida et al. 2019; Ye et al. 2020], albeit,

we opted for a non-iterative, simple to implement solution that is

guaranteed to produce a valid map in one step, even at the expense

of longer computation. To this end, upon termination, if at least one

flipped triangle exists, we execute the following procedure.

Recall that when meta vertices are used, the scaffold is composed

of n-gons (see Figure 5). We discard this polygonal scaffold and

construct a Delaunay triangulation instead. Such a triangulation

induces a flat metric on the scaffold (topological annulus). However,

due to foldovers in the uv layout, the metric induced on the inner

disk is not flat everywhere. Nonetheless, gluing this inner disk to the

outer scaffold produces a topological disk, equipped with a metric

which is flat almost everywhere. The metric is constructed such that

edge lengths for the annulus are taken from the planar Delaunay

triangulation. Edge lengths for the inner disk surface are taken from
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the uv layout. Note that a triangle with negative orientation in the

uv layout, still defines a valid metric. The only case where this

can theoretically fail is when a triangle is entirely collapsed rather

than flipped. We didn’t encounter such a case in practice though.

Nonetheless, in such a rare case, it is possible to project the invalid

metric into the (convex) space of valid metrics [Chien et al. 2016b],

simply by performing a line search over edge length squared (ELS)

between the invalid metric and any other valid metric (e.g., a metric

with equal unit edge lengths).

From here, we simply use a variant of Tutte’s method [Floater

1997] with mean value weights [Floater 2003]. The fact that there

is no valid embedding or that the metric is nonflat is insignificant,

since mean value weights depend solely on the metric. The exte-

rior boundary of the scaffold is fixed in place, and since its shape

is convex, and the mean value weights are positive, the result is

guaranteed to be injective.

ESD EBP

k  EBP

Time (sec)  EBP

ESD Ours

k  Ours

Time (sec)  Ours

Fig. 13. Statistics comparison. We compare the distortion and runtime of
our method (right) against EBP (left) over a dataset of 100 large models.
The horizontal axis of each histogram shows the percentage of models.
Both methods produce results with fairly low ESD and 𝑘 levels. Our results
preserve angles better (lower 𝑘) but have higher ESD levels. Our runtime is
significantly better than EBP’s with an average speedup of 10. Our method
process the vast majority of models in less than 15 seconds. 12% of the
models contained at least one flipped triangle and required the fix described
in Section 5.1. Hence, the outliers with runtime 23 − 31 on the bottom right
histogram.

Our foldover fixing procedure has a notable property. If our main

algorithm produces amapwithout foldovers, applying the above pro-

cedure will have no effect. This is because the mean value weights

are barycentric coordinates, thus, have the linear reproduction prop-

erty. Hence, in practice, when only a few scattered triangles are

flipped, this procedure introduces a relatively small and local change.

Figure 12 shows the result of our algorithm before and after applying

our suggested fix on a model with 10 flipped triangles. A downside

of this procedure is its computational cost, which is that of a linear

solve. This can double the runtime of our main algorithm which is

governed by a single linear solve. See Figure 13 bottom right.

6 EXPERIMENTAL RESULTS
Our algorithm is implemented in Matlab and C++. All experiments

are performed on a Windows 10 machine with an Intel i7-4770K

CPU 3.5GHz, with 16GB RAM.

Large Models Dataset. The benefit of our fast method is mostly

appreciated when processing large models. To this end, we used

a dataset of 100 large models with 2 − 2.5𝑀 triangles each. For

this experiment, we used P = 250 meta vertices, along with |R | =
500 interior meta triangles, in order to target isometric distortion

minimization (Section 4.3). Figure 15 shows results of our isometric

method on 3 typical models from our dataset. The results exhibit low

isometric-and-conformal distortions, as can be seen by the textured

renderings and the reported energies. The total execution time of our

algorithm on the entire dataset was 24.91minutes (14.95 seconds on

average per model). For comparison, it took EBP more than 4 hours

to process the dataset (based on code and default stopping criteria

taken from [Su et al. 2020]), with an average of 147.41 seconds per

model. Our method is thus 10 times faster on this dataset. We note

however, that this reported speedup depends on the stopping criteria

being used. Since EBP reaches lower E
SD

levels compared to ours

in most cases, it is possible to use less strict convergence criteria

for EBP when comparing to our method. This has the potential to

somewhat speed up EBP’s runtime, while generating a map with

E
SD

levels which are comparable to ours (Figure 14).

Ours EBP

Time (seconds)

E S
D

115.89s
ESD=2.082
k=0.076

210.74s
ESD=2.034
k=0.048

11.65s
ESD=28.43

12.8s
ESD=2.082
k=0.007

30.87s
ESD=16.04

Fig. 14. Comparison of energy as a function of time of our method against
EBP on the bird model with 2,303,488 triangles. Graphs have logarithmic
scale. The blue (ours) and green (EBP) dashed lines that precede the graphs,
indicate the preprocessing time of 11.65 and 30.87 respectively. The red
dashed line indicates our final energy level of ESD = 2.082. Our algorithm
converges to this energy after 12.8 seconds. It takes EBP 115.89 seconds to
reach that level. At that point, EBP’s conformal distortion is more than 10

times higher than ours. EBP converges (using the default parameters) after
210.74 seconds.

The two histograms at the bottom of Figure 13 compare the

distribution of the execution runtime among different models from

the dataset. Our algorithm spends around 75% of the runtime on

the subspace construction. 15% is spent on the nonlinear Newton

optimization, and the rest is spent on the final solve, the foldover

fixing procedure, etc.
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     =2,479,616
time=14.948s

ESD=2.054
k=0.0179

     =2,369,792
time=13.819s
ESD=2.1671
k=0.014

     =2,054,144
time=13.22s
ESD=2.1448
k=0.0267

Fig. 15. Results of our algorithm on 3 large models with over 2M triangles.
(left to right) Man, Fish, and Bimba. 250 meta vertices, and 500 interior
meta triangles were used. The number of triangles, total runtime, isometric
energy, and conformal energy, are indicated next to each model.

The average conformal distortion over all 100 models was 𝑘 =

0.0177. Recall that 𝑘 = 0 indicates conformality, while 𝑘 = 1 cor-

responds to a triangle collapse. Interestingly, the results are near

conformal even though we didn’t target conformality directly in this

experiment (Section 4.2). We noticed that 2 models out of 100 (mod-

els #1 and #75), contained a few triangle outliers with exceptional

high E
SD
levels (see Figure 17). Excluding these 2models, the average

isometric distortion over the other 98 models was E
SD

= 2.16. EBP

is less sensitive to outliers and, in general, reaches lower isometric

distortion, as it operates in a larger mapping space. The average

isometric energy of EBP was E
SD

= 2.046, which is somewhat lower

than ours. On the other hand, EBP’s conformal distortion was al-

most 3 times higher than ours, on average. We note that our method

produced an overall high quality map on the 2 models that were

excluded from the average E
SD

computation. Albeit, each of these

two models, contained a few highly distorted triangles, which af-

fected the average badly. By excluding 1% of triangle outliers, and

evaluating the energy only over 99% of the triangles, we obtain

E
99%

SD
= 2.09 for the first model, and E

99%

SD
= 2.11 for the second one.

Such outliers due to bad discretization, are considered a limitation

of our approach. We believe that a preprocessing Delaunay refine-

ment step [Sharp et al. 2021], or a post-processing local fix, can help

eliminate such artifacts. We leave such experiments for a future

work.

We noticed that on 12% of the models, the foldover fixing proce-

dure (Section 5.1) was invoked. Only 219 out of 222,891,264 triangles

in total were flipped. All foldovers were eliminated after applying

our fix. We used a robust orientation test, and a robust polygonal

intersection [The CGAL Project 2022] to verify the validity of our re-

sults. In all our experiments, a globally injective map was generated

(after applying the procedure of Section 5.1 when required).

Subspace Construction Speedup. Our harmonic subspace construc-

tion is based on insights from FLIM [Hefetz Fedida et al. 2019], but

accelerates it considerably. This can be utilized outside the context

of our globally injective parameterization, in any scenario where

a harmonic subspace is needed. Figure 4 shows a speedup of 2.72

on average, of our subspace construction procedure (Section 3.1)

compared to FLIM on a large dataset of 5,140 medium sized models.

In this experiment, the entire set of boundary vertices was used (no

meta vertices). In Figure 6 and Figure 8, we show a considerable

speedup in subspace construction time, in the case where meta ver-

tices are used. Despite the fact that merely a small set of boundary

meta vertices are used, FLIM optimizes over the entire set of bound-

ary triangles. On the other hand, we use only a fraction of this set,

without affecting quality dramatically. As proved in Lemma 5.3, this

is a sufficient condition to ensure injectivity. We believe that this

theoretical result can also be used outside the context of our paper,

due to the popularity of discrete harmonic maps.

Newton Speedup. The use ofmeta triangles does not only affect the

subspace construction time, but rather also the nonlinear optimiza-

tion. Since the energy is optimized over a much smaller triangle set,

the Hessian construction and projection in our algorithm is much

faster compared to FLIM (Figures 6,8 top-right plot). A speedup of

8.50 is exhibited in the case where no interior meta triangles are

used, vs. 6.58 in the case that additional interior meta triangles are

used.

Challenging Examples. In Figure 1 we evaluate the robustness of

our nonconvex optimization on a challenging model, and compare

our runtime to the state-of-the-art. We took the Hilbert model from

[Jiang et al. 2017] with 147,168 triangles, and applied two levels

of subdivisions, such that we get 2,354,688 triangles in total. The

boundary of this model has 49,152 vertices, and 821 meta vertices

were used (without interior meta triangles). The subspace construc-

tion (Section 3.2) took 12.1 seconds. The advantage of using this

model is that it is developable, and the analytic global minimum of

our nonconvex optimization problem is known (E
SD

= 2). At the

same time, this is a highly challenging model since it is huge, and

the optimization is initialized with an extremely distorted map. Our

optimization performed 559 iterations, and required 26 remeshing

steps (without Steiner points of course). After 3.5 minutes, a nu-

merically global minimal energy level of E
SD

= 2.00000000004 was

reached (Figure 1(f)). For the same running time, EBP performed

37 iterations and the result was far from being optimal (b). EBP

didn’t fully terminate after more than an hour (e). For comparison,

the algorithm of [Jiang et al. 2017, Figure 11] ran for 39 minutes

(without termination) on the low resolution version of the model

with only 147,168 triangles (16 times less triangles). The method of

[Smith and Schaefer 2015] didn’t terminate after more than 5 days

on the low resolution model. Executing [Jiang et al. 2017; Smith and

Schaefer 2015] on the high-resolution model is not practical.

Figure 3 shows a variant of the Hilbert model used in Figure 1.

The spherical Hilbert model is generated by first flattening the

cylindrical model with 2,354,688 triangles, from Figure 1(a), and

then mapping it conformally to a unit sphere via a stereographic

projection. Our method produces after less than two minutes, a low

distortion map (E
SD

= 2.0087, 𝑘 = 0.0167) despite the fact that the

spherical Hilbert model is not developable.

In Figure 11, we show a developable stairs model with 1,843,200

triangles. As opposed to the Hilbert model (Figure 1), an isometric

parameterization doesn’t exist due to global intersections. Yet, our

method is able to find a minimizer with quite low energy levels

(E
SD

= 2.007, 𝑘 = 0.007) in a fraction of the time compared to EBP.

EBP reached a slightly lower isometric energy, yet higher conformal
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energy (E
SD

= 2.003, 𝑘 = 0.015). Finally, in Figure 2, we show another

challenging example of a flat model of a spiral.

Our method operates in a different subspace compared to the

alternatives [Jiang et al. 2017; Smith and Schaefer 2015; Su et al.

2020]. Hence, comparing the runtime of the different methods can

be somewhat challenging. For the dataset of 100 large models, and

unless stated otherwise, we compare runtimes after both methods

converge. For EBP, we used the authors’ implementation with the

default stop criteria that was reported in [Su et al. 2020]. For chal-

lenging models, such as Figures 1,2,11, default convergence settings

of EBP didn’t produce visually pleasing results. Hence, we show

EBP’s results at different time steps visually along with the number

of iterations, and execution times. In Figure 14 we took a typical

example of a bird model with 2,303,488 triangles from the dataset

of large models, and compared the isometric energies as a function

of time. Our algorithm converges to E
SD

= 2.082 in 12.8 seconds.

EBP contains a preprocessing step in which two linear systems are

solved. One for the initial Tutte’s embedding and a larger one for

the Hessian of the energy, for which a symbolic factorization is per-

formed before the Newton iteration begins. In this example, EBP’s

preprocessing alone took 2.5 times more compared to our entire

algorithm. It took EBP 116 seconds to reach our final energy, and

211 seconds to fully converge to a lower energy of E
SD

= 2.034.

(a) 2.20, 0.028, 55 (e) 14.44, 0.127, 77(b) 2.41, 0.027, 54 (c) 2.24, 0.041, 59 (d) 2.23, 0.030, 67

Fig. 16. The effect of different tessellations. Models are taken from EBP. The
numbers below the models are (ESD, 𝑘, #iters). (a) Original. (b) Isotropic. (c)
Anisotropic. (d) Nonuniform. (e) Noisy. The first 4models (a-d) reach similar
low energy. Our algorithm is more sensitive to low quality triangulations
compared to EBP, as is evident by the higher energy level obtained for the
noisy model (e).

In Figure 16, we test the effect of different triangulations of the

same underlying shape, on the performance of our algorithm. In

general, we observed that as long as the triangulation provides rea-

sonable approximation of the Laplacian operator, the global nature

of the result doesn’t change. Nasty triangulation like the noisy one

in Figure 16(e) do lead to local artifacts and higher distortion levels.

In this model, around 50 triangles out of 29,992, are badly shaped

to the extent that the discretization of the Laplacian operator is of

poor quality locally. The global nature of the harmonic basis though,

is preserved. Hence, convergence is not influenced dramatically,

and the global structure of the result is preserved as can be seen

in the textured rendering image. Excluding 1% of triangles with

the highest distortion, brings the symmetric Dirichlet energy down

from 14.44 to 2.45 for this model.

7 SUMMARY AND DISCUSSION
We presented a fast algorithm for computing globally injective maps

by utilizing the subspace of harmonic functions. We show how to

construct this subspace efficiently by improving the method of FLIM

[Hefetz Fedida et al. 2019] in various ways. We provide theoretical

guarantees for global injectivity in cases where the map is CCM.

Furthermore, we provide a simple, yet effective, fix in cases where

the map is not CCM and injectivity is violated. We show that in

typical cases, the harmonic subspace is suitable for the task at hand.

As long as the model is cut properly in order to reduce Gaussian cur-

vature effects, the algorithm produces maps with quite low isometric

distortion. In cases where a conformal map is desired, our subspace

is even more suitable, as the space of harmonic maps contain the

space of conformal maps. We show that conformal distortion is

consistently lower compared to the state-of-the-art method. The

price to pay for the gained speedup is a relatively moderate increase

in isometric distortion compared to the case where the optimization

is performed outside of our harmonic subspace.

7.1 Limitations and Future Work
Our method has several limitations. One limitation is demonstrated

in Figure 10 where a model with high concentration of Gaussian

curvature is used without introducing a proper cut. On such a model,

EBP achieves much lower symmetric Dirichlet energy, but this

comes with a price of significant angle distortion (shear).

Another limitation is our sensitivity to bad discretizations. Our

method optimizes the energy over a small set of triangles, as opposed

to EBP. We rely on maximum principle results for harmonic maps

from smooth differential geometry. These do not hold in general for

discrete harmonic maps. Hence, if a triangle which is excluded from

the optimization is badly shaped, the distortion of the final discrete

harmonic map on this triangle can be high. This was demonstrated

in Figure 16(e) and in Figure 17. In the future, we would like to find

alternative ways to discretize the Laplacian, such that distortion is

less prone to outliers.

Another limitation is that similarly to [Hefetz Fedida et al. 2019],

our reduced subspace assumes that the boundary is piecewise straight.

This might introduce unwanted distortion in the vicinity of jagged

boundaries. Our experiments show that the average distortion is

hardly affected, but a more suitable subspace that allows jagged

boundaries is expected to lead to lower energy levels.

Finally, compared to [Jiang et al. 2017] that is applicable in 3D,

the harmonic bounded distortion theorems do not generalize to 3D

[Liao et al. 2021], and hence, it is not fully clear how our current

algorithm can be generalized from surfaces to volumetric models.

We leave this open question for future exploration.
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Fig. 17. Outlier model. Our result on model #75 produces an extremely high
isometric distortion around a small region (see zoom-in). The spike was
generated by repeatedly subdividing a triangle mesh with a valence 3 vertex
that was surrounded by 3 severely badly shaped triangles.
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