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B arycentric coordinates are extremely useful for deforming shapes. They
lead to smooth deformations that are simple and highly efficient to compute. In

this chapter, we focus on the special case of planar shape deformation, where the
barycentric map can be interpreted as a complex-valued function. We generalize
barycentric coordinates from real to complex-valued functions and introduce the
notion of complex barycentric coordinates. Complex coordinates can lead to planar
barycentric maps with unique shape preserving properties. We provide a general
construction for complex barycentric coordinates (Section 1.2.2) and show how to
design custom-made complex coordinates (Section 1.2.3). We derive holomorphic
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coordinates (Section 1.2.1), relying on the rich theory of complex analysis and
explore their intimate relation to conformal maps (Section 1.4).

1.1 INTRODUCTION

Interactive shape deformation is a fundamental problem in computer graphics and
geometry processing. It is essential for designing and modeling variations of shapes
and for generating believable animation sequences. In this chapter, we focus on the
special case of planar shape deformation, for which the domain Ω to be deformed
is an open and connected subset of the plane. For simplicity, we assume that the
domain is bounded by a simple polygon P . The codomain is again a subset of
the plane, where in some scenarios (as in Chapter ??), the user explicitly dictates
its shape (e.g. to be a polygon as well), while in other scenarios, more freedom is
allowed, and the shape freely evolves. More formally, our goal is to compute a map
(a vector function) f(x) : Ω → R2 which maps points in the domain to points
in the codomain, such that f satisfies some boundary constraints while having
certain desirable properties. Some properties, such as smoothness of f , are easier
to attain, while other properties, such as local injectivity, are more challenging to
guarantee. The complete list of desired properties will be revealed as the discussion
of this chapter evolves. However, we briefly mention and motivate below the most
important properties and requirements.

The domain Ω is equipped with a colored texture and we are interested in visual-
izing the map f by rendering a high quality image of the codomain. The algorithms
that we consider for computing the underling map f are indifferent to the choice of
such texture. These algorithms are based solely on geometric considerations, how-
ever, for the result to be valuable from the graphics application standpoint, some
requirements have to be added. A high quality result should preserve the fine details
of the underlying texture. Hence, smoothness of the map is often required. Luckily,
this is relatively easy to obtain when working with barycentric coordinates as it is
implied by the smoothness of the coordinates themselves. In addition to smooth-
ness, we often desire that the amount of metric distortion induced by the map is
as low as possible. We consider both the conformal and the isometric distortion,
where conformal distortion refers to the amount by which angles between arbitrary
intersecting curves are altered under the action of the map, and isometric distortion
refers to the amount of change in the length of arbitrary curves. A map is said to
be conformal if it has zero conformal distortion everywhere. The Jacobian matrix
Jf of a conformal map is a similarity transformation, allowing only rotations with
isotropic scale, but it can have arbitrarily high isometric distortion. Ideally, a map
should be isometric, with a Jacobian that is restricted to be a rotation (without
scale). Unfortunately, unlike the space of conformal maps, the space of isometries
in R2 is fairly restricted and contains only rigid motions (a global rotation and
translation) and reflections. Hence, we can only hope for maps that are close to
isometry, having low amount of isometric and conformal distortion.

In order to control the end result, a user interface is provided, where some
boundary conditions for the map f can be prescribed. For example, the user can
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prescribe the shape of the entire target boundary. Since the target boundary is a
curve with an infinite number of degrees of freedom, a common choice in practice
is to assume that the image of the map is bounded by a polygon. The user only
determines the vertex positions, and the map is implicitly assumed to be linear
along the polygon edges. Albeit, fixing the entire boundary can be too restricting.
It requires more than a bare minimum input from the user and can lead to less
visually pleasing deformations, where the underlying map f has excessive metric
distortion. One way to alleviate that, is to use less restricting constraints and to
allow the algorithm to deduce the missing degrees of freedom automatically by
solving a variational problem (Section 1.3). For example, the user can prescribe the
behavior of the map f on a sparse set of interior points rather than on the entire
boundary (Section 1.3.2).

Another requirement is that the underlying algorithms need to be relatively
efficient to compute. This allows the users to explore the space of valuable defor-
mations interactively and to reach their envisioned artistic design by trial and error.
Interactivity and simplicity of the user interface also allow novice users to use the
application. As we will see, many of the involved computations can be done in a
preprocessing step, leaving marginal amount of computation to be done in runtime
during interaction with the system. Moreover, the deformation can often be com-
puted in parallel, utilizing the graphics hardware, where the computation time is
of the same order of magnitude as the rendering time itself (Section 1.5).

Working with the special case of maps from R2 to R2 allows us to use an
alternative representation by identifying R2 with the complex plane C. Points
x = (x, y) ∈ R2 are identified with complex numbers z ∈ C by z = x + iy. The
map f becomes a complex-valued function of a single complex variable f : Ω→ C.
Utilizing complex notation often leads to simplified expressions and allow us to
rely on powerful mathematical results from the rich theory of complex analysis.
This is particularly apparent when the underlying complex functions are holomor-
phic (complex analytic) and/or harmonic, which are of particular value in shape
deformation due to their smoothness and other mathematical properties.

1.2 COMPLEX BARYCENTRIC COORDINATES

Let z1, . . . , zn ∈ C be the vertices of a simple polygon P (not necessarily convex)
in counter-clockwise orientation (see Figure 1.1). We sometimes refer to P as the
cage, as it encapsulates the part of the plane which we would like to deform. The
interior of P is treated as an open domain denoted by Ω. A set of complex-valued
functions φi : Ω → C, i = 1, . . . , n are called complex barycentric coordinates [12]
if they satisfy the following two properties for all points z ∈ Ω:

n∑

i=1

φi(z) = 1 (1.1)

n∑

i=1

φi(z)zi = z. (1.2)
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Figure 1.1 Notation used for complex barycentric maps. Left: the source poly-
gon P . Note that Bi(z) = zi − z are functions of z, while the edge vectors
ei = zi+1 − zi are independent of z. Right: the target polygon P̂ as well as
the image of a complex holomorphic barycentric map f : Ω → C. Note that
f(z) does not interpolate the target polygon.

A complex barycentric map is a planar map expressed as a complex-valued func-
tion f : Ω→ C with

f(z) =
n∑

i=1

φi(z)fi, (1.3)

where fi ∈ C are some complex coefficients. Similarly to the real case, Property
(1.1) is called the constant precision (or sometimes denoted as the partition of
unity). It requires that the real parts of the coordinates sum to 1, and in addition,
that their imaginary parts sum to 0. Algebraically, it implies that if g is a complex
constant function over Ω, and fi = g(zi) then f(z) = g(z). In other words, f re-
produces complex constant functions from their vertex values. Geometrically, (1.1)
means that the barycentric map is invariant to translations applied to the cage ver-
tices. Property (1.2) is called the linear precision. Algebraically, it implies that f
reproduces complex linear functions over Ω from their vertex values. In particular,
it reproduces the (linear) identity function g(z) = z, hence it is sometimes referred
to as the identity reproduction property. Together, Properties (1.1) and (1.2) imply
that f reproduces complex affine functions, that is, functions ψ : C → C of the
form ψ(z) = αz + β, where α, β ∈ C are complex constants. However, it is impor-
tant to note that unlike real barycentric maps, complex barycentric maps do not,
in general, reproduce planar affine maps, that is, maps g : R2 → R2 of the form
g(x) = Ax+ b, where A is a 2× 2 real matrix and x, b ∈ R2 are real vectors (see
Figure 1.2). While this may be initially perceived as a limitation, for the particular
application of planar shape deformation, it is mostly an advantage. The matrix A
encodes rotation, isotropic scale, and shear, while in the complex case, the multi-
plication αz is equivalent to a multiplication of x by a similarity matrix

(
αx −αy
αy αx

)
,

where α = αx+iαy. In other words, complex barycentric maps reproduce similarity
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transformations (translation, rotation, and isotropic scale) but do not reproduce,
in general, anisotropic scale and shears, which lead to distortion of angles.

In addition to constant and linear precision, smoothness is also required and is
formally defined by the following property:

φi is Ck, i = 1, . . . , n, (1.4)

where k is at least 1 (continuously differentiable), but typically we work with C∞

(infinitely differentiable) functions.

(c) Cauchy

(a) source (d) MAGIC(b) mean value

Figure 1.2 Comparison of real and complex barycentric coordinates. The cage
of a pants shape in (a) is transformed in (b–d) by the affine transformation
g : (x, y) → (2x, y). In (b) the mean value barycentric map reproduces g.
In (c) and (d), the “Cauchy” and “MAGIC” complex barycentric coordinates
produce maps that do not reproduce g. The map in (c) is conformal.

Note that unlike their real counterpart, complex barycentric coordinates do
not have a sign, hence the positivity property is omitted. The Lagrange property
(interpolation of the boundary data) is possible to attain but we will see that it can
interfere with other (later to be defined) properties such as holomorphicity, hence
it is not considered a mandatory property.

The first question that comes to mind is how can we come up with a set of
functions φi that satisfy Equations (1.1) and (1.2)? A thorough answer to this
question is provided in Section 1.2.2. However, we start by deriving a special type of
complex barycentric coordinates which are denoted as Cauchy coordinates. Unlike
all real barycentric coordinates, these coordinates have the special property of being
holomorphic functions.

1.2.1 Holomorphic Functions

Holomorphic functions (also known as complex analytic functions) have remarkable
mathematical properties and they are the central objects of study in the mathemati-
cal field of complex analysis. We provide below a short introduction to holomorphic
functions and to some of their fascinating properties and refer the reader to [1]
for in-depth review. A holomorphic function f : Ω → C is a complex-valued func-
tion that is complex differentiable in a neighborhood of every point z ∈ Ω. Complex
differentiability is a strong condition implying that f is infinitely differentiable. Fur-
thermore, holomorphic functions are integrable (on a simply connected domain) an
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infinite number of times, and these derivatives and anti-derivatives are all holomor-
phic as well. Holomorphic functions form a linear space, hence sums of holomorphic
functions and multiplications of a holomorphic function with a complex scalar are
holomorphic. In addition, products and compositions of holomorphic functions are
also holomorphic, and the quotient of two holomorphic functions is holomorphic
wherever the denominator does not vanish.

If a complex function f(x+ iy) = u(x, y) + iv(x, y) is holomorphic, then the real
and imaginary parts, u and v, have first partial derivatives with respect to x and y
that satisfy the Cauchy–Riemann equations

∂u

∂x
=
∂v

∂y
,

∂u

∂y
= −

∂v

∂x
.

The converse is also true under very mild assumptions, that is, if the partial deriva-
tives of f are continuous and satisfy the Cauchy–Riemann equations, then f is
holomorphic. Treating f as a planar map, we can express the Jacobian of f as

Jf =

(
∂u
∂x

∂u
∂y

∂v
∂x

∂v
∂y

)

=

(
∂u
∂x −

∂v
∂x

∂v
∂x

∂u
∂x

)

=

(
a −b
b a

)

,

where the second equality is due to the Cauchy–Riemann equations. The first com-
plex derivative of a holomorphic function with respect to z is often denoted by f ′

and satisfies f ′ = a + ib. As can be seen above, the Jacobian matrix of a holo-
morphic function (when treated as a planar map) has the structure of a similarity
matrix. Its determinant is given by det(Jf ) = a2 + b2 and is always nonnegative,
hence, holomorphic maps cannot reverse orientation. If a holomorphic map f has
nonvanishing derivative f ′(z) 6= 0 (which is equivalent to det(Jf ) > 0) for every
z ∈ Ω, then the map f is called a conformal map. For conformal maps, the Jacobian
above can be expressed as

Jf = r

(
cos θ − sin θ
sin θ cos θ

)

, (1.5)

where r = |f ′| =
√
a2 + b2 =

√
det (Jf ) is the modulus (length) of the complex

derivative and θ = Argf ′ is its complex argument, that is, the angle between
the complex number viewed as a vector and the positive real axis. Equation (1.5)
provides a geometric interpretation for conformal maps as those maps that locally
scale (isotropically), rotate, and translate. As such, conformal maps preserve angles
between intersecting curves in the sense that if the angle between the tangents of two
intersecting curves at a point z0 ∈ Ω is α, then the angle between the images of these
curves at f(z0) is also α. Conformality also means that small (infinitesimal) circles
are mapped to small circles (rather than ellipses). Conformal maps, in general,
are not isometric as they distort the length of curves. The parameter r in (1.5)
characterizes the amount of change that the conformal map induces on the original
metric. The quantity r2 is called the pullback metric, and the quantity ln r is called
the conformal scale factor. The isometric distortion τ(z) of a conformal map at
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a point z ∈ Ω measures the amount of shrinkage and expansion in a symmetric
manner. Popular definitions are: |ln r|, max(r, 1

r ), or r + 1
r .

A real-valued function u(x, y) is harmonic if it satisfies the Laplace equation

Δu =
∂2u

∂x2
+
∂2u

∂y2
= 0.

A complex-valued function f(x + iy) = u(x, y) + iv(x, y) is harmonic if both u
and v are harmonic. It is easy to verify (by differentiation and using the Cauchy–
Riemann equations) that if f is holomorphic then both u and v are harmonic.
Hence, a holomorphic map is also a harmonic map. The converse is not true in
general, with many harmonic planar maps not being holomorphic.

Transfinite Complex Barycentric Coordinates

The derivation of holomorphic complex barycentric coordinates can be obtained
through the generalization of the concept of complex barycentric coordinates to the
transfinite case. The polygonal region is substituted with an arbitrary domain Ω
bounded by a simple contour ∂Ω with arbitrary shape. Real transfinite barycentric
coordinates are discussed in Chapter ?? in detail. Here we focus on the complex
counterpart.

To this end, we use the notion of a kernel function k : ∂Ω × Ω → C. Loosely
speaking the continuous contour can be viewed as a polygon with an infinite number
of vertices and the complex kernel k(w, z) is viewed as an analogue for the i-th
coordinate where w, a boundary point, substitutes the i-th vertex. Analogously to
the discrete polygonal case (Equations (1.1) and (1.2)) we say that k(w, z) is a
complex barycentric kernel if the following properties hold for every point z ∈ Ω:

∫

∂Ω
k(w, z)dw = 1 (1.6)

∫

∂Ω
k(w, z)wdw = z. (1.7)

Then, a transfinite complex barycentric map is a complex-valued function f : Ω→ C
of the form:

f(z) =
∫

∂Ω
k(w, z)f(w)dw, (1.8)

where the differential dw in the contour integrals in (1.6), (1.7), and (1.8) is complex.
Somewhat surprisingly, there is a fairly simple choice for a kernel k(w, z) that

satisfies Equations (1.6) and (1.7), which is called the Cauchy kernel [2]

kC(w, z) =
1

2πi
1

w − z
.

To see why this is true, let us recall Cauchy’s integral formula, which is one of the
most fundamental statements in complex analysis. The statement asserts that the



8 � Generalized Barycentric Coordinates inComputer Graphics and Computational Mechanics

Figure 1.3 The Cauchy transform. The domain on the left is mapped holo-
morphically to the domain on the right using the Cauchy transform g(z) =

1
2πi

∮
∂Ω
f(w)
w−z dw. However, note that g(w) 6= f(w).

value of a holomorphic function h : Ω → C at a point z ∈ Ω, is fully determined
by its values on the boundary of the domain, and can be expressed explicitly by
evaluating the contour integral,

h(z) =
1

2πi

∫

∂Ω

h(w)
w − z

dw. (1.9)

Applying Cauchy’s integral formula to the holomorphic functions h(z) = 1 and
h(z) = z result in Equations (1.6) and (1.7), respectively. The underlying assump-
tion for Cauchy’s formula to hold is that the function h in (1.9) is holomorphic. At
this point, an interesting question arises. What if we substitute h(w) in the right
hand side of (1.9) with an arbitrary complex-valued function f : Ω → C which is
not holomorphic? In other words, what can we say about the function g : Ω → C
with

g(z) =
1

2πi

∫

∂Ω

f(w)
w − z

dw. (1.10)

Apparently, under very mild assumptions on the smoothness of f in the vicinity
of the boundary, the function g is holomorphic on Ω, hence Equation (1.10) can
be seen as a projection operator that acts on an arbitrary function f and returns
a holomorphic function g. This operator is sometimes referred to as the Cauchy
transform [2]. It is important to note that if f in (1.10) is not holomorphic, then
the holomorphic function g will not, in general, interpolate f on the boundary,
that is, g(w) 6= f(w), w ∈ ∂Ω (see Figure 1.3). In other words, one cannot expect to
prescribe the values of a function f on ∂Ω, and obtain through (1.10), a holomorphic
function f in Ω having these boundary values. To conclude, if the boundary values
of f are such that there exists a holomorphic function that realizes them, then (1.10)
precisely reproduces them. Otherwise, if a holomorphic function with such boundary
values does not exists, (1.10) obviously does not reproduce it, but still results in
a holomorphic function. It is important to note that a limitation of holomorphic
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functions is that a holomorphic function with arbitrary prescribed boundary values
does not exists.

Derivation of The Cauchy Coordinates

The next step toward derivation of complex barycentric coordinates is to discretize
the Cauchy transform (1.10) by assuming that f is a function that belongs to a
finite dimensional-function space. In the language of Boundary Element Methods
(BEM), such f is called a trial function. While many choices are possible, a simple
choice is to assume that f is a complex piecewise affine continuous function. That
is, f is a (different) similarity transformation on each polygon edge. The space of
piecewise affine continuous functions on the boundary of P can be parametrized by
a set of complex coefficients fi, i = 1, . . . , n. Geometrically, one can think about fi
as the vertices of a target polygon P̂ that is in one-to-one correspondence with the
source polygon P . Each edge of the source polygon (zi, zi+1) is then mapped to a
corresponding edge (fi, fi+1) in the target polygon by the similarity transformation
(see Figure 1.1)

Si(z) =
Bi+1(z)fi −Bi(z)fi+1

ei
, (1.11)

where Bi(z) = zi−z, and ei = zi+1−zi. The contour integral in (1.10) is then split
into a sum of integrals over the polygon edges,

g(z) =
1

2πi

n∑

i=1

zi+1∫

zi

Si(w)
w − z

dw, (1.12)

where the integral over each edge has a simple closed-form expression,

zi+1∫

zi

Si(w)
w − z

dw = Si(z)Log

(
Bi+1(z)
Bi(z)

)

+ êi, (1.13)

where êi = fi+1 − fi, and Log is the principal branch of the complex logarithm.
When summing over all edges, the term êi in (1.13) vanishes since the target poly-

gon is closed. Plugging the expression Si(z)Log
(
Bi+1(z)
Bi(z)

)
into Equation (1.12) and

rearranging the terms yields the discrete Cauchy transform of f ,

g(z) =
n∑

i=1

Ci(z)fi, (1.14)

where the functions Ci(z) are called the Cauchy barycentric coordinates and have
the following closed-form expression:

Ci(z) =
1

2πi

(
Bi+1(z)
ei

Log

(
Bi+1(z)
Bi(z)

)

−
Bi−1(z)
ei−1

Log

(
Bi(z)
Bi−1(z)

))

. (1.15)
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A similar derivation with other types of trial functions f in Equation (1.10) can
be obtained. For example, a higher-order polynomial per edge can be used, as well
as discontinuous piecewise smooth functions. Such choices typically provide better
approximation power and lead to more accurate results [11, 14] but are excluded
here to keep the discussion simple.

Cauchy coordinates are shown in [12, Theorem 3] to be equivalent to Lipman’s
Green coordinates [9]. Green coordinates are a generalization of real barycentric
coordinates where the barycentric map is expressed as a sum of two terms, the
first blends the target vertex positions, and the second blends the normals to the
target edges. The derivation of Green coordinates is done through the application of
Green’s third integral identity to harmonic functions, which is equivalent in 2D to
Cauchy’s integral formula [1]. The (real-valued) expressions for Green coordinates
are more complicated, compared to (1.15), and working with complex numbers is
a great advantage, however, in contrast to Cauchy coordinates, Green coordinates
have a natural generalization to 3D where they lead to volumetric harmonic maps
[3, 9].

1.2.2 General Construction of Complex Barycentric Coordinates

In the previous section we derived Cauchy complex barycentric coordinates. Our
construction was based on Cauchy’s kernel, which reproduces holomorphic functions
in the transfinite case. Holomorphic functions are extremely valuable in the context
of planar shape deformation due to their relation to conformal maps. However,
holomorphic maps form a rather small subspace out of the wider space of complex-
valued maps. In particular, they do not allow for the Lagrange (interpolation)
property to hold. Non-holomorphic complex barycentric coordinates clearly exist,
since any real barycentric coordinates are also complex barycentric coordinates. As
we will see next, there exist complex barycentric coordinates which are neither real
nor holomorphic, and in contrast to Cauchy’s coordinates, some of them possess
the Lagrange property.

It is convenient to think about complex barycentric coordinates as a special type
of complex basis functions that are associated with the cage’s vertices. However,
unlike arbitrary basis functions, the additional requirements (Equations (1.1) and
(1.2)) make it challenging to design such coordinates.

Definition 1.1. A set of complex-valued functions φ̃i : Ω → C, i = 1, . . . , n that
satisfy

n∑

i=1

φ̃i(z)(zi − z) = 0, (1.16)

at every point z ∈ Ω are called complex homogenous coordinates.

Proposition 1.2. Let φ̃i(z) be complex homogenous coordinates such that their
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sum at every point z ∈ Ω is nonvanishing. Then the normalized functions

φi(z) =
φ̃i(z)
n∑

j=1
φ̃j(z)

, (1.17)

are complex barycentric coordinates.

Proof. The partition of unity property (1.1) follows immediately from the normal-
ization in Equation (1.17). The linear precision property (1.2) is due to:

n∑

i=1

φi(z)zi =
n∑

i=1

φ̃i(z)zi
n∑

j=1
φ̃j(z)

=
1

n∑

j=1
φ̃j(z)

n∑

i=1

φ̃i(z)zi =
1

n∑

j=1
φ̃j(z)

n∑

i=1

φ̃i(z)z = z,

where the third inequality follows from (1.16).

Proposition 1.2 is useful because finding complex homogenous coordinates is
simpler than finding complex barycentric coordinates. Rather than vertex-based
weight functions, let us consider weight functions γi that are associated conceptually
with the i-th edges.

Proposition 1.3. Let γi : Ω→ C, i = 1, . . . , n be arbitrary weight functions, then
the functions

φ̃i(z) = γi(z)
Bi+1(z)
ei

− γi−1(z)
Bi−1(z)
ei−1

(1.18)

are complex homogenous coordinates.

Proof. The proof follows directly by plugging (1.18) into (1.16),

n∑

i=1

φ̃i(z)(zi − z) =
n∑

i=1

φ̃i(z)Bi(z) =
n∑

i=1

γi(z)
Bi+1(z)Bi(z)

ei
− γi−1(z)

Bi−1(z)Bi(z)
ei−1

=
n∑

i=1

γi(z)
Bi+1(z)Bi(z)

ei
−
n∑

i=1

γi−1(z)
Bi−1(z)Bi(z)

ei−1

=
n∑

i=1

γi(z)
Bi+1(z)Bi(z)

ei
−
n∑

i=1

γi(z)
Bi(z)Bi+1(z)

ei
= 0,

where in the third row, we advanced the index of the summation on the right hand
side by 1.

Proposition 1.4. The sum of the weight functions γi at every point in the domain
is identical to the sum of the homogenous coordinates φ̃i in (1.18).
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Proof.

n∑

i=1

φ̃i(z) =
n∑

i=1

γi(z)
Bi+1(z)
ei

− γi−1(z)
Bi−1(z)
ei−1

=
n∑

i=1

γi(z)
Bi+1(z)
ei

−
n∑

i=1

γi−1(z)
Bi−1(z)
ei−1

=
n∑

i=1

γi(z)
Bi+1(z)
ei

−
n∑

i=1

γi(z)
Bi(z)
ei

=
n∑

i=1

γi(z)
Bi+1(z)−Bi(z)

ei
=
n∑

i=1

γi(z)
zi+1 − z − (zi − z)

ei

=
n∑

i=1

γi(z)
zi+1 − zi

ei
=
n∑

i=1

γi(z).

As an immediate corollary of Proposition 1.4, we have that if the γi have non-
vanishing sum, then the homogenous coordinates φ̃i of Equation (1.18) also have
nonvanishing sum.

We have basically shown that for any set of arbitrary complex weight functions
γi with nonvanishing sum, there is a corresponding set of complex barycentric coor-
dinates. Constructing barycentric coordinates from the weight functions is straight-
forward. Simply plug the γi weight functions into (1.18) to obtain the homogenous
coordinates φ̃i (Proposition 1.3) and normalize (Proposition 1.2) by either

∑n
i=1 φ̃i

or
∑n
i=1 γi to obtain complex barycentric coordinates φi. Hence, we simplified the

task of constructing complex barycentric coordinates to the task of finding arbi-
trary weight functions with nonvanishing sum. Moreover, the above construction
covers the entire space of complex barycentric coordinates in the sense that for any
complex barycentric coordinates φi there exist (not necessarily unique) weights γi
that result in φi if the above construction is applied. The proof is done by choosing
γ1 arbitrarily and recursively computing all other γi using (1.18) [12].

We now provide an alternative interpretation for the weight functions γi. Any set
of complex-valued weight functions γi with a nonvanishing sum everywhere inside
the domain, corresponds to the complex barycentric map [13]

f(z) =
n∑

i=1

Si(z)γ̃i(z), (1.19)

where Si are the unique similarity transformations that map the edges of the
source cage to the edges of the target cage (recall (1.11) for their expression) and

γ̃i = γi/
n∑

j=1
γj are the normalized weights. The converse is also true. That is, any

complex barycentric map can be expressed as a (normalized) blending of edge-to-
edge similarity transformations. In particular, it is easy to verify that the choice of
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γi = Log
(
Bi+1

Bi

)
leads to Cauchy’s coordinates. This alternative point of view is

somewhat more intuitive geometrically than (1.18). It emphasizes that the weight
functions can be associated with the edges and is useful for deriving custom-made
barycentric coordinates (Section 1.2.3). Moreover, it allows us to extend the concept
of barycentric maps in two possible ways. First, we can use (1.19) for an arbitrary
collection of segments that do not necessarily form a closed polygon, allowing us to
define “partial” cages or to augment a given cage with additional interior segments
for extra user control. The second possible extension is to substitute the similarity
transformations Si in (1.19) with more general edge-to-edge affine transformations
Ai,

f(z) =
n∑

i=1

Ai(z)γ̃i(z). (1.20)

Note that such planar maps cannot in general be expressed as real or complex
barycentric maps. However, their evaluation is straightforward and as computa-
tionally efficient as the evaluation of barycentric maps, since the weights γ̃i can be
computed and stored in a preprocessing step.

Planar affine maps A(z) = az + bz + c have three complex degrees of freedom
a, b, c ∈ C. Two are nailed down by the requirement to map the source edge end-
points to the target ones, Ai(zi) = fi and Ai(zi+i) = fi+i. The third degree of
freedom controls the behavior of the map in the direction orthogonal to the edge.
Let ei = zi+1−zi and êi = fi+1−fi, then the (unnormalized) normals to the source
and target edges are ni = iei and n̂i = iêi. We require that Ai transforms the vector
ni to the vector ρin̂i, where ρi ∈ C. This leads to the following expression for the
edge-to-edge affine maps:

Ai(z) = fi −
(ρi + 1)êiBi(z)

2ei
+

(ρi − 1)êiBi(z)
2ei

. (1.21)

If ρi = 1, then the anti-holomorphic term on the right hand side above vanishes
and Ai(z) = Si(z). An alternative choice is to use ρi = |ei| / |êi|, which maps the
source normal to a vector that is orthogonal to the target edge while maintaining
its length. This encourages the map to allow stretch only in the direction tangential
to the boundary. Figure 1.4 shows a comparison between two types of maps having

γi = Log
(
Bi+1

Bi

)
. The first map uses ρi = 1, and is hence identical to Cauchy’s

coordinates, while the second map uses ρi = |ei| / |êi|.

1.2.3 The “Magic” Coordinates

In the previous section we showed how to construct complex barycentric coordi-
nates based on arbitrary weight functions γi. Since the similarity transformations
Si are holomorphic functions, it is clear that if γi are holomorphic, then the com-
plex barycentric map (1.19) is also holomorphic. Obviously, there exist complex
barycentric coordinates which are not holomorphic, as real barycentric coordinates
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(b)
Cauchy

(a)
source

(c)

Figure 1.4 Blending edge-to-edge affine maps. A source cage of a pants shape in
(a) is deformed identically in (b) and (c) to create an effect of legs stretching.
In (b) the edge-to-edge affine maps are chosen to be similarities. The map
from (a) to (b) is the holomorphic Cauchy barycentric map. In (c) the edge-
to-edge affine maps stretch only in the direction of the edges but not in the
orthogonal direction, resulting in a non-holomorphic map with more natural
look that better approximates the target cage.

are a special case of complex barycentric coordinates, where the imaginary part
is 0. For example, the well-known Wachspress, mean value, and discrete harmonic
coordinates (cot weights) can be derived using the weights

γi(z) =
ei

Im(BiBi+1)

(
|Bi+1|

p

Bi+1
−
|Bi|

p

Bi

)

, (1.22)

with p = 0, p = 1, and p = 2, respectively. It is easy to verify that for p = 2 the γi
in (1.22) are real-valued functions and complex-valued functions otherwise. In fact,
it turns out [13, Theorem 3] that the discrete harmonic coordinates are the only
real-valued barycentric coordinates with a real-valued γi function.

Holomorphicity is a strong condition that conflicts with the need to interpolate
the boundary data. While all holomorphic barycentric maps are non-interpolating,
almost all real barycentric maps are interpolating. It is interesting then to ex-
plore new types of complex barycentric coordinates which are interpolating, yet
not purely real. These are obviously not holomorphic.

Sufficient conditions for interpolation of complex barycentric coordinates are
discussed in [13]. Loosely speaking, each weight function γi should approach infinity
on its corresponding edge (including its endpoints) while being finite elsewhere. This
ensures that the limit of the normalized weight γ̃i is 1 when approaching a point
on the open (i.e., excluding the endpoints) i-th edge from within the domain, while
all other weights γ̃j , j 6= i approach 0. Hence, the barycentric map f =

∑n
i=1 Siγ̃i

maps the open i-th edge as Si. For the exact sufficient conditions, as well as the
conditions to interpolate the vertices, see [13, Section 3.1].

Let us demonstrate how to design “custom-made” coordinates with desirable
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properties, in particular the Lagrange property. To interpolate the vertices, we
include in the weight function γi the term 1/ |Bi(z)Bi+1(z)| which grows to infinity
at the i-th edge endpoints and decays as the distance to the edge increases. This
term is finite on the edge itself, hence we include the term 1/(π − θi(z)), where
θi(z) = Im(Log(Bi+1(z)/Bi(z))) is the signed angle of the triangle [z, zi, zi+1] at
z (see Figure 1.1). The angle θi(z) ∈ (−π, π] approaches π as z approaches the
open edge (zi, zi+1) from within the cage, causing the weight function to explode,
providing interpolation. Finally, we add a third term that weighs the contribution
of each edge according to its length |ei|. Combining the three terms results in
the weight functions of the Made-to-order Angle Guided Interpolating Coordinates
(MAGIC)

γi(z) =

∣
∣
∣
∣

ei
Bi(z)Bi+1(z)

∣
∣
∣
∣

1
π − θi(z)

. (1.23)

Since these weight functions are strictly positive everywhere, it is clear that their
sum is non-vanishing, hence they correspond to barycentric coordinates. Moreover,
γi are C∞ except at the edges where they have a jump discontinuity, hence the
MAGIC coordinates are smooth inside the cage but do not extend smoothly to the
exterior of the cage. Figure 1.5 provides a comparison between MAGIC and the
(real) harmonic coordinates [7].

(a) source

(c) MAGIC(b) harmonic

Figure 1.5 Comparison of MAGIC and harmonic coordinates. The upper part
of the cage in (a) is bent to the right. (b) The result of harmonic coordinates.
Note the spilling of the image outside the cage in the vicinity of the corner
where the map is not bijective (see the zoom-in images). (c) The result with
the MAGIC coordinates.

1.3 VARIATIONAL BARYCENTRIC COORDINATES

So far we have constructed complex barycentric coordinates with a closed-form
expression. Such coordinates are efficient to compute, simple to implement, and
have high numerical accuracy. We introduce other types of coordinates that possess
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additional properties that are highly desirable in the context of planar shape defor-
mation. These coordinates, unfortunately, do not possess a closed-form expression
and are approximated numerically. While their derivation is more involved, the
additional computational effort can be performed in a preprocessing step. Once
the computation of the coordinates is completed, in runtime, the evaluation of the
barycentric map is as efficient as any other barycentric map. These new type of
coordinates obey some variational principles and are considered optimal with re-
spect to such principles. Such coordinates are obtained through the solution of a
numerical optimization problem.

1.3.1 Point-based Barycentric Maps

A limitation of holomorphic maps is that they cannot, in general, satisfy positional
boundary conditions at every boundary point, therefore holomorphic barycentric
maps do not possess the Lagrange property. Nonetheless, we can always find a
holomorphic map with some desirable values at a finite set of points. Prescribing
the exact behavior of the map at such points allows the users to better control
the deformation and fulfill their design goals. Let rj ∈ Ω, j = 1, . . . , p be a set of
user defined points inside the domain. We would like to find a holomorphic function
g : Ω→ C that maps rj to prescribed target positions qj . In order to guarantee that
the map is holomorphic, we use the discrete Cauchy transform g(z) =

∑n
i=1 Ci(z)fi

(recall Equation (1.14)), where for any choice of the coefficients fi, the map g is
holomorphic by construction. Our goal then is to design an optimization problem
in which fi are the unknowns. Intuitively, rather than relocating the target cage
vertices fi manually, we design a procedure that relocates fi automatically such
that the corresponding holomorphic map g satisfies the desirable requirements.

Adding a positional constraint to our optimization boils down to satisfying the
equation

g(rj) =
n∑

i=1

Ci(rj)fi = qj . (1.24)

Since rj is constant, so is Ci(rj). Thus, the above equality constraint is affine in the
variables fi and easy to enforce. Setting p = n such constraints corresponds to a
nonsingular linear system of equations with a unique solution. One possible choice is
to use rj = zj , that is, to design holomorphic complex barycentric coordinates that
interpolate the vertices of the cage. The edges themselves will not be interpolated
though.

Trying to add more than n constraints leads to an overdetermined system that
has no solution. A possible remedy is to obtain a least-squares solution that min-
imizes an energy that measures the Euclidean distances between the image of the
points rj and their desired target positions qj ,

min
f1,...,fn

p∑

j=1

|qj − g(rj)|
2 = min

f1,...,fn

p∑

j=1

∣
∣
∣
∣
∣
qj −

n∑

i=1

Ci(rj)fi

∣
∣
∣
∣
∣

2

. (1.25)
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In [12], the points rj are taken to be dense uniform samples on the source cage,
and qj are the corresponding samples on the target cage. The solution to the least-
squares problem (1.25) is obtained by solving a linear system, leading to a new
type of barycentric coordinates which are called the Szegő coordinates. Since the
energy is not zero, in general, the Szegő barycentric map does not interpolate the
target cage. However, it provides better approximation compared to the Cauchy
barycentric map which has a higher energy (1.25).

1.3.2 Point-to-Point Barycentric Coordinates

Till now, the user interacted with the deformation system by manipulating the
vertices of the cage. In many cases, the user is not interested in prescribing the
exact shape of the boundary of the deformed shape. Especially for shapes with
complicated boundary that consists of hundreds of vertices, manipulating each ver-
tex separately is time-consuming. Instead, it makes more sense to prescribe the
position of a small set of p < n points (also called P2P handles) which are not
necessarily part of the boundary, while allowing the boundary to deform freely. In
this scenario, the corresponding linear system is underdetermined and has an infi-
nite number of solutions. This provides an opportunity to pick a particular solution
with additional desirable geometric properties. A simple, yet powerful choice is to
regularize the solution, allowing the barycentric map to be as smooth as possible.
This can be achieved by minimizing some aggregated differential quantity. More
specifically, we wish to solve the optimization problem,

min
f1,...,fn

1
2

∫

∂Ω
|g′′(w)|2 ds

s.t. g(rj) = qj j = 1, . . . , p
(1.26)

where fi ∈ C are the variables, g(z) is the discrete Cauchy transform, and
g′′(z) =

∑n
i=1 C

′′
i (z)fi is its second complex derivative. The choice of g′′ rather

than g′ in (1.26) is due to the fact that the second complex derivative of a sim-
ilarity transformation S(z) = αz + β is zero everywhere. Therefore, if the user
transforms the P2P handles using a similarity S(z), the solution to the optimiza-
tion is fi = S(zi) with the corresponding map g(z) = S(z) having zero energy. In
particular, the map g reproduces the identity map if the P2P handles are fixed,
that is, if g(rj) = rj , j = 1, . . . , p then g(z) = z.

Luckily, the derivatives of Cauchy coordinates possess simple closed-form ex-
pressions [11, Appendix C–E]. In particular the second derivative is given by:

C ′′i (z) =
1

2πi

(
1

Bi−1(z)Bi(z)
−

1
Bi(z)Bi+1(z)

)

. (1.27)

The boundary integral in (1.26), however, is approximated numerically. The sim-
plest way to approximate the integral is to substitute it with a summation over
a dense set of k � n boundary samples, where the sampling should be as uni-
form as possible. This allows us to assume that the differential ds is approximately
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constant. While Cauchy coordinates have well-defined limits at the vertices [11,
Appendix B], Equation (1.27) is singular at the vertices. There are two possible
ways to avoid these singularities. One is to exclude the cage vertices from the set of
samples (note that (1.27) is well-defined on the open edges). A second choice is to
offset the source cage in the outward normal direction by a very small amount, and
to use the outward offset cage as our new cage. The original cage (which is strictly
inside the offset cage) is then sampled. This choice also makes the evaluation of the
Cauchy coordinates themselves simpler.

With the integral being approximated as a sum, we can express (1.26) in matrix
form

min
f

1
2
‖Ef‖2

s.t. Af = q,
(1.28)

where f ∈ Cn×1 is the complex column vector with fi as entries, E ∈ Ck×n is
the matrix of second complex derivatives of the Cauchy coordinates evaluated at
the samples, A ∈ Cp×n is the matrix of Cauchy coordinates evaluated at the P2P
handles, and q ∈ Cp×1 is the vector with the user-specified target P2P positions.
Equation (1.28) is a linearly constrained least-squares problem. Its solution can be
obtained using the method of Lagrange multipliers. Let λ ∈ Cp×1 be additional
variables (the Lagrange multipliers), then the solution to (1.28) can be obtained by
solving the linear system

(
M AH

A 0

)(
f
λ

)

=

(
0
q

)

, (1.29)

where |∙|H stands for the conjugate transpose matrix, and the matrix M ∈ Cn×n

is given by EHE. Let B ∈ Cn+p×n+p be the block matrix on the left hand side
of (1.29). Let the block matrix B−1 =

(
∙ T
∙ ∙

)
be the inverse of B, with T ∈ Cn×p,

then the solution to (1.28) is given by f = Tq. The matrix T represents a linear
transformation that maps the user-prescribed target positions of the P2P handles
qj to the (unknown) target cage vertices fi. Computing T boils down to evaluating
B and inverting it. Evaluating B is embarrassingly parallel and can be computed
efficiently using modern GPUs. Since B is typically small, the time for inverting it is
often short and the typical runtime for computing T for a complicated shape is less
than a second. More importantly, this computation is done once in preprocessing.
In a typical deformation application, the barycentric coordinates are also evaluated
in a preprocessing step on a set of m points inside Ω on which we want to evaluate
the barycentric map. Let C ∈ Cm×n be a matrix of Cauchy coordinates evaluated
at these points, then during interaction with the system, the only computation
that is done is that of the vector d ∈ Cm×1 of deformed points, which is given
by the matrix-vector multiplication d = Cf . Since f = Tq, we have d = Pq,
where P = CT is in Cm×p. The matrix P can be computed in preprocessing as
well, hence during interaction we only need to compute the multiplication Pq,
which is more efficient than Cf since the number of P2P handles p, is typically
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much smaller than the number of vertices in the cage n. Finally, the columns of P
can be interpreted as a special type of complex barycentric coordinates, where the
vertices of the cage in the barycentric map are substituted with the P2P handles.
We call them the P2P-Cauchy coordinates. Calling them barycentric coordinates
is justified by the fact that they have constant and linear precision (Equations
(1.1) and (1.2)). Figure 1.6 shows two examples of image deformation made with
the P2P-Cauchy coordinates. An alternative derivation of P2P coordinates can be

source deformed source deformed

Figure 1.6 Deformation with P2P-Cauchy coordinates. The P2P handles are
depicted by cyan disks.

done by substituting the equality constraints of (1.26) with soft constraints [12].
This results in a smoother deformation at the expense of only approximating the
P2P handles.

It is important to note that the quality of variational coordinates like the Szegő
and P2P-Cauchy coordinates can be dramatically improved at the expense of longer
preprocessing times. Whereas the discrete Cauchy transform always produces holo-
morphic functions, in contrast to the smooth Cauchy transform (1.10), the discrete
transform only spans a finite-dimensional subspace of holomorphic functions. As
the number of cage vertices increases, the subspace becomes richer. A simple way
to enrich this subspace is to insert “virtual” vertices along the cage edges without
altering the geometry of the cage. Typically, the cage is up-sampled as uniformly
as possible such that the total number of vertices is at least 200. A non-uniform
sampling strategy is also possible, and the actual number of vertices depends on
the complexity of the shape and the intended effect.

1.4 CONFORMAL MAPS

A common mistake is to identify holomorphic functions with planar conformal
maps. While a planar conformal map can be expressed as a holomorphic function,
the converse is not always true. A holomorphic function f : Ω → C is conformal
only if its first complex derivative f ′ is nonvanishing everywhere in the domain. If f
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is holomorphic and f ′(z0) = 0 for a point z0 ∈ Ω, then angles between intersecting
curves at z0 are not preserved. Furthermore, the isometric distortion induced by
the map is infinite at the singular point z0, and high in its vicinity. The turning
number of the image of the boundary curve increases, and the map is not locally
injective at z0. For planar shape deformation, we are mostly interested in locally
injective maps with low distortion and artifacts like these should be avoided.

1.4.1 The Log Derivative Construction

As we saw in the previous sections, generating holomorphic maps is quite simple,
but unfortunately, conformal maps do not form a linear subspace and are harder
to control. If f is Cauchy’s barycentric map represented as f(z) =

∑n
i=1 Ci(z)fi,

the additional condition |f ′(z0)| > 0 that guarantees that f is conformal at z0

is a non-convex constraint. Non-convex constraints pose a great challenge for nu-
merical optimization and cannot be enforced efficiently in general. We can address
this difficulty by parametrizing the space of conformal maps by using alternative
variables. On a simply connected domain Ω ∈ C, there is a one-to-one correspon-
dence between the space of conformal maps and the space of holomorphic maps
[14, 8]. If f is conformal, it is also holomorphic. The derivative of a holomorphic
map is holomorphic, hence f ′ is holomorphic and nonvanishing. The complex log-
arithm of a nonvanishing holomorphic function is holomorphic, meaning that if f
is conformal, then l(z) = log f ′(z) is holomorphic. With this observation in hand,
we represent our conformal map based on the holomorphic function l. No special
non-convex constraints on l are needed. We proceed by designing a holomorphic
function l according to some criterions, and for each such l, a unique corresponding
conformal map is reconstructed. The reconstruction process is the key to success
and described as follows. First, we compute the function el(z) which is holomor-
phic since the complex exponent is, and composition of holomorphic functions is
holomorphic. Such a holomorphic function is nonvanishing by construction since∣
∣el(z)

∣
∣ = e|l(z)| 6= 0. We interpret el(z) as the (nonvanishing) derivative of our (un-

known) conformal map, and compute its antiderivative to finally recover the map
f . This is possible since on a simply connected domain, holomorphic functions are
integrable and their antiderivative is also holomorphic.

With these observations in hand, the problem of computing a conformal map
becomes that of computing a meaningful holomorphic function l followed by a
reconstruction step. Recalling the discussion on the derivative of holomorphic func-
tions in Section 1.2.1, and the definition of the complex logarithm, we have that the
function l encodes the amount of local scale and rotation in its real and imaginary
parts respectively,

l(z) = log f ′(z) := ln |f ′(z)|+ i arg f ′(z). (1.30)

We discretize the function l as

l(z) =
n∑

i=1

Di(z)li, (1.31)
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with the basis functions

Di(z) =
1

2πi
γCauchy
i (z) =

1
2πi

Log

(
Bi+1(z)
Bi(z)

)

. (1.32)

Other choices for discretization are possible, including higher order approximations
[14], but this simple choice suffices for the sake of discussion. The coefficients li in
(1.31) can be interpreted as the piecewise constant values of log f ′(z) on the edges
of the cage and our goal is to estimate them from the data provided by the user.
That is, the shape of the target cage. Our simple choice is to aim at designing a
conformal map f that acts as a (different) similarity transformation on each edge.
Given the unique similarity Si from (1.11) that maps the source edge to the target
edge, the derivative is given by S′i(z) = êi/ei and we use li = log(êi/ei).

When computing li in practice, care should be taken when evaluating the com-
plex logarithm, which is a multi-valued function. Standard C++/Matlab software
implementations only produce the single-valued principal branch, and using it in-
dependently on each edge may lead to wrong assignment for the imaginary part
which encodes the rotation of the edge in radians. Instead, we suggest the following
strategy to recover the correct angles. The rotation of the first edge is computed
as l1 = Log(ê1/e1), where Log is the standard principal branch implementation
with imaginary values in the range (−π, π]. To compute the subsequent li, we first
compute the difference of corner vertex angles between the source and target cages,

di = Log
êi
êi−1
− Log

ei
ei−1

, (1.33)

and then accumulate these values to obtain the correct rotation of the edges,

li = li−1 + di ∀i = 2, . . . , n. (1.34)

We assume that the turning number of the target cage is 1, or equivalently that∑n
i=1 di = 0. This makes sense since a necessary condition for local injectivity of

any map (in particular conformal) is that the image of the boundary curve under
the map forms a self-overlapping curve (which implies that the turning number is
1) [15].

Plugging li into Equation (1.31), provides a closed-form expression for the log-
arithm of the derivative l(z) of our conformal map f(z) at any point z ∈ Ω. Fur-
thermore, the derivative is given by the single-valued function e l(z) which also has
a closed form. Yet, in order to obtain the actual map f , we need the antiderivative∫

el(z), which cannot be expressed in a straightforward manner. This antideriva-
tive is holomorphic (hence precisely integrable) but it does not belong, in general,
to the finite-dimensional space spanned by the discrete Cauchy transform. To al-
leviate this, we can either project

∫
el(z) to the Cauchy’s finite-dimensional space

[14] (which boils down to solving a small dense linear system), or approximate the
integral numerically [8, 6]. Both alternatives are very efficient to compute.

The reconstruction of the conformal map from its derivative is only unique up
to a complex constant which corresponds to a global translation. The simplest way
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source Cauchy conformal

Figure 1.7 A comparison between holomorphic and conformal maps. Left:
source domains. Middle: deformation with Cauchy’s coordinates. Note the
vanishing derivative which is emphasised in the zoom-in images. Right: con-
formal maps obtained from the same target cage.

to nail down this degree of freedom is to allow the user to pick an anchor point
z0 ∈ Ω, and set f(z0) =

∑n
i=1 φi(z0)fi, where φi are barycentric coordinates (we

used Cauchy’s coordinates in Figure 1.7), and fi are the target cage vertices. Since
the reconstructed conformal map does not interpolate the target cage, a slightly
more sophisticated alternative is to solve for the translation (and possibly even for
a similarity) that will minimize the distance between the target cage and the image
of the boundary. Figure 1.7 provides a comparison of deformations between holo-
morphic maps obtained with the cage-based Cauchy’s coordinates and the simple
cage-based conformal method that we described. Both methods are highly efficient
to compute as they do not require solving a numerical optimization problem at
runtime.

1.4.2 Shape Interpolation

Planar shape interpolation is a classical problem in computer graphics. It is impor-
tant for creating animation sequences and for exploring shape spaces. A naive and
widely used interpolation approach is to linearly blend the input maps. If f1(z) and
f2(z) are conformal, then f t(z) = (1− t)f1(z) + tf2(z), for t ∈ [0, 1] is holomor-
phic but is not, in general, conformal. However, generating conformal maps based
on the logarithm of the derivative (Section 1.4.1) also leads to a natural way for
interpolating two or more conformal maps.

The idea is to linearly blend the log derivatives rather than the maps themselves,
and then to reconstruct the map (which is conformal by construction). For brevity,
let us consider the most common case where we want to blend a given conformal
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map f with the identity map. Since the logarithm of the derivative of the identity
map is 0 we have lt(z) = t l(z), where l(z) is the log derivative of f(z). Blending
l linearly leads to natural visually pleasing results since rotations (the imaginary
part of l) are blended linearly. Figure 1.8 shows such a result where we computed
l using the simple technique described in Section 1.4.1. Then we reconstructed the
conformal map as before and repeated the reconstruction process with 0.5l(z) as
input.

source t=0 deformed t=1t=0.5

Figure 1.8 Interpolation of a conformal map. The domain on the left is mapped
conformally to the domain on the right. Blending the logarithm of the deriva-
tive linearly with t=0.5 leads to the conformal map in the middle.

1.4.3 Variational Conformal Maps

The simple strategy of constructing a conformal map from l can be extended by
using a variational approach, designing a numerical optimization in which the real
and imaginary parts of li in (1.31) are variables. We can add, for example, equality
constraints on the real and/or imaginary parts of l(rj) at some user-defined points
rj at which the user can precisely control the amount of scale and/or rotation
induced by the map. Such constraints are linear in the variables and can be easily
enforced. In fact, in the continuous case, it is possible to prescribe the scale or the
rotation (but not both) on the entire boundary (of a simply connected domain). In
[14], the rotation is fully prescribed on the boundary and a linear system is solved
to recover l. Furthermore, the method of [8] can be used to enforce additional
inequality constraints that bound the isometric distortion (recall Section 1.2.1),

τ(w) = |ln |f ′(w)|| . (1.35)
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The goal is to bound the distortion at a point wj by some positive user defined
constant Γ. This constraint can be expressed as:

τ(wj) ≤Γ ⇔

−Γ ≤ ln |f ′(wj)| ≤Γ ⇔

−Γ ≤ Re (log f ′(wj)) ≤Γ ⇔

−Γ ≤ Re (l(wj)) ≤Γ,

(1.36)

where it is easy to see that the last row corresponds to two inequalities which are
linear in our variables. Such inequalities are convex and can be enforced efficiently
in practice using convex programming [4]. Furthermore, since Re (l(z)) is the real
part of a holomorphic function, it is harmonic, therefore its minimum and maximum
are attained on the boundary. Hence, bounding the isometric distortion of a con-
formal map on the boundary implies a global bound throughout the entire domain,
which guarantees that the conformal map in hand is of high quality. Bounding the
distortion on the boundary is still challenging since there are still an infinite number
of boundary points. However, due to the smoothness of the basis functions, this can
be accomplished by forcing a bound on a finite dense set of boundary samples wj
[5].

The approach presented in this section for computing conformal maps is simple
to implement and fairly efficient. Nevertheless, it does not allow for prescription
of positional constraints (P2P handles) since the positions are highly nonlinear
expressions in the li variables. A sophisticated approach which is based on non-
convex programming was introduced in [5]. This method is order of magnitudes
slower compared to the ones presented here, but it produces remarkable results
and can still run at interactive rates.

1.5 IMPLEMENTATION DETAILS

In this section we provide some directions for the efficient implementation of a
planar deformation system and point out some practical aspects that should be
considered.

1.5.1 Visualizing Planar Maps

Accurate and efficient visualization of barycentric maps is an important part of our
shape deformation system. To this end, we should make an effort to perform as
much as possible computations in preprocessing for the sake of faster computations
during interaction. In addition, it is advised to utilize parallelism and in particular
to shift computations to the graphics processer when possible.

The simplest and most efficient way to visualize the map is to use the GPU’s
ability to efficiently texture map triangle meshes. The user provides the polygonal
cage that defines the source domain and a dense triangulation (a mesh) of the
domain is computed (once) in preprocessing. We have found the code of [10] useful,
though other high quality and efficient triangulation algorithms exist. At runtime,
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the map is evaluated on the vertices of this mesh and the GPU renders the deformed
mesh with the original vertex positions as (u, v) texture coordinates. Since the
GPU’s rasterizer assumes that the map is piecewise linear on the triangles, it is
preferable to use a high density mesh in order to obtain smooth results.

The next step is to compute the barycentric coordinates and store them in a
large dense matrix. Some care should be taken with certain types of coordinates
such as Cauchy’s since their expression (1.15) is singular on the boundary. The
limits when approaching an edge or a vertex from within the cage exist [11], but
special classification of the vertices according to their position is required. This
complicates the implementation and is less suitable for implementation on the GPU,
where regularity is crucial. A simple “trick” to avoid this problem is to offset the
cage in the outward normal direction and to use the offset cage for the derivation
of the coordinates. The amount of offsetting should be small enough to avoid visual
artifacts and large enough to avoid numerical errors when evaluating the vertices
that lie on the boundary. We used a default value of 0.0001, where the cages we
used have a diameter of 10 units.

Evaluating basis functions is an embarrassingly parallel process. For each in-
ternal mesh vertex vj and each cage vertex zi the coordinate function Ci(vj) can
be computed independently. Moreover, the regular memory access pattern is suited
perfectly for a GPU implementation. Algorithm 1 shows our Matlab code for com-
puting a matrix of Cauchy’s coordinates. The running time on a machine with
Nvidia’s Quadro K6000 processor for a mesh with 125, 000 vertices of the pants
shape of Figure 1.2 is 17 milliseconds.

Algorithm 1 Parallel Matlab code for computing Cauchy’s coordinates. z is a
complex vector of internal mesh vertices, and z_i is a complex vector of offset cage
vertices. The output is the coordinates matrix C. This code runs in parallel on the
CPU. Moreover, if a CUDA-enabled GPU is available, and z is of type gpuArray,
the computation is automatically performed on the GPU.
e_i = z_i([2:end 1], :) - z_i;
e_i_m = e_i([end 1:end-1], :);
B_i = bsxfun(@minus, z_i.’, z.’);
B_i_p = B_i(:, [2:end 1]);
B_i_m = B_i(:, [end 1:end-1]);
C = (1/(2*pi*1i))*(B_i_p.*bsxfun(@rdivide, log(B_i_p./B_i), e_i.’)

- B_i_m.*bsxfun(@rdivide, log(B_i./B_i_m), e_i_m.’));

The most critical computation is the evaluation of the barycentric map since this
is done during interaction. Here again, there is room for exploiting parallelism since
the evaluation of f(vj) =

∑n
i=1 Ci(vj)fi is independent for each internal vertex vj .

This computation can be expressed as a matrix-vector multiplication, for which
many efficient parallel implementations are widely available. If the GPU is being
used, it is preferable to compute and store the coordinates matrix on the GPU
(during the preprocess) without transferring it to the CPU, and to perform the
matrix-vector multiplication directly on the GPU. The Matlab code for doing it
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is as simple as: d=C*f, where C is the matrix computed in Algorithm 1, f is the
target cage vertices, and d is the deformed vertex positions. For maximum efficiency,
it is possible to instruct the GPU to perform the rendering of the mesh directly
according to d which resides on the GPU memory, avoiding redundant data transfer
between the GPU and the CPU.
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