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Abstract
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duality, or even on linear programming. Instead, they are based on weight manipulation
in the spirit of the local ratio technique. We show that the first framework is equivalent
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an LP-based method which we define and call primal fitting. Our equivalence results are
similar to the proven equivalence between the (combinatorial) local ratio technique and the
(LP based) primal-dual schema. We demonstrate the frameworks by presenting alternative
analyses to the greedy algorithm for the set cover problem, and to known algorithms for the
metric uncapacitated facility location problem. We use our second framework to design an
approximation algorithm for the multiple metric uncapacitated facility location problem. We
also analyze a 9-approximation algorithm for a disk cover problem that arises in the design
phase of cellular telephone networks. Finally, we present constant factor approximation
algorithms for the prize collecting and partial versions of this disk cover problem.
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1 Introduction

This paper is motivated by two prominent papers dealing with the metric uncapacitated facility
location (mufl) problem. Both papers provide algorithms based on linear programming (LP)
duality that deviate from the standard primal dual approach. In the first, Jain and Vazirani [16]
present a 3-approximation algorithm for mufl which deviates from the standard primal-dual
paradigm in that it does not employ the usual mechanism of relaxing the dual complementary
slackness conditions, but rather it relaxes the primal conditions. In the second paper Jain et
al. [15] develop two dual fitting algorithms for mufl, with approximation factors of 1.861 and
1.61. Dual fitting algorithms produce a feasible primal solution and an infeasible dual solution
such that: (i) the cost of the dual solution dominates the cost of the primal solution, and
(ii) dividing the dual solution by an appropriately chosen r results in a feasible dual solution.
These two properties imply that the primal solution is r-approximate. This contrasts with the
standard primal-dual approach, in which a feasible dual solution is found and used to direct the
construction of a primal solution. The dual fitting method was (implicitly) used previously to
analyze the greedy Hn-approximation algorithm for set cover [18, 10]. (Hn is the nth harmonic
number, i.e., Hn =

∑n
i=1 1/i.)

mufl and other facility location problems have received a lot of attention from the ap-
proximation community. A survey by Shmoys [20] describes some of the techniques used to
approximate mufl and the k-median problem. The best approximation factor for mufl to date
is 1.52 [19]. A lower bound (assuming NP * DTIME(nO(log log n))) of 1.463 is due to Guha and
Khuller [12].

Our contribution. We present two combinatorial approximation frameworks that are not
based on LP-duality, or even on linear programming. Rather, they are based on weight ma-
nipulation in the spirit of the local ratio technique [4, 3]. Both frameworks use the following
general idea. Two weight functions w1 and w2 are used, where w2 = r · w1, and the weight
with respect to w1 of the solution found is shown to be less than or equal to the optimum with
respect to w2.

We show that our first approximation framework is equivalent to dual fitting. We demon-
strate this framework by providing alternative analyses of the greedy algorithm for set cover
and the Jain et al. [15] 1.861-approximation algorithm for mufl. We present our second frame-
work and define an LP-based method called primal fitting. Then, we show that the latter is
tantamount to the first. We demonstrate our second framework and the notion of primal fitting
by reanalyzing the Jain-Vazirani [16] 3-approximation algorithm for mufl that was originally
designed within the primal-dual paradigm.

We introduce an extension of mufl we call k-metric uncapacitated facility location (k-mufl),
in which the connections costs may not satisfy the triangle inequality. However, the set of
facilities can be partitioned into k sets such that the triangle inequality is satisfied with respect
to each set (i.e., if facilities f1 and f2 are in the same set, then for all city pairs (c1, c2), the sum of
the three connection costs c1-to-f1, c2-to-f1, and c2-to-f2 is not less than the connection cost c1-
to-f1). k-mufl models scenarios where there are several types of facilities and not all cities can
connect to all facilities. We use our second framework to design an approximation algorithm for
k-mufl. In addition, we demonstrate our second framework on a 9-approximation algorithm of
Chuzhoy [9] for a disk cover problem arising in the design phase of cellular telephone networks.
We present a 9-approximation algorithm for the prize collecting version of disk cover, and use
the generic reduction from [17] to obtain a (12+ε)-approximation algorithm for the partial disk
cover problem.
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Our equivalence results are not unlike the recently proven [5] equivalence between the (com-
binatorial) local ratio technique and the (LP based) primal-dual schema. Though equivalent,
the local ratio approach is more intuitive—indeed, several breakthrough results such as the
first constant factor approximation algorithm for feedback vertex set [1, 6, 8] and the first local
ratio/primal-dual algorithms for maximization problems [2] were first obtained within the lo-
cal ratio framework and only later interpreted as primal-dual algorithms. We believe that our
frameworks may have a similar role with respect to their LP-based counterparts. In addition,
we think that the notion of primal fitting is of independent interest.

Paper organization. In Section 2 we briefly describe the primal-dual schema and the dual
fitting method. We present our first framework and show its equivalence to dual fitting in
Section 3. This section also contains our alternative combinatorial interpretations and analyses
of the greedy algorithm for set cover and the 1.861-approximation algorithm for mufl from [15].
In Section 4 we present our second framework and its counterpart, the primal fitting method. We
demonstrate both techniques by providing a combinatorial interpretation of the 3-approximation
algorithm for mufl from [16]; by designing an approximation algorithm for k-mufl; and by
reanalyzing a 9-approximation algorithm for a disk cover problem [9]. At the end of Section 4
we present a 9-approximation algorithm for the prize collecting version of disk cover, and a
(12 + ε)-approximation algorithm for the partial disk cover problem.

2 Preliminaries

This section contains brief descriptions of the primal-dual schema and the dual fitting method.

2.1 Primal-Dual Algorithms

Consider the following linear program:

min
∑n

j=1 wjxj

s.t.
∑n

j=1 aijxj ≥ bi ∀i ∈ {1, . . . ,m}

xj ≥ 0 ∀j ∈ {1, . . . , n}

and its dual:
max

∑m
i=1 biyi

s.t.
∑m

i=1 aijyi ≤ wj ∀j ∈ {1, . . . , n}
yi ≥ 0 ∀i ∈ {1, . . . ,m}

A primal-dual r-approximation algorithm is an algorithm that constructs an integral primal
solution x and (possibly implicitly) a dual solution y, such that x and y satisfy

wTx ≤ r · bTy. (1)

It follows, by weak duality, that x is r-approximate. One way to find such a pair of primal and
dual solutions is to focus on pairs (x, y) satisfying the following relaxed complementary slackness
conditions (for appropriately chosen r1 and r2):

Relaxed Primal: ∀j, xj > 0 ⇒ wj/r1 ≤
m
∑

i=1

aijyi ≤ wj.

Relaxed Dual: ∀i, yi > 0 ⇒ bi ≤
n
∑

j=1

aijxj ≤ r2 · bi.
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These conditions imply that x is (r1 · r2)-approximate since

n
∑

j=1

wjxj ≤
n
∑

j=1

r1 ·

(

m
∑

i=1

aijyi

)

xj = r1 ·
m
∑

i=1





n
∑

j=1

aijxj



 yi ≤ r1 · r2 ·
m
∑

i=1

biyi.

In most primal-dual algorithms only the dual complementary slackness conditions are re-
laxed, i.e., r1 = 1. (See, e.g., [11, 7].) Typically, such an algorithm begins with the infeasible
primal solution x = 0 and the feasible dual solution y = 0. It then iteratively increases dual
variables and “improves” the feasibility of the primal solution, ending with a primal/dual pair
satisfying the relaxed dual conditions. (Sometimes a “cleanup” phase is also needed.) This
design method is commonly referred to as the primal-dual schema.

Jain and Vazirani [16] provided a 3-approximation algorithm for mufl that deviates from the
standard primal-dual schema. Their algorithm does not employ the usual mechanism of relaxing
the dual complementary slackness conditions, but rather it relaxes the primal conditions.

2.2 Dual Fitting

The dual fitting method is a variation on the primal-dual theme. The idea is to construct a
primal/dual solution pair, but this time the dual solution is infeasible and its cost dominates
the cost of the primal solution. The key point is that the dual solution has the property that
dividing it by r yields a feasible solution. Thus, this shrunk dual and the primal solution
satisfy Inequality (1), and hence the primal solution is r-approximate. The analysis of a dual
fitting algorithm consists therefore of two parts: (1) showing that the dual solution dominates
the primal solution (cost-wise), and (2) showing that dividing the dual solution by r makes it
feasible, or rather, finding the smallest r for which this is guaranteed.

The dual fitting method was introduced as a design technique by Jain et al. [15]. They
recounted Chvatal’s work on set cover [10] and showed how the factor Hn can be obtained
as the solution to the optimization problem of finding the smallest r for which the shrunk
dual is feasible. Following that they described two dual fitting algorithms for mufl achieving
approximation factors of 1.861 and 1.61.

3 A Combinatorial Framework Equivalent to Dual Fitting

In this section we show that the dual fitting approach can be described in purely combinatorial
terms without recourse to linear programming. We demonstrate this on Chvatal’s set cover
algorithm in full detail, and discuss the principles of our approach. We then show, more briefly,
how the same can be done for the Jain et al. [15] algorithms for mufl.

3.1 Set Cover

In the set cover problem we are given a collection of non-empty sets C = {S1, . . . , Sm} and a
non-negative weight function w on the sets. Set Si is said to cover element u if u ∈ Si. The goal
is to find a minimum-weight collection of sets that together cover all elements in the universe
U =

⋃m
i=1 Si.

The greedy algorithm for set cover selects in each iteration a set minimizing the ratio between
its cost and the number of elements it contains that have not been covered in previous iterations.
Algorithm SC (appearing below) is our reformulation of the greedy algorithm. To explain it,
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we find it convenient to imagine the sets being paid by elements in order to cover them. The
method of payment is that each element issues checks for various amounts to the sets containing
it, but these checks are not immediately cashed. Rather, a set cashes its checks (and adds itself
to the solution) only when the total sum of these checks is high enough to cover the set’s cost.
Also, elements occasionally retract some of the (as yet uncashed) checks they have issued.

More specifically, the algorithm proceeds as follows. At the beginning of each iteration a
value ε ≥ 0 is determined, and every uncovered element issues a check for the sum of ε to every
set containing it. If as a result a set Si becomes fully funded by the checks in its possession, it
cashes these checks and adds itself to the solution. (If several sets become fully funded, one is
selected arbitrarily.) Every newly covered element then retracts all of the checks it has given
to other sets. This process continues until all elements get covered. Intuitively, the motivation
for retracting checks is that each element is willing to pay to get covered, and when several
elements get covered by a given set, they expect to split the set’s cost among them evenly.
However, a given element does not know at the outset which set will eventually cover it, so it
distributes (equal sum) checks to all of the sets containing it. When the element finally gets
covered it retracts the uncashed checks it has issued, since it has no desire to help cover other
elements. The outcome is that every element eventually contributes towards the cost of exactly
one set—the first set containing it that is added to the solution—and these contributions add
up to the total cost of the solution.

We now relate the above description of the algorithm to the pseudo-code below. The algo-
rithm keeps track of the elements already covered by deleting them from all sets in which they
are members and discarding sets that become empty. The algorithm keeps track of the checks
issued to a set by adjusting the set’s weight: when a check is received by a set, the set’s weight
is decreased by the amount written on the check; if and when the check is retracted, the set’s
weight is increased back by the same amount. The algorithm keeps track of the total sum of
uncashed checks issued by an uncovered element to a set containing it by means of a variable
∆. (Since at every moment this amount is simply the sum of εs used up to that moment, a
single variable suffices for all elements and all sets.) Finally, in anticipation of the analysis, the
algorithm conceptually creates and manipulates (in Lines 1 and 7) a new weight function w$

which is initially set to r ·w, for some r to be determined later. We stress that this is not really
part of the algorithm, and is only included for purposes of the analysis.

Algorithm 1 : SC

1: Conceptually: w$ ← r · w
2: ∆← 0

3: while the problem instance is not empty do

4: ε← mini {w(Si)/ |Si|}
5: Define a weight function δ by: ∀i, δ(Si) = ε · |Si|
6: w ← w − δ ⊲ By the choice of ε, the weight of at least one set drops to 0
7: Conceptually: w$ ← w$ − δ
8: ∆← ∆ + ε
9: Select a set Sl such that w(Sl) = 0

10: For all i 6= l : w(Si)← w(Si) + ∆ · |Si ∩ Sl|
11: Add Sl to the solution and remove the elements in Sl from the problem instance;

discard sets that become empty
12: end while

In each iteration every set receives a budget proportional to its current size, and the set
minimizing the ratio between its weight and size is selected. The retraction of checks ensures
that at all times the ratio weight/size of a given set is the ratio that would be calculated in the
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original greedy algorithm minus ∆, and therefore the set minimizing this ratio is the same in
both algorithms. Thus, Algorithm SC is indeed a restatement of the greedy algorithm.

As mentioned earlier, the analysis uses a new weight function w$. Denoting by opt and
opt

$ the optimum value with respect to (the initial) w and w$, we have opt
$ = r · opt. We

show that if w$ remains non-negative throughout the execution of the algorithm, the solution
is r-approximate. Then we show that r = Hn, where n = |U |, ensures this. This implies an
approximation guarantee of Hn.

Let Uj be the ground set in the jth iteration, and let εj be the value that is computed
in Line 4 in the jth iteration. Let t be the number of iterations and let j(u) denote the
iteration in which element u is covered. When element u gets covered by a set S, it retracts
the checks it has issued to other sets and gets deleted from the problem instance. Thus the

amount u ends up actually paying is the total sum of checks it has passed to S, i.e.,
∑j(u)

j=1 εj .
Since the solution returned by the algorithm is fully funded by these payments its cost is
∑

u∈U

∑j(u)
j=1 εj =

∑t
j=1 |Uj | εj . Now consider opt

$. In the jth iteration the cost with respect

to w$ of every set Si decreases by εj |Si ∩ Uj |. Consequently, since every solution must cover all
elements, opt

$ decreases by at least εj |Uj |. The deletion of elements further decreases opt
$,

assuming w$ is always nonnegative. Thus the total decrease in opt
$ is at least

∑

j εj |Uj |, and

this decrease brings opt
$ down from its initial value r ·opt to zero (the optimum value for the

empty instance). Thus
∑t

j=1 |Uj| εj ≤ opt
$ = r · opt.

We have thus shown that if w$ remains nonnegative, the solution is r-approximate. It
remains to find the smallest r ensuring this. Finding r is an optimization problem, which
(following Jain et al. [15]) we tackle in the following manner. For a given set S, the total
decrease in w$(S) equals the total sum of the checks given to S (including ones that were
eventually retracted). Denote the elements of S by u1, . . . , ud, indexed in the order in which
they were covered, and let xi be the total sum of the checks given to S by ui. A sufficient
condition on r is r ≥ 1

w(S)

∑d
i=1 xi for all possible choices of d, non-negative w(S), and xis

consistent with the algorithm, so we need to examine a worst case scenario in which the ratio is
maximized. What constraints can we impose on the xis? One set of constraints (which turns out
to be all we need) is the following. Consider the moment ui gets covered (just before any check
retractions occur). Until that moment S has received an as yet unretracted sum of xi from each
of the d− i + 1 elements ui, ui+1, . . . , ud. Since no set is ever in possession of checks exceeding
its cost, we get xi ≤ w(S)/(d − i + 1). Thus for fixed d and w(S), our optimization problem

is max{ 1
w(S)

∑d
i=1 xi : ∀i, xi ≤

w(S)
d−i+1}. Clearly the optimum value is

∑d
i=1

1
d−i+1 = Hd ≤ Hn,

which is our approximation guarantee.

3.2 A General Combinatorial Framework

Put abstractly, our combinatorial framework is the following. First establish (conceptually)
a second weight function w$ = r · w. Then manipulate the weights of the objects in the
problem instance such that a zero cost feasible solution S emerges. At the same time manipulate
(conceptually) the w$ weights accordingly so that opt

$ decreases by at least w(S) but never
becomes negative. If r is chosen such that this is indeed possible, S will be r-approximate.

Naturally, actual implementations of the framework have more structure built into them.
In Algorithm SC we attributed the weight subtractions to the elements in such a way that
every element was made responsible for a well defined contribution to the change in w and w$.
The decrease in w and w$ in the ith iteration was done uniformly (from the perspective of the
elements), ensuring that the decrease in opt

$ could be charged to the surviving elements, at
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least εi to each. The increases in w in the same iteration guaranteed that no element ended up
contributing more than εi (in that iteration) towards covering the cost of the solution. Thus the
elements forged the link between the “budget” supplied by opt

$ and the cost of the solution.
This approach is quite straightforward and works well for covering problems. It can be expected
that more sophisticated charging schemes will be developed to cope with non-covering problems.

3.3 Discussion

Consider the following LP relaxation of set cover:

min
∑m

i=1 w(Si)xi

s.t.
∑

i:u∈Si
xi ≥ 1 ∀u ∈ U

xi ≥ 0 ∀1 ≤ i ≤ m

and its dual:
max

∑

u∈U yu

s.t.
∑

u∈Si
yu ≤ w(Si) ∀1 ≤ i ≤ m

yu ≥ 0 ∀u ∈ U

Algorithm SC can be seen as a dual fitting algorithm by changing Line 1 to “Conceptually:
set all dual variables to 0” and Line 7 to “Conceptually: ∀u ∈ U, yu ← yu + ε.” By the same
arguments as in our analysis of the algorithm, it is not difficult to see that the cost of the
solution equals the value of the dual objective function (yu is the amount paid by u to the set
that covers it first). Similarly, the problem of finding the smallest r such that y/r is feasible can
be formulated as the optimization problem we have developed in the previous section (see [15]).

The relation between the dual fitting interpretation of Jain et al. [15] and our combinatorial
interpretation is no coincidence. Bar-Yehuda and Rawitz [5] showed (in the context of the
primal-dual schema) that increasing a dual variable by ε is equivalent to subtracting the weight
function obtained by multiplying the coefficients of the corresponding primal constraint by ε
from the primal objective function. Here this is manifested as the equivalence between increasing
the dual variables and subtracting δ from w$. Also, dividing y by r is equivalent (feasibility-
wise) to multiplying the right hand sides of the dual constraints by r, which is equivalent to
multiplying the primal objective function by r.

Thus, the translation of a dual fitting algorithm to a purely combinatorial one is as follows.
First define w$ = r · w. Then, every time a dual variable is increased by ε, multiply the
coefficients of the corresponding primal constraint by ε and subtract them from w$. The dual
fitting analysis argues that the (infeasible) dual solution upper bounds the primal one. The same
proof, properly rephrased, shows that the decrease in opt

$ upper bounds the solution’s cost.
The second part of the dual fitting analysis is to find r such that dividing the dual solution by r
makes it feasible. The proof of this can be used to show instead that w$ remains non-negative.

3.4 Metric Uncapacitated Facility Location

In this section we show how to reformulate and analyze the two dual-fitting algorithms of Jain
et al. [15] for mufl. In the uncapacitated facility location problem we are given a set F of
facilities, and a set C of cities. Each facility f has an opening cost w(f) ≥ 0, and each pair
of facility f and city c is associated with a connection cost w(c, f) ≥ 0. Our goal is to open
some facilities and connect each city to one of them while minimizing the total cost. In the
metric uncapacitated facility location problem (mufl) the connection costs satisfy the triangle
inequality.
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Jain et al. [15] describe an algorithm that is somewhat reminiscent of Algorithm SC. We
present a restatement of this algorithm below, naming it MUFL-JMMSV. Initially all facilities
are closed. At each iteration a value ε ≥ 0 is determined, and every city directs a check for
the sum of ε in the direction of each facility. Initially, these checks are not forwarded to the
facilities, but rather are used to cover the corresponding connection costs. Once a connection
is fully paid for, any further funds channeled through it are used to cover the opening cost of
the corresponding facility. When a facility’s cost becomes fully covered by checks sent to it
through fully paid-for connections, the facility opens, and all of the cities with fully paid-for
connections to this facility connect to it, retract all the checks they have sent in the direction of
other facilities, and remove themselves from the problem instance. (Note that it is not necessary
to explicitly keep track of the retraction of funds used to cover connection costs, since these
connections are immediately deleted from the problem instance along with the corresponding
cities.) Another possible event is that a city’s connection to a previously opened facility becomes
fully paid-for. In this case the city connects to the facility, retracts the checks it has sent in
the direction of other facilities, and removes itself from the problem instance. Events occurring
simultaneously can be processed in arbitrary order.

Algorithm 2 : MUFL-JMMSV

1: Conceptually: w$ ← r · w
2: w0 ← w ⊲ Preserve an unmodified copy of w (to allow easy check retraction)
3: ∆← 0

4: while C 6= ∅ do

5: Let ε be maximal such that the weight function δ defined below satisfies w − δ ≥ 0
∀c ∈ C, ∀f ∈ F, δ(c, f) = min {ε, w(c, f)}
∀f ∈ F, δ(f) =

∑

c∈C

(

ε−min {ε, w(c, f)}
)

6: w ← w − δ ⊲ By the choice of ε, ∃(c, f) ∈ C × F such that w(c, f) = w(f) = 0
7: Conceptually: w$ ← w$ − δ′, where

∀c ∈ C, ∀f ∈ F, δ′(c, f) = min
{

ε, w$(c, f)
}

∀f ∈ F, δ′(f) =
∑

c∈C

(

ε−min
{

ε, w$(c, f)
} )

8: ∆← ∆ + ε
9: Select f ∈ F such that ∃c ∈ C such that w(c, f) = w(f) = 0; let X = {c ∈ C |w(c, f) = 0}

10: Open f (if not already open) and connect to it all the cities in X
11: For all c ∈ X and f ′ ∈ F \ {f} : w(f ′)← w(f ′) + ∆− w0(c, f

′)
12: C = C \X
13: end while

Once again, the check retractions ensure that the cost of the solution returned by the algo-
rithm is

∑t
i=1 εi|Ci| (using the same notational conventions as in the analysis of Algorithm SC),

and assuming r is sufficiently high such that opt
$ remains non-negative throughout, opt

$ de-
creases by at least εi|Ci| in the ith iteration, ending equal to 0 upon termination. We thus
obtain an approximation guarantee of r, assuming that opt

$ remains non-negative throughout.

To find a sufficiently high value of r, note first that by design, the w$ weights of connections
never become negative. Thus we need only make sure that the w$-weight of facilities remains
non-negative throughout. Following Jain et al. [15], let us fix a weight function w and a facility
f . Let xc denote the total amount written on checks (retracted or not) sent by city c in the
direction of facility f throughout the algorithm’s execution. Then the total decrease in w$(f)
is
∑

(xc− r ·w(c, f)), where the sum is taken over all cities c such that xc ≥ r ·w(c, f). To ease
the notation, name these cities 1, . . . , k in the order in which they have connected to facilities
(so that in particular, x1 ≤ x2 ≤, . . . ,≤ xk), and define di = w(i, f). Also define wf = w(f).
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The condition on r is then r · wf ≥
∑k

i=1(xi − r · di), or, equivalently,

r ≥

∑k
i=1 xi

wf +
∑k

i=1 di

.

We therefore wish to maximize the above ratio over all choices of wf , k, dis, and xis consistent
with the problem definition and the algorithm.

Fixing k, we derive two families of constraints on the xis (in addition to the obvious non-
negativity constraints on all parameters). The first constraint family is

k
∑

j=i

max {0, xi − dj} ≤ wf , ∀ 1 ≤ i ≤ k .

To see that the inequality for city i must be satisfied, consider the moment just before Line 10
is executed in the iteration in which city i connects to some facility. At that moment, none
of the cities i, . . . , k have connected yet to facilities (by the naming convention of the cities)
and therefore none has retracted any checks yet. Therefore, up to that moment, each of these
cities j has sent an unretracted amount of precisely xi in the direction of facility f , of which
the facility has received max{0, xi− dj}. Since no facility ever holds checks in excess of its cost,
the inequality follows.

The second family of constraints is

xi ≤ xj ≤ xi + di + dj, ∀ 1 ≤ i < j ≤ k .

The first inequality holds by the naming convention of the cities. The second inequality holds
trivially if xj = xi, and by the following argument if xj > xi. Since xj > xi, city j must have
connected (to some facility) at a later iteration than the one in which city i has connected to,
say, facility fi. It follows that xj < w(j, fi), for otherwise j would have connected (at the latest)
in the same iteration as i (since fi was open by the end of that iteration, and the connection
cost between j and fi would have been fully covered by then). By the triangle inequality,
w(j, fi) ≤ w(j, f) + w(i, f) + w(i, fi) = di + dj + w(i, fi). Finally, w(i, fi) ≤ xi, since i has
connected to fi.

Jain et al. [15] present an intricate analysis of the optimization problem thus defined, arriving
at an upper bound of 1.861. They also describe a second dual fitting algorithm for mufl

achieving a factor of 1.61. In this algorithm cities reserve the option to “change their minds”
about which facility to connect to, and accordingly they might refrain from retracting some
of the checks they have issued to facilities other than the one they are currently connected to.
This algorithm too can be analyzed in purely combinatorial terms in the manner outlined in this
section. (The key point in the analysis remains. In the ith iteration each city is responsible for
a decrease of εi in opt

$ and is charged εi for the cost of the solution. A suitable optimization
problem is then formulated and analyzed in order to find an appropriate r.)

Note that although the above formulations of the optimization problems are not linear, they
can be linearized, and Jain et al. do so. Nevertheless, Jain et al. do not use linear programming
in the factor revealing stage of either algorithm. Instead, they carry out deep analyses of the
particular optimization problems, arriving at the above bounds. They do, however, recount
solving by computer small instances of the LPs in order to get an estimate of the general
optimal solution.
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4 Primal Fitting

One of the algorithms for mufl predating the Jain et al. algorithms of [15] is the 3-approximation
algorithm of Jain and Vazirani [16]. In this primal-dual algorithm, Jain and Vazirani relax the
primal complementary slackness conditions rather than the dual conditions. In a sense, it is
just the mirror image of the standard primal-dual approach, but there is another way to view it.
The conceptual difference between primal-dual and dual fitting is that in standard primal-dual
algorithms the “budget” supplied by the dual solution is inflated in order to cover the cost of
the primal solution, whereas in dual fitting algorithms the unshrunk dual covers the cost of
the primal solution (but only by shrinking it does it become feasible). In Jain and Vazirani’s
algorithm the dual solution covers the weight of an infeasible primal solution which is then
inflated to make it feasible. (This, of course, is our interpretation of their algorithm. It is not
how they describe it.) This idea seems befitting of the name primal fitting, and we shall develop
it in this section.

Another approximation algorithm that can be seen as primal fitting is Hochbaum’s rounding
algorithm for vertex cover [13]. In this case, a dual solution covers the cost of a fractional primal
(hence, not feasible) solution that is then inflated by a factor of at most 2 in order to make it
feasible. (The dual and primal solutions in question are simply optimal solutions for the LP
relaxation of the problem and its dual.) Generally, a primal fitting r-approximation algorithm
computes an infeasible primal solution x that it then inflates uniformly and rounds down to
make it integral (namely, the approximate solution is ⌊rx⌋1).

As with dual fitting, we argue that primal fitting can be described in purely combinatorial
terms, avoiding linear programming completely. We demonstrate this on Jain and Vazirani’s
algorithm, on a generalization of mufl that we define in Section 4.4 and on a certain disk
covering problem that we define in Section 4.5.

4.1 Metric Uncapacitated Facility Location

Algorithm MUFL-JV below is our reformulation of Jain and Vazirani’s algorithm (with minor
modifications). Here too, it is convenient to imagine the cities paying for opening facilities and
connecting to them. The algorithm consists of two phases: a payments phase, followed by a
cleanup phase. In the payments phase cities pay for opening and connecting to facilities in a
manner that is identical to Algorithm MUFL-JMMSV of Section 3.4, except that when a city
connects to a facility it does not retract the checks it has sent in the direction of other facilities.
Consequently, when this phase is over, cities may end up contributing toward the opening cost
of more than one open facility. This problem is handled by the second, cleanup, phase in which
excess facilities are closed, and cities are re-assigned. (To be nitpickingly accurate, the algorithm
doesn’t actually “declare” any facilities open, nor cities connected, until the end of the cleanup
phase. However, it is convenient to imagine that it temporarily opens facilities and connects
cities during the payments phase, and then finalizes things during the cleanup phase.)

To explain the cleanup phase let us define the following. Upon termination of the payments
phase, a city c is said to have contributed to a given facility f if it has issued checks in the
direction of f in excess of the connection cost w(c, f) (so that facility f has received a positive
amount of money from it). Two open facilities are said to conflict if some city has contributed
to both. A subset of the open facilities is independent if no two facilities in it conflict. The
cleanup phase consists of selecting a maximal (inclusion-wise) independent subset of the open

1Actually, it may sometimes be necessary to further decrease some components of the inflated solution. For
example, if the solution is required to be 0–1, then the transformation should be xi 7→ min{⌊rxi⌋, 1}.
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facilities and leaving only these facilities open whilst closing all others. Each city then connects
to the surviving open facility with lowest connection cost and (conceptually) retracts all of the
checks it has sent in the direction of the other facilities.

Similar to the previous algorithms, Algorithm MUFL-JV below keeps track of the payments
by subtracting weights, and of the (temporarily) connected cities by deleting them. It also keeps
track of the cities contributing to each facility f by means of sets Cf .

Algorithm 3 : MUFL-JV

1: w0 ← w; C0 ← C ⊲ Preserve unmodified copies of w and C for the cleanup phase
2: Cf ← ∅ for all f ∈ F

3: while C 6= ∅ do

4: Let ε be maximal such that the weight function δ defined below satisfies w − δ ≥ 0
∀c ∈ C, ∀f ∈ F, δ(c, f) = min {ε, w(c, f)}
∀f ∈ F, δ(f) =

∑

c∈C(ε−min {ε, w(c, f)})
5: w ← w − δ ⊲ By the choice of ε, ∃(c, f) ∈ C × F such that w(c, f) = w(f) = 0

6: for all f ∈ F do

7: Cf ← Cf ∪ {c ∈ C : ε− δ(c, f) > 0}
8: end for

9: C ← C \ {c ∈ C : ∃f ∈ F such that w(c, f) = w(f) = 0}
10: end while

11: Let O = {f ∈ F : w(f) = 0}
12: Select a maximal set O′ ⊆ O such that Cf1 ∩ Cf2 = ∅ for all f1, f2 ∈ O′, f1 6= f2

13: Open the facilities in O′, close all others, and connect each city c ∈ C0 to a facility
arg min {w0(c, f) : f ∈ O′}

For the analysis, define a new weight function w$ = w/r. Let us conceptually perform the
same weight subtractions on w$ as on w, and let us perform the conceptual retractions in the
final stage on w$ only. Let S be the solution returned by the algorithm, let opt be the optimum
value, and let a notation with subscript i denote the appropriate object in the ith iteration of
the payments phase.

Consider opt. The cumulative effect of the payments phase is that it drops from its original
value down to 0 (the optimum for C = ∅). This is achieved piecemeal by the weight reductions
in Line 5, which ensure that the value of opt decreases by at least εi|Ci| in the ith iteration,
since every feasible solution opens a set of facilities and connects each city to one of them.
Additionally, any cities deleted in Line 9 can only further decrease opt.

Now consider w$(S). Clearly, the total payment made by cities throughout the payments
phase might be quite large, but if we factor in the retractions in the final stage, we see that
each city in Ci ends up paying εi in the ith iteration, and these payments fully cover the drop
in w$(S). (Here it is important to note that if a city in Ci has contributed to a facility in O′

then the facility arg min {w0(c, f) : f ∈ O′} to which the city gets connected is precisely this
facility2, and thus the city’s total payment (minus retractions) in the ith iteration is indeed εi.
Had we allowed the city to connect to some other facility in O′ we would have had to charge
2εi against the city—one εi for the facility to which it contributed, and one for the connection
which it ends up using—resulting in a doubled approximation factor.) Thus the drop in w$(S)
in the ith iteration is εi |Ci|, and therefore the total drop in opt upper bounds the total drop
in w$(S). If r is such that the final value of w$(S) is non-positive, then w$(S) ≤ opt (where
the inequality refers to the initial values of w$(S) and opt) since opt never drops below zero,
as w remains non-negative. This implies an approximation factor of r.

2Jain and Vazirani [16] actually enforce this explicitly: if O′ contains a facility to which the city has contributed,
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We now argue that setting r = 3 guarantees this. Upon termination, the w-cost of the open
facilities in S is zero. These facilities have not suffered check retractions, so their w$-cost is non-
positive as well. The same argument cannot be applied to the connection costs, however, since
cities do not necessarily use connections they have fully paid for. Nonetheless, for every city c
there exists an open facility f in S such that the connection between c and f has received checks
in the amount of at least 1

3w0(c, f) = w$
0(c, f). The proof of this is contained in Lemma 1 below

(which is a reformulation of Lemma 5 in [16], provided here for completeness). Since c issues
checks uniformly in all directions, all connections leading out of c that are not fully funded have
received the same amount. Thus, the connection ultimately chosen for c (which is of minimum
cost) has certainly received at least one third of its cost, so its w$-cost is non-positive upon
termination.

Lemma 1. Let c be a city. Then there is a facility f ∈ O′ such that the connection (c, f) is at
least one-third funded.

Proof. If there is a fully funded connection from c to some facility in O′, we are done. Assume
therefore that there is no such connection. Let k be the iteration in which c was deleted. To
prove the lemma we need to demonstrate the existance of f ∈ O′ such that

∑k
i=1 εi ≥

1
3w0(c, f)

(since
∑k

i=1 εi is the total amount sent by c in each direction throughout c’s lifetime). At the
end of iteration k there must have been a fully funded facility e such that the connection (c, e)
was fully funded too (otherwise c would not have been deleted). Thus

∑k
i=1 εi ≥ w0(c, e). By

assumption e 6∈ O′, so (by the maximality of O′) there must be a facility f ∈ O′ and a city c′

such that c′ has contributed to both e and f . This implies that c′ was deleted no later than the
time e became fully funded—iteration k at the latest. During its lifetime c′ managed to cover
its connection cost to both e and f by sending εi in each direction in each iteration i. It follows
that

∑k
i=1 εi ≥ max{w0(c

′, e), w0(c
′, f)}. Combining this with the previous inequality yields

∑k
i=1 εi ≥ max{w0(c, e), w0(c

′, e), w0(c
′, f)} ≥ 1

3

(

w0(c, e) + w0(c
′, e) + w0(c

′, f)
)

≥ 1
3w0(c, f),

where the last inequality follows by the triangle inequality.

Two remarks. Our first remark regards the asymmetry in the treatment of facilities and
connections, namely, that connections might be funded to as little as a third of their actual
cost, whereas facilities are always fully funded. This disparity is not fundamental—the analysis
remains virtually unchanged if we declare a facility (temporarily) open when it has received one
third of its opening cost. The reason Jain and Vazirani insist on fully funded facilities relates
to their use of Algorithm MUFL-JV in the context of the k-median problem [16], where it is
important to fully fund the facilities.

Our second comment concerns a somewhat displeasing aspect of the algorithm, namely,
that the first phase generates a tentative solution, which must then be cleaned up by the second
phase. The reason for this is that Jain and Vazirani apparently modeled their algorithm on
the dual ascent/reverse delete pattern common to many primal-dual algorithms. Again, this is
not a fundamental aspect of the algorithm. A perhaps more appealing variant of the algorithm
exists, which constructs a solution in a single pass by opening facilities and connecting cities on
the fly, as we describe next.

The algorithm proceeds as follows. Each facility starts out being closed and later may
either open or become sealed. An open facility remains open and never closes; a sealed facility
remains closed and never opens. Payments progress as usual. There are three types of events
that may occur as payments are made: (1) the total sum received by some closed facility i

the city must be connected to that facility. We achieve this indirectly by always connecting to the closest facility.
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reaches its reduced opening cost w$(f) = w(f)/3; (2) an active city reaches an open facility
(i.e., the connection between them becomes fully paid for); and (3) an active city reaches a
sealed facility. If several events occur simultaneously, they are processed sequentially such that
events of type 1 are processed first, events of type 2 are processed next, and events of type 3
are processed last. (The order within each class is arbitrary). When an event is processed, it
may cause the cancellation of other events occurring simultaneously and may also introduce
new (simultaneous) events, as we describe next. When a type 1 event is processed, the facility
f in question opens and all closed facilities in conflict with it are sealed. If any of these facilities
should have been opened at that moment, the corresponding event is canceled. Every city that
has reached (previously or at the same time) such a newly sealed facility now becomes part
of a new type 3 event involving the sealed facility. In addition, every city that has reached
(previously or at the same time) facility f becomes part of a new type 2 event involving facility
f . When a type 2 event is processed, the city in question is connected to the facility and
is deleted from the problem instance. All closed facilities to which the city has contributed
become sealed (possibly triggering new type 3 events involving active cities that have reached
those facilities previously or at the same time). All other events involving the city are canceled.
When a type 3 event is processed, the city in question is connected to the nearest (in terms of
connection cost) open facility and is deleted (canceling any other events involving it). When
the last city is deleted, the algorithm terminates.

It is not difficult to analyze this algorithm along the same lines as Algorithm MUFL-JV,
obtaining the same approximation guarantee of 3.

4.2 A Combinatorial Framework

Our approach can be generalized as follows. Define a new weight function w$ = w/r. Assume
that w and w$ are manipulated in such a way that (i) w remains non-negative; (ii) the decrease
in opt dominates the decrease in w$(S), where S is the solution returned by the algorithm; and
(iii) w$(S) drops to zero or less. Then, the solution found is r-approximate. Just as with our
combinatorial dual fitting framework, specific applications are more structured. For example,
in Algorithm MUFL-JV the cities are charged individually for the drop in opt and the drop
in w$(S).

4.3 A Primal Fitting Interpretation

Consider the following LP relaxation of mufl and its dual:

min
∑

c∈C,f∈F

w(c, f)xcf +
∑

f∈F

w(f)yf

s.t.
∑

f∈F

xcf ≥ 1 ∀c ∈ C

yf − xcf ≥ 0 ∀c ∈ C, f ∈ F
xcf , yf ≥ 0 ∀c ∈ C, f ∈ F

and its dual:
max

∑

c∈C

αc

s.t. αc − βcf ≤ w(c, f) ∀c ∈ C, f ∈ F
∑

c∈C

βcf ≤ w(f) ∀f ∈ F

αc, βcf ≥ 0 ∀c ∈ C, f ∈ F
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We construct a dual solution (α, β) and a fractional, infeasible, primal solution (x, y) as follows.
We use the following terminology. A facility is open whenever the corresponding dual constraint
is tight; a facility is reached by a city whenever the dual constraint corresponding to the pair is
tight; a city is active whenever no open facility is reached by it. Starting with (α, β) = (0, 0),
we increase uniformly the αcs corresponding to active cities. (When a city becomes inactive, we
stop increasing its dual variable.) As the αcs increase, each βcf responds to the change in αc so
as to maintain feasibility, i.e., we set it to max {0, αc − w(c, f)}. Additionally, the xcf s and yf s
respond to the changes in (α, β) so that xcf = (αc−βcf )/w(c, f) and yf =

∑

c∈C βcf/w(f). We
keep going until all cities become inactive. Then we choose a maximal independent set O′ of
open facilities, where a set of open facilities is independent if for every city c there is at most one
facility f in the set such that βcf > 0. We now select for each city c the nearest facility in O′

(breaking ties arbitrarily) and denote it fc. We zero out all primal variables yf corresponding
to facilities not in O′ and all primal variables xcf such that f 6= fc.

The equivalence between the above primal fitting algorithm and Algorithm MUFL-JV is
straightforward. At every moment αc records the amount of money directed by city c towards
each of the facilities till that moment. For each facility f , βcf of this amount was received by the
facility and the remainder by the connection. The primal variables record the receipt of funds
as well: yf is the fraction of facility f ’s opening cost received by f , and xcf is the fraction of
the connection cost from c to f received by the connection. Clearly, the dual solution is feasible
at all times. Also, the choice of O′ in the final step as an independent set of open facilities
ensures that the final value of (x, y) is bounded by the final value of (α, β). Finally, Lemma 5
in [16] implies that xc fc

≥ 1/3 for all cities c. Thus multiplying the primal solution by 3 (and
rounding down to 1) makes it feasible.

Note that the above description is slightly different from the one given in [16]. Specifically,
instead of defining the primal solution after the algorithm terminates, we construct it together
with the dual solution. Thus during the first stage of the algorithm each primal variable
measures the tightness of the corresponding dual constraint—its value is the ratio between the
left hand side and right hand side of the constraint. In the standard primal-dual setting (and in
the dual fitting method) we only consider for the solution elements whose corresponding dual
constraints are tight. In the primal fitting setting we consider elements whose corresponding
dual constraints are weakly tight, i.e., their tightness is at least 1/r (in the above measure),
where r is the algorithm’s performance guarantee. The equivalence between primal fitting and
our combinatorial framework stems from this observation and from the equivalence between
increasing dual variables and subtracting weight functions.

4.4 Multiple Metric Facility Location

In this section we define a generalization of mufl, namely, k-metric uncapacitated facility lo-
cation (k-mufl), and present an approximation algorithm for it following our combinatorial
framework. As in mufl, the input consists of a set of cities C and a set of facilities F , where
each facility f has an opening cost w(f) ≥ 0, and each pair of facility f and city c is associated
with a connection cost w(c, f) ≥ 0. However, the connections costs are only required to satisfy
the triangle inequality in the following limited form. The set of facilities F is partitioned into
k sets F1, . . . , Fk, and the triangle inequality is satisfied with respect to each set Fj separately:
for all f1, f2 ∈ Fj and c1, c2 ∈ C, w(c1, f2) ≤ w(c1, f1) + w(c2, f1) + w(c2, f2). There is no con-
straint on the relation between connection costs involving facilities from different sets. The goal
remains to open a subset of the facilities and connect each city to one of them while minimizing
the total cost.
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K-mufl may be used to model scenarios where there are several types of facilities, and each
city may connect only to facilities of the type appropriate for it. For example, there might be a
set of global (e.g., federal) facilities and a set of local (e.g., state) facilities, and it might be the
case that for various reasons some cities must connect to a global facility, others must connect
to a local facility, and yet others may connect to either type. To capture this notion, we say
that a facility set Fi is inaccessible to city c if w(c, f) =∞ for all f ∈ Fi, and is accessible to it
otherwise.

In this section we show that a modification of Algorithm MUFL-JV results in an algorithm
that computes a 3ℓ-approximation for k-mufl, where ℓ is the maximum number of sets accessible
to a city.

To obtain our approximation algorithm we modify Lines 11–13 of Algorithm MUFL-JV as
follows:

11: For all j, let Oj = {f ∈ Fj : w(f) = 0}
12: For all j, select a maximal set O′

j ⊆ Oj such that Cf1 ∩ Cf2 = ∅ for all f1, f2 ∈ O′
j , f1 6= f2

13: Open the facilities in O′ = ∪jO
′
j , close all others, and connect each city c ∈ C0 to a facility

arg min {w0(c, f) : f ∈ O′}.

We employ a combination of two approaches to analyze the modified algorithm: we use
deflated weights (w$) and local ratio (implicitly). To prove that the algorithm computes 3ℓ-
approximations we only need to examine the effect of the ith iteration on opt and w$(S).
(Recall that S is the solution returned by the algorithm.) As before, opt drops by at least
εi|Ci|. Turning to w$(S), we can charge the net drop in w$(S) (minus retractions) in iteration
i to the surviving cities, at most ℓ · εi per city. It follows that the total drop in opt dominates
the total net drop in w$(S) divided by ℓ. Hence, assuming w$(S) ≤ 0 upon termination, we can
conclude that w$

0(S) ≤ ℓ ·opt and therefore w0(S) = r ·w$
0(S) ≤ rℓ ·opt. The proof that r = 3

ensures that w$(S) ends up non-positive is the same as in the analysis of Algorithm MUFL-JV.

Note that it is possible to provide an alternative analysis of the algorithm using a combi-
nation of primal fitting and primal-dual. Instead of referring to deflated weights, we need to
construct an infeasible primal solution x such that (i) wT x ≤ ℓ · bT y for some dual solution y,
and (ii) ⌊3x⌋ is feasible3. One may also use the relaxed complementary slackness conditions
to analyze the modified algorithm. In the terminology of Section 2 such an analysis would be
based on a pair of primal and dual solutions that obey the relaxed conditions with r1 = 3 and
r2 = ℓ. As far as we know, this is the first natural application of primal-dual in which both
primal and dual complementary slackness conditions are relaxed.

4.5 A Disk Covering Problem

In the design phase of cellular networks the geographical area is surveyed and m potential base-
station locations are identified. Each base-station covers a disk shaped area (centered at the
station) whose radius can be set arbitrarily large (by increasing the station’s output power).
The cost of operating base station b with radius r is proportional to the energy measure: it is
W (b) · r(b)2, where W (b) is the power parameter associated with b. Given n client stations,
the problem is to select a minimum cost set of base-stations with corresponding radii to cover
all client stations. Henceforth we refer to the locations of the client stations (which are points
in the plane) as points. Note that the set of radii can be discretized—there are at most n
“interesting” radii per base-station. Therefore, no more than nm disks need be considered. We
denote the set of these disks by D. We denote the center of disk d by c(d), its radius by r(d),
and the number of points it covers (or contains) by |d|. The cost (or weight) of a disk d is

3More precisely, the transformation xi 7→ min{⌊3xi⌋, 1} yields a feasible solution.
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w(d) = W (bd) · r(d)2, where bd is the base station at the center of d.

Chuzhoy developed an unpublished 9-approximation algorithm for this problem [9]. We
present her algorithm here (with permission), reformulated as Algorithm DC below. The idea
is that in each iteration every active point issues a check in the amount of ε to every disk
containing it (initially all points are active) and when a disk becomes fully funded the points it
contains become inactive. Thus when all points become inactive, they are all covered by fully
funded disks. However, as usual, a point is only willing to honor the checks it has given to one
of the disks. Therefore, we construct the solution by selecting a set of disks such that at least
one ninth of the cost of each disk can be ascribed to payments made by the points, such that
no point contributes to more than one disk. This is done by the following procedure. Let X
be the set of all fully funded disks. Iteratively delete from X the disk d∗ with maximum radius
and every disk intersecting it, and add to the solution the smallest disk d′ (which need not be
in X) centered at c(d∗) that covers all of the points contained in those deleted disks. Because
d′ and d∗ are centered at the same base station, their costs employ the same power parameter,
so the ratio between these costs is r(d′)2/r(d∗)2. Because d∗ is of maximum radius in X, we
have r(d′) ≤ 3r(d∗). Thus w(d′) ≤ 9w(d∗). Therefore, since d∗ is fully funded by the points
contained in it, d′ is at least one ninth funded by these same points. Since all disks intersecting
d∗ are deleted from X, the points will not be charged more than once. Conceptually then, all
points contained in d′ retract all of the checks they have issued, except that the points contained
in d∗ do not retract the checks they have given d′.

Algorithm 4 : DC

1: while points remain do

2: ε← min
{

w(d)
|d| : d ∈ D

}

.

3: Define the weight function δ by: ∀d ∈ D, δ(d) = ε · |d|
4: w ← w − δ
5: Delete all points covered by zero-weight disks
6: end while

7: S ← ∅
8: X ← {d ∈ D : w(d) = 0}
9: while X 6= ∅ do

10: d∗ ← argmax {r(d) : d ∈ X}.
11: Y ← {d ∈ X : d and d∗ intersect}
12: X ← X \ Y
13: Add to S the minimum radius disk centered at c(d∗) that covers all points originally contained in

disks d ∈ Y
14: end while

15: Return S

Define w$ = w/9 and assume that the weight subtractions made in Line 4 are also made
with respect to w$, and that the conceptual retractions are applied only to w$. In a given
iteration opt drops by at least ε times the number of surviving points, and as implied by
our explanation of the algorithm, w$(S) drops by at most the same amount (when the check
retractions are factored in). Also, opt never drops below zero, and as implied by our explanation
of the algorithm, w$(S) drops to zero or less (even when the check retractions are taken into
account). Thus we obtain an approximation factor of 9.

16



4.5.1 A Primal Fitting Interpretation

We use the set cover LP relaxation of the problem (disks are sets; points are elements); the
points are denoted p1, . . . , pn:

min
∑m

i=1 wixi

s.t.
∑

i:pj∈di
xi ≥ 1 ∀j ∈ {1, . . . , n}

xi ≥ 0 ∀i ∈ {1, . . . ,m}

The dual is:
max

∑n
j=1 yj

s.t.
∑

j:pj∈di
yj ≤ wi ∀i ∈ {1, . . . ,m}

yj ≥ 0 ∀j ∈ {1, . . . , n}

The algorithm works as follows. The dual variables increase uniformly, each ceasing to
increase whenever a dual constraints involving it becomes tight, until all variable cease to
increase. At the same time each primal variable increases to reflect the ratio between the left
hand side and right hand side of the corresponding dual constraint. The set X consists initially
of all disks whose corresponding (primal) variables are 1. Our analysis above can be used to
show that for disks added to S, the corresponding variables are set to at least 1/9, and that if we
zero out all other primal variables, the dual objective value upper bounds the primal objective
value.

4.5.2 Prize Collecting and Partial Disk Cover

In the prize collecting version of disk cover we are allowed to leave some (or all) points uncovered
provided that we pay a penalty w(p) for each point p that we fail to cover. The goal is to minimize
the overall cost. In partial disk cover the goal is to cover a given number of points at minimum
cost. In this section we present a 9-approximation algorithm for prize collecting disk cover based
on Algorithm DC, and a (12 + ε)-approximation algorithm for partial disk cover based on it.

We obtain a 9-approximation algorithm for prize collecting disk cover by modifying Algo-
rithm DC as follows. We change Line 2 to ε← min {w(d)/ |d| : d ∈ D}∪ {w(p) : p ∈ P}, where
P is the set of points. We also change the definition of δ in Line 3 to δ(d) = ε · |d| for every
d ∈ D and δ(p) = ε for every p ∈ P . Finally, whenever a point’s penalty becomes zero (during
the first while loop), we delete the point and retract the w$ payments it has made to disks
containing it. The rest of the algorithm remains unchanged.

For the analysis of this algorithm we define w$(d) = w(d)/9 for all disks d and w$(p) = w(p)
for all points p. The analysis then proceeds as before, except that one needs to notice that
although some points may remain uncovered after the second while loop, these points will
have (upon termination of the algorithm) non-positive w-penalty, and hence also non-positive
w$-penalty. It follows that the solution found by the algorithm is 9-approximate.

Another way to approximate the prize collecting version of disk cover is by reduction from
prize collecting disk cover to disk cover. Given a prize collecting disk cover instance we add
|P | new disks, one for each point in P . The radius of the disk dp that corresponds to point
p is centered at p and has zero radius (i.e., it only covers the point p). The weight of dp is
w(dp) = w(p). It is not hard to verify that by running Algorithm DC on the modified instance
we obtain a 9-approximation algorithm for prize collecting disk cover.

In order to obtain a (12+ε)-approximation algorithm for the partial version of the problem,
we observe that since the w-penalty of every uncovered point in the solution is the same as its
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w$-penalty, it follows that
∑

d∈S

w$(d) +
∑

p∈PS

w(p) ≤ opt,

where PS is the set of points that are not covered by the disks in S. Thus

∑

d∈S

w(d) + 9
∑

p∈PS

w(p) ≤ 9opt.

In other words, the algorithm is a 9-LMP algorithm in the terminology of Könemann et al. [17].
We can therefore obtain a (12 + ε)-approximation algorithm for partial disk cover by means of
their generic reduction of partial covering to prize collecting covering (see [17]).

Acknowledgments

We thank Reuven Bar-Yehuda and Juila Chuzhoy for helpful discussions.

References

[1] V. Bafna, P. Berman, and T. Fujito. A 2-approximation algorithm for the undirected
feedback vertex set problem. SIAM Journal on Discrete Mathematics, 12(3):289–297, 1999.

[2] A. Bar-Noy, R. Bar-Yehuda, A. Freund, J. Naor, and B. Shieber. A unified approach to
approximating resource allocation and schedualing. Journal of the ACM, 48(5):1069–1090,
2001.

[3] R. Bar-Yehuda. One for the price of two: A unified approach for approximating covering
problems. Algorithmica, 27(2):131–144, 2000.

[4] R. Bar-Yehuda and S. Even. A local-ratio theorem for approximating the weighted vertex
cover problem. Annals of Discrete Mathematics, 25:27–46, 1985.

[5] R. Bar-Yehuda and D. Rawitz. On the equivalence between the primal-dual schema and
the local ratio technique. SIAM Journal on Discrete Mathematics, 19(3):762–797, 2005.

[6] A. Becker and D. Geiger. Optimization of Pearl’s method of conditioning and greedy-
like approximation algorithms for the vertex feedback set problem. Artificial Intelligence,
83(1):167–188, 1996.

[7] D. Bertsimas and C. Teo. From valid inequalities to heuristics: A unified view of primal-
dual approximation algorithms in covering problems. Operations Research, 46(4):503–514,
1998.

[8] F. A. Chudak, M. X. Goemans, D. S. Hochbaum, and D. P. Williamson. A primal-dual
interpretation of recent 2-approximation algorithms for the feedback vertex set problem in
undirected graphs. Operations Research Letters, 22:111–118, 1998.

[9] J. Chuzhoy. Private Communication.
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