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In this paper we describe a statistical video representation and modeling scheme. Video
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frames. Space and time are treated uniformly. The probabilistic space-time video representation
scheme is extended to a piecewise GMM framework in which a succession of GMMs are extracted
for the video sequence, instead of a single global model for the entire sequence. The piecewise
GMM framework allows for the analysis of extended video sequences and the description of
nonlinear, nonconvex motion patterns. The extracted space-time regions allow for the detection
and recognition of video events. Results of segmenting video content into static vs. dynamic
video regions and video content editing are presented.
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1 Introduction

Multimedia information systems are becoming increasingly important with the development of

broadband networks, high-powered workstations, and compression standards. Since visual media

requires large amounts of memory and computing power for storage and processing, there is a need

to efficiently index, store, and retrieve the visual information from multimedia databases. This

work focuses on video data, video representation and segmentation. Advanced video representation

schemes are needed to enable compact video storage as well as a concise model for indexing and

retrieval applications. Segmenting an input video stream into interesting “events” is becoming an

important research objective. The goal is to progress towards content-based functionalities, such as

search and manipulation of objects, semantic description of scenes (e.g.,“indoor” vs. “outdoor”),

detection of unusual events, and recognition of objects.

Video has both spatial and temporal dimensions and hence a good video index should capture

the spatio-temporal contents of the scene. As a first step in organizing video data, a given video clip

is parsed in the temporal domain into short video shots, each of which contains consistent visual

content. A video shot can be considered as a basic unit of video data. Since visual information

is similar in each shot, global image features such as color, texture and motion can be extracted

and used for the search and retrieval of similar video shots. This is the method employed by most

current video retrieval systems. Video parsing deals with the segmentation of video into coherent

segments such as shots, hierarchical ordering of shots, and storyboard [29], [30]. A number of

algorithms for video segmentation into shots in both compressed and uncompressed domains have

been reported in the literature and reviewed in [1], [19].

In order to further exploit the video content, a video shot needs to be decomposed into mean-

ingful regions and objects, so that search, retrieval and content manipulation based on object char-

acteristics, activities and relationships are possible. Video indexing is concerned with segmenting

the video stream into meaningful video-objects that may be useful for later indexing and retrieval

applications. It is common practice to treat the video sequence as a collection of frames. Video

objects (otherwise termed, “space-time objects” [6], “subobjects” [11]) are generally extracted via

a two-stage processing framework consisting of frame-by-frame spatial segmentation followed by

temporal tracking of information across frames.

This paper presents a novel statistical framework for modeling and segmenting video content
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into coherent space-time segments within the video frames and across frames (an earlier version

was presented in [16]). We term such segments “video-regions”. Unsupervised clustering, via

Gaussian mixture modeling (GMM), enables the extraction of space-time clusters, or “blobs”, in

the representation space and the extraction of corresponding video-regions in the segmentation of

the video content. An important differentiation from existing work is that the video is modeled as

a single entity, as opposed to a sequence of separate frames. Space and time are treated uniformly

in a single-stage modeling framework.

The probabilistic space-time video representation scheme is extended further to a piecewise

GMM framework in which a succession of GMMs are extracted for the video sequence, instead of a

single global model for the entire sequence. The piecewise GMM framework allows for the analysis

of extended video sequences and the description of nonlinear, nonconvex motion patterns. Using

the piecewise GMM framework enables the video to be processed online, instead of being processed

in batch mode, as in the single global GMM model.

A direct correspondence is shown between the representation space and the image plane, en-

abling probabilistic video segmentation into representative regions and the segmentation of each

individual frame comprising the corresponding frame sequence.

The paper is organized as follows. Section 2 describes some of the related work in the literature.

Section 3 presents the space-time video representation model, which we term the global GMM model.

A single global space-time model is generated for the entire video sequence. Section 4 presents the

extended piecewise GMM framework. The modeling framework is used in video segmentation in

Section 5 and for the definition and detection of events in video in Section 6. Experimental results

of video analysis are presented in Section 7. A discussion concludes the paper in Section 8.

2 Previous Work on Video Representation and Segmentation

Research on content-based video retrieval initially focused on ways of searching video clips based

on global similarities, such as color, texture and motion (e.g., [10], [14], [20], [22], [29], [30]).

More recently, a separate set of works has started to address localized, regional representations

that enable spatio-temporal segmentation for object-based video retrieval (e.g., [11], [6], [5], [25]).

Spatio-temporal segmentation has been a very challenging research problem. The many algorithms

proposed in the literature may be divided into two schools-of-thought: (1) the classical approaches
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that track regions from frame to frame, and (2) approaches that consider the whole 3D volume of

pixels and attempt a segmentation of pixel volumes in that block. An updated survey of spatio-

temporal grouping techniques can be found in [23].

There are many works that belong to the frame-by-frame tracking analysis (e.g.,[12], [6], [20],

[27]). Many approaches use optical flow methods [18] to estimate motion vectors at the pixel

level, and then cluster pixels into regions of coherent motion to obtain segmentation results. In

[27], moving images are decomposed into sets of overlapping layers using block-based affine motion

analysis and K-means clustering algorithm. Each layer corresponds to the motion, shape and

intensity of a moving region. Due to the complexity of object motion in general videos, pure

motion-based algorithms cannot be used to automatically segment and track regions through image

sequences. The drawbacks include the fact that optical flow does not cope well with large motion

and that regions of coherent motion may contain multiple objects and require further segmentation

for object extraction.

In works that incorporate spatial segmentation into motion segmentation, it is commonly the

case that the spatio-temporal segmentation task is decomposed into two separate tasks of spatial

segmentation (based on in-plane features such as color and texture) within each frame in the

sequence or within a selected frame of the sequence, followed by a motion segmentation phase.

In [6], color and edge features are used to segment a frame into regions. Optical flow is utilized

to project and track color regions through a video sequence. Optical flow is computed for each

pair of frames. Given color regions and the generated optical flow, a linear regression algorithm

is used to estimate the affine motion for each region. In [11] a six-parameter, two-dimensional

affine transformation is assumed for each region in the frame and is estimated by finding the

best match in the next frame. Multiple objects with the same motion are separated by spatial

segmentation. Additionally, affine region matching is a more reliable method of estimating motion

than unconstrained optical flow methods [3]. General issues remain challenging, such as dealing

with new objects entering the scene and the propagation error due to affine region matching.

The challenge in video indexing is to utilize the representation model and the segmentation

ability for definition of meaningful regions and objects for future content analysis. The shift to

regions and objects is commonly accomplished by two-phase processing: a segmentation process

followed by the tracking of regions across segmented frames. In [6] a region is defined as a contiguous

set of pixels that is homogeneous in the features that we are interested in (such as color, texture
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and shape). A video object is then defined as a collection of video regions that have been grouped

together under some criteria across several frames. Namely, a video object is a collection of regions

exhibiting consistency across several frames in at least one feature. A hierarchical description of

video content is discussed in [11]. A video shot is decomposed into a set of sub-objects. The sub-

objects are obtained by tracking. Each sub-object consists of a sequence of tracked regions. The

regions are obtained by segmentation.

Recent works include statistical models for representing video content. Each frame is represented

in feature space (color, texture etc.) via models such as the GMM model. Tracking across frames is

then achieved by extended models, such as HMMs [4] or by model adaptation from frame to frame

[21].

The second category of approaches is based on treating space-time as a 3D volume and analyzing

the content in the extended domain by combining the information across all frames. A motion

segmentation algorithm based on the normalized cuts graph partitioning method is proposed in

[26, 15]. The image sequence is treated as a three dimensional spatiotemporal data set and a

weighted graph is constructed by taking each pixel as a node, and connecting pixels that are in

the spatiotemporal neighborhood of each other. Using normalized cuts the most salient partitions

of the spatiotemporal volume are found, each partition corresponds to a group of pixels moving

coherently in space and time. Recently, statistical models have been proposed in the extended 3D

space-time domain. Most related to our work is the work in [8] in which nonparametric statistical

models are proposed. Each pixel of a 3D space-time video stack is mapped to a 7D feature space.

Clustering of these feature points via mean shift analysis provides color segmentation and motion

segmentation, as well as a consistent labeling of regions over time which amounts to region tracking.

A key feature of the current study is the use of a parametric statistical methodology for de-

scribing the video content. The video content is modeled in a continuous and probabilistic space.

Unsupervised clustering, via Gaussian mixture modeling (GMM), enables the extraction of space-

time clusters in the representation space and the extraction of corresponding video-regions in the

segmentation of the video content. No geometrical modeling constraints (e.g., planarity) or object

rigidity constraints need to be imposed as part of the motion analysis. No separate segmentation

and motion-based tracking schemes are used.
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3 Learning a Probabilistic Model in Space-Time

We use the Gaussian mixture model (GMM) as the basic building block of the proposed video

representation scheme. A global GMM video representation model is discussed initially as a means

of combining space and time in a unified probabilistic framework. The piecewise GMM model is

described next as an extended scheme that combines a succession of GMMs for the entire video

sequence.

In modeling space-time, a transition is made from the pixel representation to a midlevel, feature-

space representation of the image sequence. Unsupervised clustering extracts a set of coherent

regions in feature space via Gaussian mixture modeling. The extracted representation is a localized

representation in feature space as well as in the image plane.

3.1 Feature extraction

An initial transition is made from pixels to the selected feature space which in our case includes

color, space and time. Color features are extracted by representing each pixel with a three-

dimensional color descriptor in a selected color space. In this paper we chose to work in the

(L, a, b) color space which was shown to be approximately perceptually uniform; thus distances in

this space are meaningful [28]. In order to include spatial information, the (x, y) position of the

pixel is appended to the feature vector. Including the position generally decreases oversegmentation

and leads to smoother regions. The time feature (t) is added next. The time descriptor is taken as

an incremental counter. Each of the features is normalized to have a value between 0 and 1.

Following the feature extraction stage, each pixel is represented with a six-dimensional feature

vector, and the image-sequence as a whole is represented by a collection of feature vectors in the

six-dimensional space. Note that the dimensionality of the feature vectors and the feature space is

dependent on the features chosen and may be augmented if additional features are added.

3.2 Grouping in the space-time domain

At this stage, pixels are grouped into homogeneous regions, by grouping the feature vectors in

the selected six-dimensional feature space. The underlying assumption is that the image colors

and their space-time distribution are generated by a mixture of Gaussians. The feature space is

searched for dominant clusters and the image samples in feature space are then represented via

the modeled clusters. Note that although image pixels are placed on a regular (uniform) grid, this
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fact is not relevant to the probabilistic clustering model in which the affiliation of a pixel to the

model clusters is of interest. In general, a pixel is more likely to belong to a certain cluster if it is

located near the cluster centroid. This observation implies a unimodal (Gaussian) distribution of

pixel positions within a cluster. Each homogeneous region in the image plane is thus represented by

a Gaussian distribution, and the set of regions in the image is represented by a Gaussian mixture

model. Learning a Gaussian mixture model is, in essence, an unsupervised clustering task.

The Expectation-Maximization (EM) algorithm is used [9] to determine the maximum likelihood

parameters of a mixture of k Gaussians in the feature space. The image is then modeled as a

Gaussian mixture distribution in feature space. We briefly describe next the basic steps of the EM

algorithm for the case of Gaussian mixture model. The distribution of a random variable X ∈Rd

is a mixture of k Gaussians if its density function is :

f(x|θ) =
k∑

j=1

αj
1√

(2π)d|Σj |
exp{−1

2
(x− µj)T Σ−1

j (x− µj)}, (1)

such that the parameter set θ = {αj , µj , Σj}k
j=1 consists of :

• αj > 0 ,
∑k

j=1 αj = 1

• µj∈Rd and Σj is a d×d positive definite matrix.

Given a set of feature vectors x1, ..., xn, the maximum likelihood estimation of θ is :

θML = arg max
θ

L(θ|x1, ..., xn) = arg max
θ

n∑

i=1

log f(xi|θ). (2)

The EM algorithm is an iterative method to obtain θML. Given the current estimation of the

parameter set θ, each iteration of the EM algorithm re-estimates the parameter set according to

the following two steps :

• Expectation step :

wij =
αjf(xi|µj , Σj)∑k
l=1 αlf(xi|µl, Σl)

j =1, ..., k , i=1, ..., n (3)

The term wij is the posterior probability that the feature vector xi was sampled from the j-th

component of the mixture distribution.
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• Maximization step :

α̂j ← 1
n

n∑

i=1

wij (4)

µ̂j ←
∑n

i=1 wijxi∑n
i=1 wij

Σ̂j ←
∑n

i=1 wij(xi − µ̂j)(xi − µ̂j)T

∑n
i=1 wij

.

The first step in applying the EM algorithm to the problem at hand is to initialize the mixture

model parameters. The K-means algorithm [13] is utilized to extract the data-driven initialization.

The update scheme defined above allows for full covariance matrices; variants include restricting

the covariance to be diagonal or scalar matrix. The updating process is repeated until the log-

likelihood is increased by less than a predefined threshold from one iteration to the next. In this

study we choose to converge based on the log-likelihood measure, and we use a 1% threshold.

Other possible convergence options include using a fixed number of iterations of the EM algorithm

or defining target measures, as well as using more strict convergence thresholds. We have found

experimentally that the above convergence methodology works well for our purposes. Using EM,

the parameters representing the Gaussian mixture are found.

3.3 Model selection

It is common knowledge that the number of mixture components (or number of means), k, is of

great importance in accurate representation of a given input. Ideally, k represents the value that

best suits the natural number of groups present in the input. An optimality criterion for k is based

on a tradeoff between performance and number of parameters used for describing the mixture

distribution. The Minimum Description Length (MDL) [7] is such a criterion that has been used

for selecting among values of k in still-image processing [2], [17]. It is possible to use the MDL

criterion in video processing as well. This can be operationalized as follows.

Choose k to maximize:

log L(θML|x1, ..., xn)− lk
2

log n, (5)

where θML is the most likely k-mixtures GMM, L is the likelihood function (see equation 2) and

lk is the number of free parameters needed for a model with k mixture components. In the case of
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a Gaussian mixture with full covariance matrices, we have :

lk = (k − 1) + kd + k(
d(d + 1)

2
). (6)

Using the MDL principle, the K-Means and EM are calculated for a range of k values, k ≥ 1, with

k corresponding to the model size. The model for which the MDL criterion is maximized is chosen.

When models using two values of k fit the data equally well, the simpler model will be chosen.

3.4 Model visualization

For model visualization purposes we show a static image example and an example of the representa-

tion in the space-time domain in Figure 1 and Figure 2, respectively. In Figure 1, the GMM model

is learned for a given static image in a five-dimensional feature space (color and spatial features).

The input image is shown on the left and a set of localized Gaussians representing the image are

shown on the right of the image. In this visualization each localized Gaussian mixture is shown

as a set of ellipsoids. Each ellipsoid represents the support, mean color and spatial layout of a

particular Gaussian in the image plane.

k=3 k=5

Figure 1: Example of a still input image (top) with the corresponding set of representative Gaussian
mixtures (bottom). The mixtures are composed of k = 3 and 5 components. Each ellipsoid
represents the support, mean color and spatial layout of a particular Gaussian in the image plane.
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(a) (b)

Figure 2: A space-time elongated blob from a GMM in 6-dimensional feature space: (a) A blob
representing a static video-region. (b) A blob representing a dynamic video-region. The ellipsoid
support and spatial layout in space-time is presented in 3D. The mean color of the ellipsoid indicates
the region color characteristics.

The transition to the space-time domain is more difficult to visualize. Figure 2 shows two sce-

narios of a particular blob from within a GMM in the space-time domain (the shown blob represents

a car in varying segments of the video sequence shown in Figure 6). In this case we use a three-

dimensional space to represent the ellipsoid support and spatial layout in space-time. The mean

color of the ellipsoid indicates the region color characteristics. Planes are superimposed to show

the connection between the six-dimensional space-time space and the five-dimensional image space

without the time feature. The planes are positioned at specific frame time-slots. Projection of the

six-dimensional blob onto a plane corresponds to a reduced model in the image plane, similar to the

example shown in Figure 1. Space-time characteristics of each Gaussian (blob) can be extracted

from the generated model, particularly, from the covariance matrix of each Gaussian. These char-

acteristics are evident within the visualization scheme. A blob representing a static video-region is

shown in (a). Note that no correlation is evident between the space (x, y) and the time (t) axis. A

blob representing a dynamic video-region is shown in (b). In this case, a strong positive correlation

exists in the x and t dimensions. Such a correlation indicates horizontal movement. The projection

of the blob onto the planes positioned at differing time intervals (or frame numbers) demonstrates

the shifts of the blob cross-sections in the x, t direction. As t increases (corresponding to increasing

frame number in the video sequence), the spatial support shifts horizontally. Thus, the model

extracted indicates space-time characteristics such as the differentiation between static and moving
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blobs. The GMM generated for a given video sequence can be visualized as a set of such elongated

ellipsoids (“bubbles”) within the three-dimensional space-time domain. The characteristics of the

individual Gaussians within the model can be used for detection and recognition of video events,

as will be further explored in Section 6.

4 Video Modeling by Piecewise GMM

The global spatio-temporal video modeling scheme described thus far has several limitations which

we would like to address. By their Gaussian nature, the extracted space-time blobs (regions) are

not appropriate for representing nonconvex clusters in feature space, or nonconvex regions in the

3-D space-time domain. Only true linear motion patterns can thus be described precisely by the

covariance matrix coefficients. Additional issues to consider are the following:

• The global GMM process requires the entire data set to be available at the model extraction

phase. Thus the global modeling method cannot work on open sequences, as is the case with

real-time video.

• Global fitting is a time-consuming process. The time required to perform the GMM on the

entire video sequence is a limiting factor in determining the length of the sequence that may

be used.

• Determining an appropriate model size for a given video sequence, via measures such as the

MDL information-theoretic measure, is not a straightforward extension to the single image

case. The MDL criterion requires a comparison between several model sizes. Computationally,

running several model-sizes on large video sequences becomes impractical. Moreover, our goal

is to assign one component of the model (blob) to each spatio-temporal region in the sequence.

The optimal model size determined by the MDL does not necessarily guarantee that to be

the case.

Based on this set of limitations, we propose next an extended space-time modeling scheme,

termed piecewise GMM, as depicted in the block diagram in Figure 3 and described in this section.

In this method, we divide the whole video sequence into a succession of identically sized overlapping

block of frames (BOF). Inside each BOF it is assumed that motion can be approximated linearly.

We obtain a succession of GMMs instead of a single global model for the whole sequence. As
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a consequence, the inherent temporal tracking of the global model is lost. Special care is taken

to match adjacent segments and to achieve the tracking of regions throughout the entire video

sequence. The piecewise GMM framework allows for the analysis of extended video sequences and

the description of non-linear and, more generally, nonconvex blob motion patterns.

Figure 3: Block Diagram of the Piecewise Process

The main steps of the piecewise GMM modeling are described below:

• The input video sequence is divided into a succession of overlapping blocks of frames (BOF).
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Each BOF is made of N successive frames. N is chosen so that inside each BOF motion can

be approximated linearly. In our experiments N = 15, and the sampling rate is 5 frames per

second.

• Each BOF is represented by a GMM in the six-dimensional [L, a, b, x, y, t] feature space. The

modeling process involves an initialization process followed by the iterative EM algorithm.

• At this stage of the process, the input video sequence is modeled by a succession of GMM

models (denoted GMMi, i = 1, 2, ..). The blobs from one BOF are not explicitly related to

the blobs of the other BOFs and, therefore, there is no temporal tracking of the blobs be-

tween BOFs. A segment-matching stage (see section 4.2) is used to establish correspondences

between adjacent BOF blobs.

We next describe in detail the initialization process and the post-processing segment-matching

step. Modeling results using the piecewise GMM model are presented in section 7.

4.1 Event-based model-size selection

In the case of extended video sequences, computing a GMM for a large set of model sizes (k), as

in the process of maximizing the MDL criterion, may become computationally burdensome. A

common alternative is to heuristically select the number of components in the distribution [24]. In

cases in which the nature of the data we wish to model is known in advance, more domain-specific

techniques may be possible. In our case, we focus on the fact that the video data consists of two

main region categories: static regions and dynamic regions. A distinct blob is desired for each of

the static and, more-importantly, the dynamic regions. Moreover, two dynamic regions that overlap

in space (for short enough time periods) should be identified as distinct within the overlap period,

and tracking should be preserved between the pre- and post-occlusion.

Consider a temporal block of frames (BOF) made of N successive frames. We start with the

initial frame of the BOF for which modeling is performed in the [L, a, b, x, y] feature space (similar

to the case of a single image). The fitting is obtained by applying K-means initialization followed

by EM iterations. A loop is performed for each of the following BOF frames:

1. Use the GMM model of the preceding frame (j) as an initialization of the model for frame

(j +1). Update the GMM model for the current frame (j +1) by iterating the EM algorithm

on the sample data of the current frame. This step results in an updated GMM model.
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2. Investigate the appearance and disappearance of new objects in the scene: Using the updated

GMM, generate a maximum Likelihood map for the current frame. Threshold the maximum

likelihood map for ”low likelihood” pixels. The thresholded pixel set contains pixels which are

not sufficiently described by the updated GMM, and thus may be candidates for new objects

arriving on the scene. Connected components labeling is run on the thresholded map. For

each connected component with significant area in the thresholded map, a new blob is created

by masking the current frame with that component in order to select pixels from which the

initial mean and covariance of the new blob are computed. Model size k is increased by the

number of newly created blobs.

3. Perform EM iterations on the (possibly) increased model, and obtain the final GMM for the

current frame.

4. Segment the current frame according the updated GMM, and store the segmentation map.

5. Proceed to the next frame and repeat.

Once the final frame of the BOF is processed, we have N indexed-color segmentation maps. A

3-D map is formed by aligning the segmentation maps along the time axis, generating a 3D data

array : [x, y, t]. For each index value create a blob in the [L, a, b, x, y, t] feature space by masking the

BOF pixels with the corresponding pixels of the indexed maps in order to select pixels from which

the initial mean and covariance of the new blob are computed. The blobs obtained at precedent

step are the initialization of the GMM for the whole BOF.

At the end of this one-time pass through the video sequence an estimate for the model-size

has been determined. The result of the last K-means iteration serves as the initialization of the

EM algorithm that follows. The EM algorithm then generates the theoretically motivated GMM

representation for the video sequence, as discussed in Section 3.

The advantages of this initialization scheme is that an open-ended video sequence may be used.

A major consideration is that the scheme handles occlusions of blobs in the sequence. This will be

exemplified in the results.

4.2 Segment matching

At this point of the process, we assume that each BOF is represented by a corresponding GMM.

The goal is to find correspondences between blobs in every pair of adjacent BOFs (GMMs) so that
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global tracking of space-time regions is enabled. An important feature of the proposed piecewise

scheme is the overlap between adjacent BOFs. This overlap is the key in the segment-matching

process.

Let Ji be the central frame of the overlap between BOFi and BOFi+1 (see Figure 3). Frame Ji

has two blob lists and corresponding segmentation maps, one based on the model of BOFi (GMMi)

and the other based on the model of BOFi+1 (GMMi+1). Figure 4 shows an example in which two

blob maps are shown for a particular junction frame.

(a) (b)

Figure 4: Segment matching in junction frames

For each index in both segmentation maps, extract a Gaussian blob in [L, a, b, x, y] feature

space. This gives 2 blob lists, one list per segmentation map. A distance is computed between each

blob of the two lists (Euclidean distance), and each blob in one list is associated with a blob in the

second list. The matching process is repeated at each BOF junction Ji, i = 1..N . The consecutive

indices of the tracked blob are stored along the entire sequence.

The result of the segment-matching process is an array of indices with each row of the array

representing a particular object or space-time region of the video sequence.

5 Probabilistic Video Segmentation

An immediate transition is possible between the extracted video representation and probabilistic

video segmentation. The six-dimensional GMM of color, space and time represents coherent regions

in the combined space-time domain. A correspondence is now made between the coherent regions

in feature space and localized temporally connected regions in the image plane of an individual

frame and across frames in the video sequence. We segment the video sequence by assigning each

pixel of each frame to the most probable Gaussian cluster, i.e. to the component of the model that
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maximizes the a posteriori probability, as shown next.

The labeling of each pixel is done in the following manner: Suppose that the parameter set that

was trained for the image is θ = {αj , µj ,Σj}k
j=1. Denote:

fj(x|αj , µj , Σj) = αj
1√

(2π)d|Σj |
exp{−1

2
(x− µj)T Σ−1

j (x− µj)}. (7)

Equation (7) provides a probabilistic representation for the affiliation of each input sample, x, to

the Gaussian components that comprise the learned model. The probabilistic representation is

complete, in that no information is lost.

It is often desired to proceed with a decision phase that is based on the extracted probabilities

and provides a “hard-decision” map of pixel affiliations into the predefined categories. The labeling

of a pixel related to the feature vector x is chosen as the maximum a posteriori probability, as

follows:

Label(x) = arg max
j

fj(x|αj , µj ,Σj). (8)

In addition to the labeling, a confidence measure can be computed. The confidence measure

is a probabilistic label that indicates the uncertainty that exists in the labeling of the pixel. The

probability that a pixel x is labeled j is:

p(Label(x) = j) =
fj(x|αj , µj , Σj),

f(x|θ) (9)

with the denominator as defined in equation (1). Note that this is exactly the term computed in

the E-step of the learning session (expression 3).

Equations (7-9) provide for probabilistic video segmentation. For each frame, each sample

feature vector (per pixel), x, is labeled, and the label is projected down to the image plane. This

method is applied frame by frame. A unique set of blobs is used for modeling the entire frame-

sequence. Thus, the same blobs are used to segment each frame of the sequence. A by-product

of the segmentation process is therefore the temporal tracking of individual frame regions. Each

Gaussian or blob in the feature space corresponds to a video-region. A video-region is linked to the

properties of the corresponding blob.

Examples of the GMM representation extracted per input frame sequence, along with the

corresponding probabilistic segmentation results, are shown in the top three rows of Figure 6, Figure

7 and Figure 8. In each figure row (a) presents a selection of input frames from the video sequence,
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row (b) presents a visualization of the space-time model, as related to the corresponding input frame,

and row (c) shows the segmentation results projected down to each individual frame in the sequence.

Each pixel from the original image is displayed with the color of the most probable corresponding

Gaussian. The segmentation results provide a visualization tool for better understanding the image

model. Uniformly colored regions represent homogeneous regions in feature space. The associated

pixels are all linked (unsupervised) to the corresponding Gaussian characteristics.

The EM algorithm ensures a Gaussian mixture in color, space and time. In essence, we have

found the most dominant colors in the video sequence, as present in homogeneous localized regions

in space-time, making up the video composition. Incorporating the spatial information into the

feature vector does not only supply local information. It also imposes a correlation between adjacent

pixels in such a manner that pixels that are not far apart tend to be associated (labeled) with the

same Gaussian component. The segmentation results discussed above clearly demonstrate this fact,

as can be seen in the smooth nature of the segmentation that results in labeling each individual

frame according to the GMM.

6 Detection and Recognition of Events in Video

So far we have focused on the model generation process. In this section we investigate the model

parameters further and show the connection between blobs and video events. A close look at the

covariance matrix that represents each individual Gaussian blob in the Gaussian mixture model

reveals several parameters that are space-time dependent. In Figure 5 we show a typical six-

dimensional covariance matrix, along with three parameters of interest: Ct,x, Ct,y, and Ct,t.

We have defined a video-region as a particular sub-object segment in the video sequence that

corresponds to a given Gaussian. Large values of Ct,x indicate a strong correlation between the

video-region horizontal position and time. In other words, a horizontal movement of the region

through the video sequence (note that horizontal and vertical directions refer to the x and y

dimensions of the image plane, respectively). Similarly, Ct,y reflects vertical movement. Small

values of Ct,x and Ct,y suggest that the blob, and corresponding video-region is static. The time

variance, Ct,t, represents the dispersion of the blob in the time domain (around the mean time

coordinate, i.e. the time coordinate of the considered Gaussian’s center). A large Ct,t value, for

instance, indicates that the video-region is of extended duration or is present in a majority of the
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Figure 5: A typical six-dimensional covariance matrix, along with three parameters of interest:
Ct,x, Ct,y, and Ct,t. The Ct,x and Ct,y parameters indicate possible correlation between the video-
region position (horizontal and vertical, respectively) and time. The time variance, Ct,t, represents
the dispersion of the blob in the time domain around the mean time coordinate, i.e. the time
coordinate of the considered Gaussian’s center.
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frames that comprise the video sequence.

A correlation coefficient is defined as follows:

Ri,j =
Ci,j√

Ci,i
√

Cj,j
, −1 ≤ Ri,j ≤ 1 (10)

and provides a means of bounding the range of the covariance parameters, thus enabling a com-

parison and thresholding process for detecting events of interest.

The detection of static vs. dynamic blobs, as well as the magnitude of motion in the image

plane, is extracted via a thresholding process on the absolute values of Rt,x and Rt,y. The direction

of motion is extracted via the sign of Rt,x and Rt,y.

Blob velocity (pixels per frame) can be extracted using linear regression models in space and

time, as shown in equation (11):

E(x|t = ti) = Ex +
Cxt

Ctt
(ti − Et) (11)

In this equation, horizontal velocity of the blob motion in the image plane is extracted as the ratio

between the respective covariance parameters. Similar formalism allows for the modeling of any

other linear motion in the image plane.

7 Experimental Results

Next we show a set of experiments in which we detect video events, recognize video events and

interact with video content, all within the Gaussian mixture model representation framework and

the extended piecewise GMM framework. The sequences with which we experiment vary in length.

In each example, a subset of the frames in the sequence is shown.

7.1 Removing blobs

We start with an experiment in which the goal is to perform blob deletion. In the specific scenario

presented, the objective is to detect a moving car and replace the car-body region with static

background. For this purpose we need to identify the blob associated with the desired video-region.

An assumption for horizontal movement is used. The detection criterion therefore is based on the

Rt,x correlation coefficient. The correlation coefficient for the car blob (car-body region) is close to

1, while for the other blobs that represent static background regions, it is an order of magnitude

smaller. Once the moving blob is detected, the video sequence segmentation maps are used to
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generate a list of frames in which pixels are linked to the particular blob of interest. We term this

list the “moving-blob frame list”. A second list is made, “stationary-blob frame list”, of frames that

do not include pixels linked to the blob of interest. The blob deletion procedure involves replacing

the pixels of the selected video region in each frame belonging to the “moving-blob frame list” with

pixels of same spatial coordinates extracted from a frame belonging to the “stationary-blob frame

list”.

Figure 6 shows a sequence of frames in which we see the original video data (a), followed in

consecutive rows with the sequence representation model (b), segmentation maps (c), and final

output of a new video sequence without the moving car-body region (d). In this experiment an

input sequence of 8 frames was used. A 12-Gaussian mixture was used for the representation. In the

output video sequence, the car-region has successfully been replaced with background information.

The wheels have been preserved and thus remain as the only moving objects in the scene (a slight

variation would lead to the wheels removal along with the car-body region).

7.2 Editing blobs

In the second experiment, shown in Figure 7, the goal is to edit blob characteristics. As discussed

earlier, the segmentation of the video sequence that follows the model generation ensures that each

blob is linked to pixels within a set of frames, and the pixels affiliated with a particular blob are

linked to the blob characteristics. Any change in the blob characteristics will automatically be

transmitted to the corresponding pixels within the respective frames in the video sequence. An

equivalence may be seen with automatic annotation techniques in which a label is to be attached

automatically to linked frames containing a particular object of interest.

In the presented example, the objective is to edit the color of a shirt of a person walking in a

corridor in the direction of the camera. The moving body in this sequence is rather large relative

to the background and is composed of visually non-uniform regions (head, shirt, pants). In this

case a representation is needed that assigns a single blob to each homogeneous region, including

the red shirt. Results are shown with a 12-frame sequence, using a GMM of 40 Gaussians. Note

that to detect the moving person as a whole, thus assigning a single blob to the entire body, a much

smaller model is required (experimentally about 15 blobs).

To detect the event of a moving person, the Rt,x correlation coefficient is used. A threshold is

set as: Rt,x ≤ −0.5. The negative sign is due to the movement direction that, in this particular
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example, is negative with respect to the horizontal axis of the image. The threshold criterion

extracts two blobs: one for the shirt, and one for the pants. An additional criterion is required to

separate the blobs. In this case the mean color is used, with the color information available within

the vector of Gaussian means in the model. The bright red shirt used may be misleading since

a simple color filter may have achieved a segmentation of the red-colored region in the sequence.

It should be noted that any other, more complex, color and/or texture features or combination

thereof (as available in the defined feature space) may be characterized and edited via the proposed

scheme. The color editing is accomplished using the same technique described for deletion, except

that shirt pixels are now replaced by a constant yellow color and not with background pixels. 1

7.3 Scene dynamic analysis via the piecewise GMM

Piecewise GMM enables the detection of dynamic events in the scene, automatic analysis of their

duration, their projection in space and velocity profiles. A 100-frame video clip is shown in Figure

8(a) with modeling and segmentation using the piecewise GMM in rows (b) and (c), respectively.

We focus on two main moving objects in the scene: the red shirt and blue shirt. The results in

this figure indicate the ability to track the moving blobs throughout the entire video scene, even

though some overlap (occlusion) occurs within the scene.

The model that can be learned with the piecewise GMM is a piecewise smooth model. This is

demonstrated in the motion trajectory and velocity profiles extracted automatically for the red and

blue blobs throughout the sequence. Figure 9 summarizes the red and blue blob model projections

in time. The full dynamics in time is visualized. More explicit dynamics using velocity profiles are

displayed in Figure 10. A representative frame from each BOF in the sequence is shown in Figure

10 (a). The horizontal and vertical velocity profiles for two selected dynamic blobs in the sequence

(the red region and the blue region) are shown, (b) and (c), respectively.

The output results accurately reflect the scene dynamics. Using the space-time blob character-

istics the system is able to automatically detect the moving objects in the field of view, the duration

of the dynamic regions within the sequence (for example: blue dynamic region present in BOF 3

through BOF 5) and to recognize the directionality and average velocity (pixels per frame) within

the BOF.
1More realistic video editing may be achieved by preserving the texture of the shirt while altering the color. One

possibility is to change the color components (a, b), while preserving the brightness component L in the representation.
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A second example is presented in Figure 11. In this scene a person is walking with complex

motion dynamics. A representative set of frames from the sequence is provided in Figure 11(a). The

dynamics include vertical motion down the stairs (towards the camera), then left motion across the

field-of-view, followed by a turn and a transition to the right. The horizontal and vertical velocity

profiles for two selected dynamic blobs in the sequence (the red region (sweater) and the blue region

(pants)) are shown, (b) and (c), respectively. In this example it is interesting to note the strong

motion correlation between the two dynamic blobs shown. The correspondence in dynamics may

be a key for future region-merging applications and high-level understanding of video content, e.g.,

the number of people in the scene and the dynamics of their behavior.

8 Conclusions and Future Work

Video search in large archives is a growing research area. Although integration of the diverse

multimedia components is essential in achieving a fully functional system, the focus of this paper

is on visual cues.

In this paper we have described a novel uniform approach for video representation and space-

time segmentation of video data. Unsupervised clustering, via Gaussian mixture model (GMM),

enables the extraction of video segments, or space-time blobs. An interesting differentiation from

existing work in video, is that space and time are treated uniformly, and the video is treated as a

single entity as opposed to a sequence of separate frames.

The modeling and the segmentation are combined to enable the extraction of video-regions that

represent coherent regions across the video sequence, otherwise termed video-objects or sub-objects.

Coherency is achieved in the combined feature space, currently consisting of color, spatial location

and time. Extracting video regions provides for a compact video content description, that may be

useful later for indexing and retrieval applications. Video events are detected and recognized using

the GMM and related video-regions.

The shot is analyzed globally (as a single entity) to extract the representative model. Within

the model, each blob’s temporal characteristics provide the set of frames within which a moving

region is present, from its appearance to its disappearance.

Some experimental results are provided to demonstrate the feasibility of our approach. Each

example can be developed into a particular application domain (for example, direction detection for
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automatic vehicle monitoring). Currently, thresholds were chosen heuristically. Complete systems

built with the concepts thus presented will require more in-depth study of the particular application

domain, and the relevant initialization procedures, event detection and recognition criteria.

In this study region motion has been extracted from within the space-time representation. If

motion characteristics on a pixel level are available as a priori information (e.g. via optical flow),

they can be integrated easily within the proposed framework as an additional feature (an additional

dimension). Other features, such as texture and shape can be similarly added to augment region

characteristics.

It can be seen from the examples that the proposed content description provides a means for

finding information in the video without any high-level understanding of the actual content. Orga-

nizing this information further into higher-level semantic representations is a challenging problem

that we have not addressed in this work.
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(a)

(b)

(c)

(d)

Figure 6: Blob deletion event. The objective is to detect a moving car and replace the car-body
region with static background. (a) The original video data; (b) The sequence representation model;
(c) Sequence segmentation maps; (d) Output sequence without the moving car-body region. In
this experiment an input sequence of 8 frames was used. A 12-Gaussian mixture was used for the
representation.



(a)

(b)

(c)

(d)

Figure 7: Blob editing. The objective is to edit the color of a shirt of a moving person. ( a) The
original video data; (b) The sequence representation model; (c) Sequence segmentation maps; (d)
Output sequence with the shirt pixels replaced by a selected constant yellow color. Results are
shown with a 12-frame sequence, using a GMM of 40 Gaussians.



(a)

(b)

(c)

Figure 8: Modeling and segmenting a 100-frame video sequence via the piecewise GMM model; (a)
A sample of frames from the original sequence; (b) Modeling the sequence: dynamic blobs at the
selected set of frames (c) Corresponding segmentation maps.

(a) (b)

Figure 9: Piecewise linear trajectories for the moving blobs: (a) Blue dynamic region (b) Red
dynamic region.
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Figure 10: Motion analysis and velocity estimates for dynamic blobs. (a) A representative frame
from each BOF in the sequence; (b) Horizontal velocity profiles for the two dynamic blobs in the
sequence, the red region and the blue region; (c) Vertical velocity profiles.
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Figure 11: Motion analysis and velocity estimates for dynamic blobs. (a) A representative frame
from each BOF in the sequence; (b) Horizontal velocity profiles for the two dynamic blobs in the
sequence, the red region; and the blue region; (c) Vertical velocity profiles.


