
1

The performance of zero forcing DSL systems
Itsik Bergel (senior member), Amir Leshem (senior member)

Abstract—DSL systems use multi-channel processing to miti-
gate the electromagnetic coupling between the wires in a binder
and provide high data rates to multiple users. In recent years,
most multichannel processing for DSL had focused on zero-
forcing (ZF) processing that was proven to be near optimal. This
near optimality has been observed in numerical evaluations as
well as in real life systems. However, this near optimality has
only been demonstrated theoretically by relatively loose bounds.
In this paper we prove novel bounds on the performance of
ZF processing in DSL systems. These bounds are simpler and
yet tighter than currently known bounds. These novel bounds
support previously published results, and further confirm the
near optimality of ZF processing.

I. INTRODUCTION

Modern DSL systems are mostly limited by the interference
caused by the electromagnetic coupling of transmissions to
other users. The major source of concern is far end crosstalk
(FEXT), which is generated by the transmitters at the opposite
side of the binder. This interference can be significantly
reduced by joint processing of the signals on all pairs in the
binder. However, multichannel processing can only be applied
at the optical network unit (ONU).

Thus, although the downstream and the upstream of the
DSL system share the same channel, they are different in
nature. The upstream describes the transmission of data from
the costumer-premises equipment (CPE) and reception in the
ONU. This is a multiple access channel where the ONU
decodes the data transmitted from multiple CPEs. The down-
stream describes the transmission of data from the ONU and
reception in the CPEs. This is a broadcast channel where the
ONU transmits data to multiple CPEs while minimizing the
interference between the transmitted signals.

FEXT cancellation for DSL systems had been studied in
many works (see for example [1]–[3]). Following the works
of Cendrillon et al. [4]–[7] the focus has shifted to linear pro-
cessing [8]–[12]1. Cendrillon et al. showed that zero forcing
(ZF) processing is close to optimal in typical DSL channels.
They presented upper bounds on the channel capacity, and
lower bounds on the performance of ZF processing, both for
the upstream and for the downstream.

Although the conclusions of Cendrillon et al. were proven
in most practical applications, their bounds are not very tight.

In this work we present novel bounds that are tighter than
previously published bounds. These bounds further confirm the
near optimality of ZF processing in practical DSL channels.
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1Except for the case of alien noise in the upstream, in which it was shown
that linear processing is not sufficient [3], [13]

II. SYSTEM MODEL

Assuming an L pair binder, and focusing on a single
frequency bin, the signal received by all receivers is:

y = Hx + w (1)

where H is the channel matrix, x = [x0, ..., xL−1]T is
the vector of transmitted symbols by all users and w =
[w0, ..., wL−1]T is the vector of complex white Gaussian noise
measured by all users with zero mean and unit variance. The
transmitted signal must comply to a spectrum power mask.
For the frequency bin of interest, this requirement is stated as:

E
[
|xj |

2
]
≤ P ∀ j. (2)

In the downstream we focus on linear precoders, in which
the transmitted vector for all users is given by:

x = Fu (3)

where F is the precoding matrix and u is the data symbols
vector. Assuming that the modulated data symbols, u, satisfy
the power constraint, (2), the constraint on the precoder is
given by2:

L−1∑

k=0

|fj,k|
2 ≤ 1 ∀ j. (4)

Linear precoders have received particular attention in DSL
systems mostly following the work of Cendrillon et al. [7]
that showed that the zero forcing (ZF) precoder achieves near
optimal performance in most DSL channels. The ZF linear
precoder is given by:

F = γH−1D. (5)

where D is the diagonal matrix with the same diagonal
elements as H and γ is a constant chosen to satisfy the power
constraint (4). The achievable data rate by user i is given by:

R = log2

(
1 + γ2|hi,i|

2P
)
. (6)

In the upstream, the receiving modems are colocated at the
ONU. This allows joint reception of the signals received on the
different lines. The upstream performance was also shown to
be nearly optimized with a ZF receiver [6], using the estimates:

x̂ = H−1y = x + H−1w. (7)

The near optimality of ZF processing results from the diag-
onal dominance of the channel matrix. Before we present the
novel bounds that emphasize this near optimality, we briefly
discuss the diagonal dominance property and its measures.

2In this paper we consider a per-line transmit power constraint. One
alternative is the per-user power constraint. Note that the derivation for the
per-user power constraint is quite similar to the derivation given herein, and
the main difference is that Theorem 3.1 would look more like Theorem 4.1.
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As the FEXT results from electromagnetic coupling and not
from a direct wire connection, in most frequencies the FEXT
is significantly smaller than the direct signal. Thus, as pointed
out in [4], upstream VDSL channel matrices are column-wise
diagonally dominant (CWDD), whereas downstream matrices
are row-wise diagonally dominant (RWDD).

Focusing first on the RWDD structure of the downstream
channel, the weakest definition uses:

βD,1 = max
i,j

|hi,j |
|hi,i|

, (8)

and a matrix is weakly RWDD if βD,1 < 1. A stronger measure
is based on the sum of the absolute values of the elements in
the row:

βrow = max
i

1
|hi,i|

L−1∑

j=0,j 6=i

|hi,j |. (9)

A matrix that satisfies βrow < 1 is said to be strongly RWDD.
An even stronger characterization is based on the definition:

H = D ∙ (I + E) (10)

where matrix E has zeros on its diagonal and all its elements
are (significantly) smaller than 1. This definition is based on
the structure of the DSL downstream channel, in which the
coupling between links is symmetric, but can be attenuated
by a diagonal term in the longer links (e.g., [10]). The
corresponding measure is:

βD,max = max






max
i

L−1∑

j=0,j 6=i

|hi,j |

|hi,i|
, max

j

L−1∑

i=0,i 6=j

|hi,j |

|hi,i|






. (11)

This measure will play an important role in the bounds
presented below. Note that although the sum in the first
maximization in (11) is taken over rows and the sum in the
second maximization is taken over columns, both are measures
of RWDD. This is because in both cases each matrix element,
hi,j , is divided by the diagonal element in its own row, hi,i.
Thus the βD,max serves as another indication that no element
in the matrix is significant compared to the diagonal element in
its row (and βD,max < 1 in most downstream DSL channels).

For the upstream, one can use the transpose of the channel
to obtain the relevant CWDD measures. Thus, we define:

βU,1 = max
i,j

|hj,i|
|hi,i|

, (12)

βU,max = max






max
i

L−1∑

j=0,j 6=i

|hj,i|

|hi,i|
, max

j

L−1∑

i=0,i 6=j

|hj,i|

|hi,i|






, (13)

and the channel decomposition of (10) is replaced for the
upstream with:

H = (I + G) ∙ D (14)

where matrix G has the same characteristics as matrix E; i.e, it
has zeros on its diagonal and all its elements are (significantly)

smaller than 1. One additional diagonal dominance measure
required for the upstream bounds is based on the sum of the
squares of the elements in each row:

βU,2 = max
i

1
|hi,i|2

L−1∑

j=0,j 6=i

|hj,i|
2. (15)

III. DOWNSTREAM BOUNDS

In this section we consider the downstream of a DSL
system, and present simpler, but generally tighter, upper bound
on the achievable performance and lower bound on the perfor-
mance of a ZF precoder. The bounds rely on strong diagonal
dominance measures as described by the following theorems.
Discussion and demonstration of the tightness of these bounds
are given in Section V.

Theorem 3.1: The data rate achievable by user i in any
specific subcarrier of the downstream of DSL systems is upper
bounded by:

C ≤ log2

(
1 + P |hi,i|

2
(
1 + βrow

)2)
(16)

≤ log2

(
1 + P |hi,i|

2
(
1 + βD,max

)2)
. (17)

Theorem 3.2: The data rate achievable by user i when the
ONU applies a ZF precoder is lower bounded by:

R ≥ log2

(
1 + P |hi,i|

2q(βD,max)
)

(18)

where

q(βD,max) = max
{
0, 1 − 2βD,max − β2

D,max

}
(19)

Proof of Theorem 3.1: Considering only the i-th receiver.
Taking into account the channel structure, (1), and the power
constraint on the precoder, (4), the maximal signal power for
this user is achieved using a precoder in which only the i-th
column is non-zero, and the absolute value of all elements in
this column is 1. Using such a precoder, the maximal signal
power for the i-th user is: (

∑L−1
j=0 |hi,j |)2 ∙P . Calculating the

achievable user rate, and maximizing over all users results in
(16). The second inequality, (17), results from definitions (9)
and (11), which guarantee that βD,max ≥ βrow.

Proof of Theorem 3.2: Considering the power constraint
on the precoder, (4), and the precoder structure, (5), we
observe that the optimal value for γ−2 is the value of the
maximal element on the diagonal of H−1DDHH−H . Defin-
ing W = D−1H, we can say that γ−2 is upper bounded by the
maximal eigenvalue of the matrix W−1W−H , i.e., γ2 is lower
bounded by the minimal eigenvalue of the matrix WHW.

Using W = I +E, and WHW = I +E+EH +EHE. The
minimal eigenvalue of WHW is lower bounded by 1−ρ(E+
EH)−ρ(EHE), where ρ(A) denotes the maximal eigenvalue
of the matrix A (also termed the spectral radius of A). Using
the Gershgorin theorem, the maximal eigenvalue of E+EH is
upper bounded by 2βD,max. The maximal eigenvalue of EHE
is upper bounded by ([14] page 223):

ρ
(
EHE

)
≤ |||EH |||1|||E|||1 (20)

=



max
i

L−1∑

j=0

|hi,j |
|hi,i|





[

max
j

L−1∑

i=0

|hi,j)

|hi,i|

]

≤ β2
D,max.
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Fig. 1. Downstream spectral efficiency as a function of subcarrier frequency,
at a 150meter binder.

Thus, γ2 is lower bounded by:

γ2 ≥ 1 − 2βD,max − β2
D,max (21)

and the achievable data rate using the ZF precoder is lower
bounded by (18).

IV. UPSTREAM BOUNDS

Theorem 4.1: The data rate achievable by user i in the
upstream of a DSL system is upper bounded by:

C ≤ log2

(
1 + P |hi,i|

2(1 + βU,2)
)

(22)

≤ log2

(
1 + P |hi,i|

2(1 + β2
U,max)

)
. (23)

Theorem 4.2: The data rate achievable by user i in the
upstream of a DSL system when the ONU applies a ZF
receiver is lower bounded by:

R ≥ log2

(
1 + P |hi,i|

2q(βU,max)
)

(24)

where

q(βU,max) = max
{
0, 1 − 2βU,max − β2

U,max

}

Proof of Theorem 4.1: Just as in the upper bound for the
downstream, we again consider the single user bound. Assume
that only user i transmits, there is no interference, and the
processor in the ONU only needs to collect the energy received
by all receivers. Thus, user i can achieve a data rate of:

R = log2



1 + P
L−1∑

j=0

|hj,i|
2



 . (25)

Maximizing over all users and using definition (15) leads to
(22). The second inequality, (23), comes from the observation
that βU,2 ≤ β2

U,max.
Proof of Theorem 4.2: Using the notation of (14), the

inverse of the channel matrix H−1 = D−1(I + G)−1. For
notational simplicity we define A = (I + G)−1. Inspecting
(7), after multiplication with H−1 all the FEXT is completely
removed, but, the noise variance is increased. The noise
variance for user i is given by:

E
[
|x̂i − xi|

2
]

= |hi,i|
−2

L−1∑

j=0

|ai,j |
2. (26)
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Fig. 2. Downstream achievable average user rate over the whole bandwidth
vs. binder length.

We next observe that the sum in (26) is upper bounded by the
maximal element on the diagonal of (I+G)−1(I+G)−H , and
hence also by the maximal eigenvalue of (I+G)−1(I+G)−H .

We use the same approach as in the proof of Theorem 3.2
and get:

ρ
(
(I + G)−1(I + G)−H

)
≤ 1 − ρ(G + GH) − ρ(GHG)

≤ 1 − 2βU,max − β2
U,max (27)

and the achievable data rate using the ZF precoder is lower
bounded by (24).

V. NUMERICAL EVALUATION

In this section we demonstrate the tightness of the bounds
using real life channel measurements obtained over a 28 chan-
nel binder by France Telecom3. Starting with the downstream,
Fig. 1 depicts the achievable spectral efficiency using a ZF
precoder, and compares it to the upper and lower bounds. The
figure presents both the new bounds (derived here) and the
old bounds (derived in [7]). It can be seen that all bounds are
tight for low frequencies. For such frequencies βD,max is very
small, and comparing (17) and (18) the bound tightness for
small enough βD,max is obvious. For higher frequencies the
bounds are less tight and the advantage of the new bounds is
readily apparent.

It should be noted that the upper bound in (16) follows the
same idea as the bound in [7], but is strictly tighter due to the
use of a more exact channel measure. The bound in (17) is less
tight, and hence can in some cases be inferior to the bound
in [7]. The bound in (17) is presented here to provide upper
and lower bounds that are characterized by a single channel
parameter.

By contrast, the lower bound in (18) follows a completely
different path than the bound in [7]. Thus, each of these bounds
will be tighter in different channel conditions. One can see
that in the measured binder (which is assumed to be typical

3The authors would like to thank M. Ouzzif, R. Tarafi, H. Marriott and
F. Gauthier of France Telecom R&D, who conducted the VDSL channel
measurements as partners in the U-BROAD project. The measurement process
is described in [15], [16].
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Fig. 3. Upstream spectral efficiency as a function of subcarrier frequency,
at a 150meter binder.

for DSL systems) the novel bound significantly outperforms
the old bound. Note also that both bounds only hold when the
channel is sufficiently diagonal dominant. Fig. 1 shows that
the novel lower bound also holds for a larger frequency range
than the lower bound in [7]. Also note that the new bounds
are much simpler to evaluate, and the convergence for small
enough βD,max is obvious.

Fig. 2 further demonstrates the bounds by depicting the
actual achievable rate in the case where all of the VDSL
bandwidth is dedicated to the downstream vs. the binder length
(distance between the ONU and the CPEs). In this figure we
modified the lower bounds by taking (at each subcarrier) the
maxima of the lower bound and the no-precoding performance
(i.e., assuming that ZF is applied only if the lower bound
guarantees a better rate than the no-precoding rate). Again one
can see that the novel bounds are significantly tighter than the
previously known bounds.

For the upstream, Fig. 3 depicts the achievable spectral
efficiency using a ZF precoder and compares it to the upper
and lower bounds. In this case the bounds are compared to the
bounds in [6]. As in the downstream, one should note that the
upper bound derivation follows the same lines as the bound in
[6], (22) is again strictly tighter than the bound in [6] due to
the use of a more exact channel measure, and (23) is presented
to provide a simpler comparison with the lower bound. Note,
however, that in the upstream, all the upper bounds are quite
tight, and the improvement in the novel bound is quite small.

The derivation of the lower bound, (24), is highly compa-
rable to the derivation of the lower bound in the downstream,
which again follows a completely different path than the bound
in [6]. Both the lower bounds derived here and the lower bound
in [6] have the same structure as the downstream lower bounds,
and only differ by the replacement of the downstream diagonal
dominance measures by the upstream diagonal dominance
measures. Interestingly, the bounds look quite similar to the
bounds in Fig. 1. This leads to the conclusion that the value
of the downstream diagonal dominance measures and the
upstream diagonal dominance measures are quite similar.

VI. CONLUSIONS

In this work we presented novel bounds on the performance
of ZF processing in DSL communications. These bounds
were shown to be generally tighter than previously published
bounds. Furthermore, the novel bounds are much simpler to
evaluate, and better show the near optimality of ZF processing
when the channel matrix is diagonally dominant (i.e., when
βD,max and βU,max are small enough).

Nevertheless, it should be pointed out that the conclusions
of Cendrillon et al. [7] hold for all practical link distances.
Comparing the achievable data rates of the ZF precoder to
the upper bound shows that the precoder is indeed close to
optimal. The novel bounds presented here provide further
theoretical justification to this conclusion, and confirm the near
optimality of ZF processing in DSL systems.
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