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a b s t r a c t 

This paper examines data fusion methods for multi-view data classification. We present a decision con- 

cept that explicitly takes into account the input multi-view structure, where for each case there is a 

different subset of relevant views. This data fusion concept, which we dub Mixture of Views, is imple- 

mented by a special purpose neural network architecture. The single view decisions are combined by a 

data-driven decision, into a global decision according to the relevance of each view in a given case. The 

method was applied to two challenging computer-aided diagnosis (CADx) tasks: the task of classifying 

breast microcalcifications as benign or malignant based on craniocaudal (CC) and mediolateral oblique 

(MLO) mammography views and segmenting Multiple Sclerosis (MS) white matter lesions. The experi- 

mental results show that our method outperforms previously suggested fusion methods. 

© 2019 Elsevier B.V. All rights reserved. 
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. Introduction 

Over the years, research has been actively seeking the best ways

o integrate data from multiple sources. Data fusion can be per-

ormed on the raw data, the feature level, and the decision level.

t the raw data level, the raw input from all data sources is com-

ined for purposes of inference. Feature-level fusion involves the

xtraction of representative features from the raw data. Finally, de-

ision level fusion involves the fusion of the estimations obtained

rom each source independently. 

Medical image fusion is the process of registering and combin-

ng multiple images from single or multiple imaging modalities

o improve the imaging quality and reduce randomness and re-

undancy in order to increase the clinical applicability of medical

mages for diagnosis and assessment of medical problems [1] .

edical imaging techniques represent the inner parts of a body

or clinical analysis and medical intervention. Due to progress in

echnology, the amount of data created by imaging procedures

enerate increasingly more data that place a growing analytical

urden on radiologists. For this reason automatic systems are used

o help the physician to detect (with CADe systems) or classify

using CADx systems) suspicious findings. Research (e.g., [2,3] )

as pointed out the usefulness of these CAD systems, which has

einforced their popularity. 
∗ Corresponding author. 
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When a medical imaging procedure creates several images from

ifferent angles, or when the resulting scan is a 3D volume, a

ulti-view fusion can be utilized. Studies (e.g., [4,5] ) have con-

rmed the superior performance of a multi-view CADx system over

ts single-view counterpart. Previous works have explored different

using methods in a range of tasks: Prasoon et al. [6] for instance

ombined features from orthogonal patches to segment knee car-

ilage. Different combinations were utilized by van Ginneken et al.

7] , where decision fusing was applied on orthogonal patches in

 pulmonary nodule detection CAD. In a similar manner, Bekker

t al. [8] averaged decisions on two angles in a mammography

xam. Data fusing was exploited by Roth et al. [9] , where a con-

atenation of three orthogonal patches was the input to a con-

olutional neural network (CNN) model for improving detection.

nother popular fusion method for 3D imaging is 3D convolu-

ion networks, which fuses volumetric information using 3D kernel

lters. This method has been successful in multiple applications

e.g., [10–12] ). 

The optimal method for fusing multi-view information remains

n open question. Setio et al. [13] compared lung nodule CADx

ystems using features fusion, decision fusion and a cascaded

ethod combining both feature and decision fusing. The experi-

ents showed the advantages of feature fusing CADx and the mix-

ure method. However, these approaches have not considered a

tructure specific to this problem. Current feature concatenation

revents each view from estimating a prediction, though it has a

nique perspective it can utilize. In addition, a weighted average

f the views’ prediction creates a fixed ratio between the views’

https://doi.org/10.1016/j.neucom.2019.09.027
http://www.ScienceDirect.com
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Fig. 1. MoV network architecture. Each expert predicts the output according to one 

view, while the gate network combines the predictions dynamically. 
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votes, whereas in practice each case can have more evidence in

one view or another. 

In this study, we introduce a neural network (NN) architecture

that explicitly takes into account the multiple-view structure of the

problem by integrating view level decision making. We present an

automatic data-driven strategy that finds the view which conveys

the most relevant information for clinical decision making. Instead

of simple averaging of the view-level decisions, we train a ‘gat-

ing’ network that decides the best way to average the view-level

decisions for each case. Our method is related to the well-known

Mixture of Experts (MoE) model. This decision fusion method, in-

troduced by Jacobs et al. [14] , has been used in many applications

[15] . The (MoE) model is comprised of several ‘expert’ models and

a gate model. Each of the experts solves a classification (or regres-

sion) problem and the gate is responsible for combining the ex-

pert’s estimations. Here, we propose a variant on the (MoE) which

we dub Mixture of Views (MoV). Unlike classical (MoE), which di-

vides the task among a set of experts in an unsupervised way, in

MoV each expert is associated with a view. We describe a NN ar-

chitecture that implements the MoV concept. 

The proposed method was applied to two medical imaging

tasks. The first task deals with multi-view mammography image

information fusion. In this task, breast microcalcifications (MCs)

inspected in mammograms are classified as benign or malignant.

Due to breast anatomy and image acquisition protocols, MCs may

be obscured by surrounding tissues. Therefore, radiologists aggre-

gate information acquired from different angles for more accurate

estimation. Computer-aided diagnosis (CADx) systems have been

developed to provide second opinions for classification procedure

(e.g. [16–18] ). 

We also applied the MoV model to the segmentation of Multi-

ple Sclerosis (MS) white matter lesions (WMLs) in magnetic reso-

nance imaging (MRI) scans. Counting and sizing of WML in a 3D

MRI are crucial in MS diagnosis and supervision. Since early detec-

tion can impact the disease course, quick and reliable segmenta-

tion is needed. CADx systems are applied to help radiologists with

this time-consuming work. 

The rest of the paper is organized as follows: Section 2 presents

the novel MoV data fusion model. Sections 3 and 4 elaborate on

the application of the MoV method on the two tasks, including

comparative experimental results. Finally, conclusions are drawn

and the key points are summarized in Section 5 . 

2. The mixture of views network architecture 

Consider a classification task in which the features are obtained

from multiple views. Our goal is to construct a neural network

architecture which is aware of this input structure and takes ad-

vantage of it to improve classification performance. In this section

we first describe the probabilistic framework we use to model the

multi-view data fusion classification and then derive a training al-

gorithm that simultaneously finds the parameters of each view-

based classifier and the parameters of a gating network that de-

cides which view is more relevant for a given input feature set. 

Assume we are given a k -class classification problem with la-

bels denoted by 1 , . . . , k and input x composed of m view-level

components denoted by x 1 , . . . , x m . For the classification task, we

use a neural network that combines the view-level decisions. The

network has two main components: a set of neural-networks

where each renders a decision based solely on a single view, and

a gate neural-network that defines those views whose individ-

ual view-based opinions are trustworthy. The final decision is de-

rived by computing a weighted average of the view-level decisions

where the weights are computed by the gating network. 

Let θ = { θg , θ1 , θ2 , · · · , θm 

} be the model parameters, where θ i 

are the parameters of the network that performs a classification
ased solely on the component x i and θ g is the parameter-set of

 gating network that computes a data-driven distribution over all

he views. 

We can view the model as a two-step process that produces a

ecision y given an input feature set x . Let z be a hidden random

ariable that represents the view that conveys the relevant infor-

ation for clinical decision making. We first use the gating func-

ion to select z and then use the features and network associated

ith this view to determine the output label. In the MoV model

he probability of the input x being labeled as c ∈ { 1 , . . . , k } is: 

p(y = c| x ; θ ) = 

m ∑ 

i =1 

p(z = i | x ; θg ) p(y = c| x i ; θi ) . (1)

As stated above, the MoV model can be viewed as an instance

f Mixture of Experts (MoE) modeling. The MoE approach was in-

roduced more than twenty years ago [14] , and combines the de-

isions of several experts, each of which specializes in a different

art of the input space. The MoE model is based on the “divide

nd conquer” paradigm, which solves complex problems by divid-

ng them into simpler ones and combining their solutions to solve

he original task. The model allows the individual experts to spe-

ialize in smaller parts of a larger problem, and it uses soft par-

itions of the data implemented by the gate. In the general setup

f MoE, all experts are exposed to all the features and the goal is

o cluster the feature space and associate each cluster with an ex-

ert classifier in an unsupervised manner. By contrast, in the MoV

odel there is a predefined partitioning of the set of features ac-

ording to the views used to measure them and each expert is spe-

ialized in making decisions based solely on the features of the

orresponding view. The MoV architecture is illustrated in Fig. 1

nd the corresponding classification algorithm is summarized in

lgorithm 1 . 

We next describe the training procedure. Assume we are given

 feature vectors x 1 , . . . , x n with corresponding labels y 1 , . . . , y n ∈
 1 , . . . , k } . Each input vector x t is composed of m components

 

1 
t , . . . , x 

m 

t collected from the m view. The log-likelihood function

f the model parameters is: 

 (θ ) = 

n ∑ 

t=1 

log p(y t | x t ; θ ) 

= 

n ∑ 

t=1 

log 

( 

m ∑ 

i =1 

p(z t = i | x t ; θg ) p(y t | x i t ; θi ) 

) 

. (2)

To find the network parameters we can maximize the likeli-

ood function using the standard back-propagation algorithm. It

an be easily verified that the back-propagation equation for the
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Algorithm 1 Mixture of Views (MoV) Algorithm. 

Input: A multi-view feature vector x = (x 1 , . . . , x m ) 

Algorithm steps : 

- Compute view level decisions: 

p i (c) = p(y = c| x i ; θi ) , i = 1 , . . . , m 

- Compute a distribution over the views: 

αi = p(z = i | x ; θg ) , i = 1 , . . . , m 

- Compute the multi-view decision: 

p(y = c| x ; θ ) = 

m ∑ 

i =1 

αi p i (c) 
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Fig. 2. MoV network architecture for multi-view classification of breast microcalci- 

fications. 
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arameter set of the i th expert is: 

∂L 

∂θi 

= 

n ∑ 

t=1 

w ti ·
∂ 

∂θi 

log p(y t | x i t ; θi ) (3)

uch that w ti is the posterior distribution of the gating decision: 

 ti = p(z t = i | x t , y t ; θ ) = 

p(y t | x i t ; θi ) p(z t = i | x t ; θg ) 

p(y t | x t ; θ ) 
. (4)

n a similar way, the back-propagation equation for the parameter

et of the gating network is: 

∂L 

∂θg 
= 

n ∑ 

t=1 

m ∑ 

i =1 

w ti ·
∂ 

∂θg 
log p(z t = i | x t ; θg ) . (5)

We can view the gating decision as a hidden random vari-

ble. We can thus use the EM algorithm to optimize the likelihood

unction (2) instead of the back-propagation procedure described

bove. It can be shown that, in neural networks with latent vari-

bles, the back-propagation training algorithm is essentially an on-

ine variant of the EM algorithm [19] . 

The likelihood score (2) is focused on the performance of the

ompound network. It does not, however, explicitly encourage each

iew-level network to obtain the optimal decision based on fea-

ures of the corresponding view. One strategy to overcome this is-

ue is to initially train each view-level network separately and then

se the learned parameters as initial values for the compound net-

ork. We have found that a pre-training approach, which is based

n injecting information into the system via parameter initializa-

ion, does not work well since the network tends to forget its ini-

ialization after a few training iterations. Rather, we use a modified

ikelihood score: 

 (θ ) + λ
∑ 

i 

L i (θi ) (6)

uch that L ( θ ) is the usual likelihood score (2) and L i (θi ) =
 

t log p(y t | x i t ; θi ) is the likelihood score where we only use the

etwork corresponding to the i th view for classification. The pa-

ameter λ controls the relative importance of the view-level and

ntegrated decisions and can be tuned using cross-validation. 

. Multi-view classification of breast microcalcifications 

A screening mammographic examination usually consists of

our images, corresponding to each breast scanned in two views:

he mediolateral oblique (MLO) view and the craniocaudal (CC)

iew. The MLO projection is taken in a 45 ◦ angle and shows part of

he pectoral muscle. The CC projection is a top-down view of the

reast. Both views are included in the diagnostic procedure. When
eading mammograms, radiologists judge whether or not a malig-

ant lesion is present by examining both views and breasts. In an

xpert diagnosis procedure, the expert looks at each of the views

eparately, and delivers one final assessment. 

In this section we present an application of the MoV algorithm

o the classification of breast microcalcifications as benign or ma-

ignant, based on two mammography views. The section is orga-

ized as follows: Section 3.1 explore previous research made on

his task. Section 3.2 describes the use of the MoV model on this

ask. Section 3.3 elaborates on the experimental setup. Finally, in

ection 3.4 we present a performance evaluation of the method. 

.1. Previous work 

In recent years, Several methods were proposed to combine in-

ormation from multiple views in the microcalcification classifica-

ion process. Bekker et al. [8,20] suggested to average decisions

ased on each view separately for the final classification decision.

nother methodology (e.g. [21–23] ) suggests classifying full mam-

ograms using a concatenation of features extracted from CC and

LO views separately. In [21,23] the concatenation also contains

eatures extracted from segmentation masks of masses and micro-

alcifications. 

.2. Method 

We next apply the MoV method presented above for classifi-

ation of breast microcalcifications as benign or malignant. In this

ask, let { x cc , x mlo } denote the extracted features from the CC and

LO views, respectively. The MoV network for this task is: 

p(y = c| x ; θ ) = 

∑ 

i ∈ { cc,mlo} 
p(z = i | x ; θg ) p(y = c| x i ; θi ) (7)

uch that c is either benign or malignant and z is the relevant view.

he network is illustrated in Fig. 2 . In the next section we show

mpirically that the MoV network yields better classification re-

ults than networks that are based on a single view and better re-

ults than other strategies that combine information from the two

iews. In particular, we compare our method to a simple averaging

f the CC and MLO decisions [8,20] : 

p(y = c| x ; θ ) = 

p(y = c| x cc ; θcc ) + p(y = c| x mlo ; θmlo ) 

2 

(8)

he main difference between our method (7) and fixed view av-

raging (8) is that in our method the averaging weights are data-

riven and, as part of the network architecture, the gate network

omputes the relevance of each view for each case separately. 
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Table 1 

Classification results (benign vs. malignant). 

Method Accuracy F-measure AUC 

CC 0.643 (0.08) 0.580 (0.08) 0.639 (0.07) 

MLO 0.629 (0.08) 0.520 (0.12) 0.622 (0.07) 

Avg [8] 0.646 (0.08) 0.573 (0.09) 0.641 (0.08) 

Concat [6] 0.642 (0.09) 0.568 (0.11) 0.637 (0.09) 

MoV 0.665 (0.08) 0.596 (0.08) 0.661 (0.07) 

Fig. 3. Comparison of ROC method curves for the multi-view breast mammography 

classification. 

t  

t  

p  

w

 

t  

v  

c  

e  

p  

b  

w  

M  

s  

W  

f  

g  

e

4

 

t  

t  

t  

t  

d  

e

4

 

c  
3.3. Experiments 

Dataset and features: The empirical evaluation was based on the

DDSM dataset [24] which provides a high number of annotated

mammograms with a biopsy-proven diagnosis. We extracted ROIs

that contained clusters of MCs for which a proven pathology had

been found. In real-life diagnosis procedures, radiologists pay at-

tention to the density of the breast, which can be a good predic-

tor of a woman’s breast cancer risk. We assumed that categorizing

the mammograms based on their density was necessary to com-

pare the different features and classifiers in a more objective way.

The density type for each case (dense or fatty) was a parameter

supplied by an expert as part of the DDSM. In our experiment we

used the dense type cases which accounted for the images in the

dataset. We chose patients in the DDSM dataset that had both CC

and MLO views to test our model. Our dataset was comprised of

890 clusters (445 of CC, and 445 of MLO), of which 233 were be-

nign and 212 were malignant. 

Feature vectors x cc and x mlo were extracted from the CC and

MLO views, respectively. Following [20] , texture features were ex-

tracted from the Curvelet coefficients at intermediate scales (in our

study, two scales), and included the four features mentioned in

[25] for each scale, with three additional features: entropy, skew-

ness and kurtosis. Overall, each extracted ROI was represented by

14 features. 

Training procedure: We used a 10-fold cross validation setup. In

this setup, there is complete isolation of the test set from the train

set. Each fold was only used for testing and never for training. We

thus ensured that no bias was introduced. In addition, 10% from

each training set was used as a validation set in order to opti-

mize the model hyper-parameters, according to the mean results

on the validation sets. Using the features described in the previ-

ous section, the size of the input feature set was 28 (14 features

for each view). The features for each view were inserted into the

expert NN. In addition, all the features were inserted into the gate

NN, to receive the weights for the experts’ predictions. The expert

NN had 2 hidden layers comprised of 24 neurons each. The gate

NN had 2 hidden layers, comprised of 3 neurons each. We used

ReLU non-linear activations between the layers and dropout with

parameter 0.5. We used Eq. (6) as a target function for optimiza-

tion where λ = 1 gave the best results. The objective function was

maximized using the Adam optimizer [26] . The network trained

over 500 epochs with reduction of the learning rate on the loss

plateau and early stopping. 

3.4. Experimental evaluation 

We compared the MoV method to four baseline models: a net-

work based on the single-view (CC or MLO) features as input,

and a network that averages the decisions based on CC and MLO

[20,27] . This model can be viewed as a degenerated version of MoV

where the data-driven gating network is replaced by a simple av-

eraging. We denoted this model as Avg. We also implemented a

network that concatenates CC and MLO features as input, as in [6] ,

which we denoted Concat. 

We optimized each model’s hyper-parameters using a validation

set, to conduct a fair comparison. We used Receiver Operator Char-

acteristic (ROC) curves with accuracy, Area Under Curve (AUC) and

F-measure metrics to evaluate the algorithms’ performance. Table 1

shows the classification results and Fig. 3 shows the ROC curves of

the methods we implemented. The results are the 10-fold test set

classification average, computed over several experiments. As can

be seen from the tables, using the MoV method yielded the best

results in all metrics. 

We performed a DeLong test [28] comparing the MoV model

paired with each of the baseline models. The input to the DeLong
est consisted of predictions from the 10-fold cross validation with

he corresponding labels. The DeLong test examined the null hy-

othesis that both methods had the same AUC. All the hypotheses

ere successfully rejected with p -value < 0.05. 

To further analyzing the role of the gate network, we conducted

he following experiment. For each CC-MLO image pair, the single

iew based expert which made the soft prediction that was the

losest to the ground-truth label, is considered as the preferred

xpert. Formally, given an image x with label c , the preferred ex-

ert is ˆ i = arg max i p(y = c| x i ) . For example, assume the correct la-

el is benign and the CC and MLO based networks predict benign

ith 60% and 80% respectively. Then the preferred expert is the

LO network. We checked whether the gate network hard deci-

ion ˆ z = arg max i p(z = i | x ) is correlated with the preferred expert.

e averaged the number of test images where ˆ i = ˆ z over the 10-

old test set, and the result was 0.55. This indicates that indeed the

ate makes an informative decision that is better than a simple av-

raging. 

. Segmentation of multiple sclerosis in brain MRI 

In this section we present the MoV application for segmenta-

ion of Multiple Sclerosis (MS) lesions in 3D brain MRI acquisi-

ion. Section 4.1 presents the multiple phases in the segmenta-

ion pipeline. Section 4.2 describes the different architectures and

raining procedures to implement the MoV method. Section 4.3

escribes the experimental setup. Finally, Section 4.4 presents the

valuation of the method compared with other fusion methods. 

.1. Method pipeline 

In the MS segmentation task, each voxel in the 3D MRI scan is

lassified as a lesion or non-lesion. The method uses a patch-based
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Fig. 4. Examples of ROI patches from the axial (Top row), coronal (middle row) and 

sagittal (bottom row) views. Contrasts from right to left: MPRAGE, T2w, PDw, FLAIR. 
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n

onvolutional neural network (CNN) architecture to classify a given

oxel according to its local neighborhood. A rule-based phase is

pplied to choose the voxels that needed to be classified. 

.1.1. Candidate extraction 

Given a 3D MRI scan, the first stage functions as a filter of non-

elevant voxels. To reduce the computational cost of the subse-

uent CNN, only voxels that are lesion candidates are passed to the

NN prediction, while the other voxels are predicted as non-lesion.

As in [29] , we used two thresholds in the selection of can-

idates, based on clinical observations. Lesions appear as hyper-

ntense regions in fluid-attenuated inversion recovery (FLAIR) im-

ges, making it possible to threshold the input FLAIR image to re-

uce the suspected voxels. MS lesions are mostly located in the

M or on the border between WM and GM. To incorporate this

nformation, a probabilistic WM template [30] is registered to the

LAIR image with a mutual information cost function, where the

egistration allows translation, rotation and non-isotropic scaling.

he WM mask was isotropically dilated in order to take inter-

ubject variability and registration inaccuracy into account. Finally,

he WM mask was thresholded to remove voxels with a low prob-

bility of belonging to the WM. Using this two threshold method

ed to a reduction of 97.5% overall CNN computations. 

.1.2. Patch extraction 

Using the method described in [6] , each 3D candidate (region

f interest (ROI)) was represented by three 2D patches taken from

he axial, coronal and sagittal planes that pass through the voxel

 Fig. 4 ). The patches were centralized around the ROI and were

aken from each MRI modality. Using this method, each ROI is ex-

mined in the context of its immediate neighborhood. This method

ignificantly increases the training samples, since one annotated

ubject contains multiple patches. Patch size was chosen to be 33,

imilar to [29] . 

.1.3. Candidate predicting CNN 

We next apply the MoV method for classification of the ROI’s

atches as lesion or non lesion patches. In this application, we

sed a neural network classifier for each view and a gate model

or a soft combination of the experts’ predictions. Each view-expert

nput is a stack of ROI patches from this view in all modalities. The
ate input is a representation of the patches from all the modali-

ies. 

Let V = { Axial, Coronal, Sagittal} be the set of three standard

mage reconstruction planes. Let x = { x v | v ∈ V } be the patch set

f a given ROI, where x v contains the ROI patches from all

he MRI modalities for view v . The model parameter set is θ =
 θg , θaxial , θcoronal , θsagittal } where θ g are the gate parameters and θ v 

re the parameters of the expert associated with view v . In ad-

ition, let h ( x ) denote the representation of set x computed by a

eural network. The MoV network for this task is: 

p(y = c| x ; θ ) = 

∑ 

v ∈ V 
p(z = v | h (x ) ; θg ) p(y = c| x v ; θv ) . 

uch that c is either lesion or non-lesion. The probability is opti-

ized using Eq. (2) . During the test phase the final prediction is

ositive if p(c = lesion | x ; θ ) > T pred . 

.2. Model design and training 

.2.1. Expert architecture 

Each expert network is comprised of a CNN architecture that

ggregates local spatial features into a higher level representation.

imilar to previous patch-based models [13,29] , the CNN module is

omposed as follows. Two subsequent series of convolution layer,

eLU non-linear activation and max-pooling are followed by an-

ther convolution and two fully connected layers. The latter fully

onnected (FC) layer is connected to the output layer with a logis-

ic regression non-linearity. 

.2.2. Gate architecture 

Since the gate module goal is to differentiate the relevant from

rrelevant experts predictions for a given sample, it is crucial for

he gate to receive the optimal information for its role. Several de-

ign possibilities were considered for the gate consisting of the fol-

owing model structures and input representations: 

• Patch Concatenation gate (PC gate) - the gate input h ( x ), is a

concatenation of patches from all views. In this case, the gate

model is a CNN, which learns the appropriate weight for each

expert opinion from raw data. 

• Representation Concatenation gate (RC gate) - the gate input

h ( x ) is a concatenation of input representations from each view

expert. Layer l features from all experts’ Conv modules are con-

catenated as input for a Multi- Layer Perceptron (MLP) gate. We

chose l to be the last layer from each expert, in order to use

each expert’s most abstract representation. This method uses

fewer parameters than the former while relying on the experts’

representations rather than learning directly from the data. 

• Representation Attended gate (RA gate) - the gate input h ( x ) is

the same representation as above, but the gate structure dif-

fers. In this model, the gate’s MLP learns a function f : R v − > R,

mapping each expert’s representation from dimension v to a

real number, a score value. An additional softmax layer applied

on all the scores gives the final prediction. Although it is not

using all the representations simultaneously, this structure has

the advantage of being a simple model, requiring fewer param-

eters to optimize. 

The three gate architectures are illustrated in Fig. 5 . 

.2.3. Model training 

Given that the MoV is a compound of several networks, the

bility to propagate gradients back through all the modules in

n effective manner was a concern. Therefore, a number of well-

nown methods were applied to optimize the subnetwork compo-

ents. 
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Fig. 5. Illustrations of the compared gate models: PC gate, RC gate and RA gate. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 6. Challenge pre-processed scans (a) MPRAGE, (b) FLAIR, (c) T2w, (d) PDw, with 

rater (e) #1 and (f) #2 segmentations. 
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• Following the VGG network [31] , we optimized each subnet-

work separately, which was used as an initialization point for

the MoV framework. Each view network was pretrained to op-

timize the cross entropy loss given only single view inputs. In

addition, the RC gate was pretrained using the predictions and

representations from the pretrained experts as follows. We cre-

ated a dataset containing the representations of samples where

at least one expert gave the correct prediction. We labeled the

samples according to the expert who gave the closest estima-

tion. The gate’s predictions on the dataset were optimized us-

ing a multinomial cross entropy. 

• As shown in previous works (e.g. [32,33] ), adding auxiliary

losses in intermediate layers enhances feature discrimination

and provides further regularization. Following this method,

weighted cross entropy losses were appended to the main loss

during the training phase, where each loss optimized a single

view-expert’s prediction. In the test phase, only the predictions

from the last layer were considered. 

In the experimental section, we compare the results and pro-

vide the rationale for the method chosen. 

4.3. Experimental setup 

4.3.1. Dataset 

The empirical evaluation was based on the International Sym-

posium on Biomedical Imaging (ISBI) 2015 challenge dataset [34] .

The dataset contains MRI scans of five subjects, with four to five

time points per subject, acquired on a 3T MR scanner. Each time-

point includes T1w, T2w, PDw, FLAIR MRI sequences. All the MRI

scans went through the same preprocessing phases [34] by the

challenge organizers, including: removing the bias field, removing

the skull, and rigid registration to 1mm isotropic MNI template. 

The scans were manually delineated by two physicians, who

were blind to the temporal order of the scans. The challenge in-

cludes another set of 14 patients’ MRI scans, used as a test set,

where the physicians’ segmentation are hidden from the partici-

pants. 

A final preprocessing step was applied to the dataset to reduce

the intensity variation. As described in [29] , the intensities of the

images were normalized using histogram matching between each

subject’s images to a reference case after clamping the top and

bottom percentile and rescaling values to the [0,1] range. 

4.3.2. Training configurations 

Leave-one-patient-out was used to evaluate the model perfor-

mance: Each patient’s scans were used once as a test case after
he model was trained on the other four patients’ scans. The re-

ults on the five configurations were averaged. While training each

old, we used three of the subjects as a training set and one sub-

ect as a validation set. Hyperparameters such as the number of

etwork parameters were chosen according to the results on a val-

dation set. 

In the learning procedure. the substantial number of patches

ven before an augmentation, we decided to create the patches on-

ine on the CPU, whereas the model trained on the graphics pro-

essing unit (GPU). We used multiprocessing to speed up the batch

reation process. 

To deal with the imbalance between the lesion and non-lesion

ample size we applied augmentation techniques on the lesions

OIs set. Each batch contained an equal number of lesions/healthy

amples ( Fig. 6 ). 

The augmentation procedure was as follows. The ROI image was

andomly resized in the range of 0.8–1.2 the original size, followed

y interpolation. Then, the image was randomly rotated (up to five

eg) and flipped [left, right, up, down], before extracting the rele-

ant ROI. 

Our model was implemented in Keras [35] . The optimizer that

ave the best results was SGD with Nesterov momentum and a

earning rate of 0.1. During training, we reduced the learning rate
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Table 2 

Dice values of different MoV configurations. The results were evaluated 

on the consecutive scans of subject 1 after the models trained on sub- 

jects 2–5. 

Model T = 1 T = 2 T = 3 T = 4 Avg. 

PC gate 0.646 0.735 0.633 0.594 0.652 

RC gate 0.688 0.755 0.637 0.635 0.679 

PC gate + pretrain 0.678 0.761 0.627 0.591 0.664 

RC gate + pretrain 0.682 0.753 0.639 0.607 0.67 

RC gate + multi-loss 0.685 0.765 0.646 0.617 0.678 

RA gate + multi-loss 0.671 0.77 0.666 0.641 0.692 

Fig. 7. MoV segmentation (left) vs. ground truth segmentation (right). 
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Table 3 

Average area under the Precision-Recall curve of 

the compared methods. 

Model AUC 

Axial 0.699 (0.08) 

Coronal 0.693 (0.09) 

Sagittal 0.687 (0.08) 

Concat [6] 0.727 (0.06) 

Avg [8,13] 0.740 (0.06) 

MoV 0.742 (0.06) 

4

 

o  

a

4

 

t  

w  

c  

(  

A  

R  

p  

m  

m  

w  

O  

i  

t  

1  

s  

t  

s  

o  

b  

s

4

 

m  

s  

f  

n  

h  

i  

p  

s  

w

 

m  

a  

m  

a

 

r  

f  

r  

a

 

y  

n  

c  
hen the model reached a plateau on the validation set. In addi-

ion, an early stopping method was utilized after 15 epochs of lack

f improvement on the validation set. The model took around 120

pochs to converge. We used a batch size of 64. 

.3.3. MoV optimal model 

To compare the different MoV gate configurations mentioned

n Section 4.2.2 , and explore the training methods presented in

ection 4.2.3 , we used patient 1 as a test case. Table 2 shows the

ice results obtained by the different configurations, for patient 1

onsecutive scans (from T = 1 to T = 4). A number of conclusions

an be drawn from the table. 

1. Input representation - The MoV model achieved more accu-

rate results using the experts’ representations as gate input

rather than the raw input. 

2. Training procedure - generally, the pre-train phase improved

the performance of PC gate, but not the RC gates. RC gate ap-

peared to perform best without multi-loss and pre-training.

More in-depth examinations of the experts in the vanilla RC

model showed that each expert trained poorly suggesting

that the experts do need sub-network optimization such as

multi-loss. 

3. The RA gate with multi-loss performed better in most scans

and on average. 

For these reasons, we decided to implement the RA gate with

ulti-loss. 

We next assessed the MoV performance by visual inspection.

e compared the segmentation map of the MoV model to the

iven segmentation. As can be seen in Fig. 7 , the MoV segmenta-

ion was fairly accurate, with high recall, but with false positives,

ainly on lesion borders. To reduce small artifacts, each lesion

maller than N voxels was excluded. N voxels was chosen to be three,

ccording to the model artifact size. 
.4. Experimental evaluation 

We conducted experiments to evaluate the relative effectiveness

f the MoV method. First, we describe the metrics used for evalu-

tion and then present comparative results. 

.4.1. Comparison metrics 

In order to measure the performance irrespective of any par-

icular threshold or operating point, the area under curve (AUC)

as obtained. We plotted the Precision-Recall (PR) curve which is

onsidered more informative than receiver operating characteristic

ROC) curve in highly imbalance datasets [36] , and calculated the

UC. In addition, the following threshold based metrics were used:

ecall, Precision, Dice, Lesion true positive rate (LTPR), Lesion false

ositive rate (LFPR), and absolute volume difference (AVD). LTPR is

easured by dividing the number of lesions in the suggested seg-

entation that overlap with a lesion in the reference segmentation

ith the number of overall lesions in the reference segmentation.

verlap is counted if both the algorithm and the human rater have

dentified the same lesion, though not necessarily to the same ex-

ent. Lesion lists in each volume were obtained according to the

8-connected components of lesion voxels in each volume. The ab-

olute volume difference (AVD) is the absolute difference between

he number of non-zero voxels in the automatically and manually

egmented volumes divided by the true volume of lesion voxels. In

rder to create a fair comparison between models using threshold-

ased metrics, we chose the threshold that optimized the Dice re-

ults of the method on the validation set. 

.4.2. Experimental results 

Similar to the MC classification task, we examined single view

odels (e.g. axial, coronal and sagittal networks), as well as a deci-

ion averaging model and a late fusion model. As in [6] , in the late

usion model we concatenated features obtained from each view’s

etwork to acquire a final estimation. All the multi-view models

ad the same number of parameters. In the test phase, after feed-

ng forward the subjects through the networks, voxels with com-

uted probabilities of more than the optimal threshold were con-

idered to belong to the lesion class. Finally, an artifacts reduction

as applied as described above. 

Fig. 8 shows the Precision-Recall (PR) curves of the compared

odels and Table 3 summarizes the average (standard deviation)

rea under curve (AUC) scores. As shown in the table, the MoV

odel had the highest mean AUC. According to Fig. 8 , this is prob-

bly due to the higher precision in high-threshold values. 

The average (standard deviation) of the leave-one-patient-out

esults is summarized in Table 4 . The multi-view models per-

ormed better than the single views on most of the metrics,

egardless of the fusing method. In addition, the MoV method

chieved higher or comparable results on all of the metrics. 

To evaluate the gate decisions in this task, we applied the anal-

sis described at the end of Section 3 . We computed the average

umber of voxels in the test set in which the gate hard decision

oincides with the preferred expert (either axial, coronal or sagit-
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Table 4 

Average cross validation results for the compared models. 

Model Recall Precision Dice LFPR LTPR AVD 

Axial 0.660 (0.13) 0.757 (0.12) 0.689 (0.08) 0.449 (0.16) 0.606 (0.19) 0.256 (0.14) 

Coronal 0.633 (0.15) 0.773 (0.11) 0.685 (0.11) 0.395 (0.10) 0.573 (0.16) 0.206 (0.17) 

Sagittal 0.594 (0.15) 0.768 (0.12) 0.650 (0.11) 0.419 (0.17) 0.559 (0.17) 0.255 (0.21) 

Concat [6] 0.660 (0.12) 0.799 (0.13) 0.708 (0.08) 0.328 (0.16) 0.639 (0.20) 0.245 (0.17) 

Avg [8,13] 0.652 (0.13) 0.814 (0.10) 0.710 (0.08) 0.262 (0.11) 0.609 (0.22) 0.245 (0.16) 

MoV 0.693 (0.11) 0.793 (0.12) 0.727 (0.08) 0.275 (0.09) 0.641 (0.21) 0.212 (0.14) 

Fig. 8. Precision-Recall graph of the compared MS lesion segmentation methods. 
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tal). We have found that this happened in 76% of the voxels. It

shows that the gate indeed learned to choose the relevant expert. 

5. Conclusion 

In this study, we addressed the problem of fusing several data

sources for classification and segmentation tasks. We proposed a

network architecture that is explicitly aware that the input data

are provided by multiple views. 

When demonstrated on the classification task of breast micro-

calcifications given multi-view mammograms, the MoV architec-

ture yielded greater improvement on the dense data. We assume

this is because the fatty data has half of the size of the dense

dataset. In addition, the difference may be derived from the dis-

similarity in tissue compositions. Imaging fatty tissues produces

sharp contrast between the tissues and the MC clusters, allowing

the cluster to normally be seen in both views. On the other hand,

the high intensity of dense tissues could obscure microcalcifica-

tions, leading to clusters seen in only one view. MoV’s ability to

differentiate view level information and predict according to the

discriminative ones may contribute more in these circumstances. 

When validated on the task of MS segmentation, the MoV

method obtained the highest AUC and higher or comparable results

on the other comparison metrics. As expected, the MoV model had

better or comparable results to the Avg model, which is a degen-

erate case of decision fusing, where each expert’s opinion always

has the same importance. 

In the algorithm application for MC classification, we focused

on a two-view mammography, namely CC and MLO. Our method,

however, can be easily extended to mammography with more than

two views. In addition, the ROI features can be extracted automat-

ically using transfer learning methods. Note that in both tasks, the

lack of annotated data limited the validation procedure. Therefore,

these positive outcomes need to be verified on a larger annotated

dataset to reinforce the current findings. 
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