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The pressing need to reduce the capacity of deep neural networks has stimulated the development of net-
work dilution methods and their analysis. In this study we present a framework for neural network prun-
ing by sampling from a probability function that favors the zeroing of smaller parameters. This procedure
of stochastically setting network weights to zero is done after each parameter updating step in the net-
work learning algorithm. As part of the proposed framework, we examine the contribution of L1 and L2
regularization to the dynamics of pruning larger network structures such as neurons and filters while
optimizing for weight pruning. We then demonstrate the effectiveness of the proposed stochastic prun-
ing framework when used together with regularization terms for different network architectures and
image analysis tasks. Specifically, we show that using our method we can successfully remove more than
50% of the channels/filters in VGG-16 and MobileNetV2 for CIFAR10 classification; in ResNet56 for
CIFAR100 classification; in a U-Net for instance segmentation of biological cells; and in a CNN model tai-
lored for COVID-19 detection. For these filter-pruned networks, we also present competitive weight
pruning results while maintaining the accuracy levels of the original, dense networks.

� 2021 Elsevier B.V. All rights reserved.
1. Introduction

The advent of deeper and wider neural networks has made the
need to reduce their storage and computational cost critical, espe-
cially for certain real-time applications. In particular, features such
as model size, memory footprint, the number of floating point
operations (FLOPs) and power usage which are directly related to
the number of network parameters must be considered in
resource-constrained setups such as mobile phones and wearable
devices. In recent years there has been a significant effort to
address the apparent trade-off between test time accuracy and
reliability (which requires sufficient network capacity) and param-
eter frugality, see [1] and references therein. However, having ade-
quate network capacity and maintaining network compactness are
not necessarily contradictory goals. It has been shown that neural
networks are usually overparametrized and therefore can be
pruned while maintaining the same level of accuracy [2–5]. More-
over, overparameterized neural networks can easily overfit and
even memorize random patterns in the data [6], and thus may
not be able to generalize at inference time.
One straightforward approach to reducing the number of neural
network’ parameters consists of systematic weight pruning while
training. In recent years there is an active research on practical
as well as theoretical aspects of pruning strategies. The most nota-
ble result is the lottery ticket hypothesis [7], which states that a
randomly-initialized network contains sub-networks which, when
trained in isolation, reach test accuracy of the original dense net-
work. Based on this hypothesis - a training from scratch strategy
is presented. In earlier works pruning phase was applied following
network training as post-processing to maintain the original net-
work accuracy [6,8–10]. While some recent studies proposed vari-
ous strategies for pruning networks at initialization [11–13]
pruning after training currently outperforms these methods [14].
Moreover, given the numerous pretrained models already avail-
able, and the common practice of comparing new light-weight
models to the respective full capacity networks for benchmarking,
the gain of training with pruning from scratch is not always
significant.

Since pruning by removing a randomly selected subset of
weights may reduce network accuracy [1], a weight pruning deci-
sion is usually based on some scoring criterion, e.g., absolute values
or contributions to network activation or gradients. In this context
it is worth noting that the criterion for setting weight values to
zero while preserving the network performance is debatable. In
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[15] it was suggested that a weight’s magnitude is indicative of its
usefulness in reducing the error, while other approaches have put
forward more sophisticated ”importance” criteria, and utilized the
Hessian of the loss function [16,17] or a Taylor expansion to
approximate its changes due to pruning [18]. However, the latter
approaches involve additional computational costs during training.
The other main sources of variability across different pruning algo-
rithms are the timing and the way the pruning is carried out.
Although setting thresholds below which weights are removed is
useful [8], a stochastic weight pruning criterion that defines the
probability that a weight should be pruned is more flexible. Some
stochastic pruning algorithms require thresholding as well, either
because the weight zeroing is done temporarily or since the prob-
abilistic gating mechanism is not binary [19] – as in Dropout based
approaches [20,4]. Obviously, setting a threshold as well as the
timing and frequency of its application require determining the
right balance between the pruning ratio and accuracy. All these
hyper-parameters are network-dependent and if the threshold is
applied as part of a post-process, it cannot be learned during
training.

A network can be pruned at different levels. While weight prun-
ing is highly prevalent [3,2,4], neuron level pruning, i.e., the
removal of a neuron along with all of its in-going and out-going
connections is considered to be more e-ffective in the reduction
of the computational cost and therefore more suitable for hard-
ware and software optimization [21,22,10,23]. In the same man-
ner, pruning can be applied to redundant channels [24] and
filters (kernels) [25–28] to simplify convolutional neural networks
or to directly reduce the FLOPS [29]. We, hereafter, use the term
node pruning to refer to neuron pruning in fully connected net-
works and filter pruning when we refer to CNNs. We use weight
to refer to a single network parameter. The level of pruning can
be changed in any stage of the optimization, depending on the
pruning objective [30]. However, to the best of our knowledge,
simultaneous pruning of different levels with a single pruning
objective has never been addressed. Moreover, most weight prun-
ing algorithms achieve poor node pruning results, especially when
weight pruning is carried out at the end of a training process based
on some predefined criterion. In that case the probability that all
weights connected to a particular node will be zeroed is exponen-
tially low.

In a recent line of works, regularization of the loss function dur-
ing training process was employed to encourage sparsity. In [31] a
differentiable approximation to L0 regularization via the hard con-
crete distribution was used. Other methods (e.g. [32,33]) have uti-
lized the L1 norm as an alternative approximation to L0. However,
while L2 regularization is occasionally incorporated as part of a
network’s loss function [8,3], its effect on the dynamics of the
sparsity-constrained training process has not been examined.

The key contribution of the current study lies in utilizing weight
decay regularization to facilitate pruning and understanding its
role in manipulating pruning dynamics. Rather than using a fixed
pruning criterion, we define a probability function and a gating
mechanism such that weights with lower absolute values are more
likely to be removed. Regularization then plays a triple role.
Beyond its clear advantage in reducing over-fitting, it decreases
weight’ values, thus increasing their pruning probability. It turns
out that while optimizing for weight pruning, node pruning is
increased as well. Our experiments show that an application of a
weight regularizer suppresses the tendency of weights to compen-
sate for pruned weights that belong to the same sub-network.

The proposed method, dubbed Weight to Node Pruning
(WtoNP), is applied to several standard network architectures, for
both classification and segmentation tasks and is compared to
state-of-the-art weight and node pruning algorithms. Specifically,
we demonstrate its strength using a multi-layer perceptron
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(MLP) for MNIST digits identification, VGG-16 and MobileNetV2
for CIFAR-10 classification, ResNet-56 for CIFAR-100 classification,
a convolutional neural network (CNN) tailored for COVID-19 detec-
tion and a U-Net network for instance segmentation of cell micro-
scopy data. The results show that our method is on a par with both
weight and node pruning algorithms. The simultaneous pruning of
both weights and nodes has the clear advantage of reducing higher
ratios of the parameters, thus saving storage space while more
effectively reducing the computational cost. The main advantage
of the proposed method is its applicability to any neural network
regardless of its architecture or training regime with a very minor
adaptation. The code will be made publicly available upon accep-
tance of this manuscript.
2. Stochastic weight pruning and regularization

Given a network architecture and a training dataset we aim to
learn a sparse parameter set by optimizing a suitable objective
function. Our pruning method is based on zeroing each network
parameter (a.k.a. weight) in a stochastic manner where the proba-
bility of a network parameter to be retained from zero is propor-
tional to its current magnitude. Our explicit goal is removing as
many as possible weights with a minimal performance degrada-
tion. We show that our pruning algorithm indirectly facilitates
the pruning of entire network structures (nodes) which can be
either neurons in a fully connected layer or filters in a convolu-
tional layer.

Consider a neural network ŷ ¼ f ðx; hÞwith an input vector x. For
example, in a classification network ŷ is the predicted distribution
on the pre-defined set of classes while in an image segmentation
network ŷ is the predicted pixel-wise classification of the input
image. The set h consists of all network parameters. These param-
eters are scalars which represent the network’s weights or connec-
tions. The network is trained by minimizing an average loss
function lðf ðx; hÞ; yÞ on the given training data which in supervised
learning tasks is composed of corresponding input–output pairs
fxi; yigni¼1. The loss function may also include a weight regulariza-
tion term RðhÞ:

LðhÞ ¼ 1
n

Xn
i¼1

lðf ðxi; hÞ; yiÞ þ kRðhÞ ð1Þ

where k is a non-negative hyper-parameter that can be tuned on a
validation set. A stochastic gradient descent (SGD) scheme is used
for optimizing the regularized neural network loss function (Eq.
1). The SGD weight update of h during the learning process is:

ht ¼ ht�1 � �rLðht�1Þ ð2Þ
where � is the learning rate and t is the updating iteration. There are
several standard adaptive learning rate schemes (e.g. Adam [34]).

The regularization term RðhÞ in Eq. (1) plays a key role in our
framework. It is defined as the Lp norm of h:

RðhÞ ¼ 1
p
jjhjjpp ¼

1
p

Xm
j¼1
jwjjp ð3Þ

where h ¼ ðw1; . . . ;wmÞ are all trained network parameters.
In [31] L0 regularization was suggested as a direct way to

encourage weight sparsity. L1 norm is often used as an (almost
everywhere) differentiable approximation of L0 to encourage spar-
sity. Here, however, we focus both either L1 and L2 regularizations.
While the L2 norm which encourages weight decay [35,15] has not
been widely used to encourage network sparsity. In the next sec-
tion we show that in our pruning algorithm, which is based on a
stochastic weight gating function that favors zeroing weights with



Fig. 1. Illustration of the WtoNP algorithm main concept. The WtoNP algorithm
is applied to a trained network by sampling weights and pruning them based on
their magnitude. If a weight regularization function is added to the cost function,
pruning of the network neurons also takes place.
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smaller magnitudes, L2 and L1 regularizations are both
advantageous.

In L2 regularized SGD optimization, the update step of h is the
following:

ht ¼ ð1� k0Þht�1 � � � rLðht�1Þ ð4Þ
where � is the learning rate, k0 ¼ k� and t counts the update steps.
Following [35,15] we set 0 < k0 < 1. When the derivative of lðhÞwith
respect to w 2 h is negligible, w shrinks in each step by a factor of
1� k0. Similarly, the SGD update step of h in the presence of L1 reg-
ularization is as follows:

ht ¼ ht�1 � k0signðht�1Þ � � � rLðht�1Þ ð5Þ
which means that for each w 2 h, if j @

@w lðht�1Þj is negligible, w is
rescaled by k0 and becomes smaller in each gradient descent step.

The crux of our method is to stochastically prune network
weights based on their magnitude. A network weight w 2 h is set
to zero after the gradient descent updating step with a probability
that is a monotonically decreasing function of the weight magni-
tude. In other words, weights with magnitudes close to zero have
a higher probability of being pruned. We use a symmetrical func-
tion u : ½�1;1Þ ! ½0;1� such that uð�Þ monotonically maps the
weight magnitude to probability. Let z 2 f0;1g be a Bernoulli ran-
dom variable with parameter uðjwjÞ, i.e.,

pðz ¼ bÞ ¼ uðjwjÞ if b ¼ 1
1�uðjwjÞ if b ¼ 0:

�
ð6Þ

In the proposed modified weight update scheme the weights
are stochastically set to zero after an SGD update step:

h h� � � rLðhÞ ð7Þ
Foreachw 2 hdo :

z � Bernoulli uðjwjÞð Þ
w w � z
In this study we used the function

uðwÞ ¼ 1� 4rðawÞð1� rðawÞÞ such that rðxÞ ¼ 1=ð1þ expð�xÞÞ
is the sigmoid function. The value of a controls the function slope.
It is an hyper-parameter that can be tuned on a validation set.
Other functions can be also considered for u, e.g., a Gaussian
shaped function 1� expð� 1

2 aw
2Þ.

The proposed Weight to Node Pruning (WtoNP) algorithm is
summarized in Algorithm 1 and its main concept is illustrated in
Fig. 1. We first train a network without pruning until convergence
(2) and then perform additional training session that enforces
sparse solutions by stochastically selecting a set of weights to be
dropped (7). We set the number of iterations in the training while
pruning step to be the same as the number of iterations used to
train the network in the initial training phase.

The proposed strategy of random zeroing of network compo-
nents resembles the Dropout algorithm [36]. The main difference
is that dropout temporarily eliminates different fractions of the
weights in each forward–backward session of a single instance
and then restores the original weights values. In our approach
when a weight w 2 h is zeroed its previous value is discarded. In
contrast, in [20] the Dropout procedure is applied to reduce model
discrepancy on redundant weights, thereby potentially reducing
the performance degradation as a result of post-processing pruning
(via threshold application). In contrast, the proposed joint weight
pruning and model optimization explicitly targets both the perfor-
mance and the sparsity of the learned network. Louizos et al. [31]
use an adaptation of concrete dropout and Molchanov et al. [4]
implemented variational dropout. However, both frameworks are
based on trainable drop rates, which implies that the network
parameters during training are doubled.
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In general, there is no direct connection between weight prun-
ing and neuron (or filter) pruning and we expect to have a different
algorithm for each pruning goal. In other words, weight pruning
algorithms do not necessarily encourage other weights in the same
network structure (neuron, filter etc.) to also be pruned. In our
scheme, a weight that was set to zero on the current weight update
step can have a non-zero value on the next steps but since the
updated weight is still small there is a good chance that it will
be set to zero again and so on. In that case we can expect that other
‘neighbor’ parameters that are inputs to same neuron (or are part
of the same filter) will become larger to compensate for the
removed parameter. However, if the network parameters are regu-
larized, the rate of growth of parameters that are neighbors of the
zeroed parameter is suppressed. This in turn causes the entire neu-
ron (in fully connected layer) or filter (in a convolutional layer) to
be less informative for the global network decision such that grad-
ually the magnitudes of its parameters will decay as well until
finally they all will be zeroed. We demonstrate this dynamics for
various network architectures in the experiment section.

Algorithm1: Weight to Node Pruning (WtoNP) Algorithm

Training dataset: input–output pairs fxi; yigni¼1
Goal: learning a sparse parameter set h with respect to some

loss function lðy; f ðx; hÞÞ using an adaptive learning rate
scheme gð�Þ.

for t = 1 to T do
Compute gradients with respect to the loss:
LðhÞ ¼ 1

n

Pn
i¼1lðf ðxi; hÞ; yiÞ þ kkhkpp

Update network parameters:
for every w 2 h do
h h� g rLðhÞð Þ

end for
Stochastically prune weights based on their magnitude:
for every w 2 h do
z � BernoulliðuðjwjÞÞ
w w � z

bf end for
bf end for
3. Experiments and results

To validate the effectiveness of our method, we applied it to
three different classification and an instance segmentation tasks.
We employed several regularization terms: L1; L2 and elastic-net,
as well as no regularization. In most experiments, we initially
reached a baseline model by training a full-size network until con-
vergence. We then applied our pruning strategy to the trained net-



Y. Ziv, J. Goldberger and T. Riklin Raviv Neurocomputing 462 (2021) 555–567
work by performing a combined training and pruning session. Two
additional pruning experiments were conducted (see Table 4) to
show the effect of pruning from scratch.

3.1. Implementation details

We tested the proposed pruning algorithm on four different
network architectures performing four different tasks. The net-
works were trained using Adam optimizer [34] with the following
(default) hyper-parameters: learning rate = 0.001, b1 = 0.9 and
b2 = 0.999. The only exception was the learning rate of the VGG-
like network which was set to 0:0005. The proposed pruning tech-
nique is implemented as a Keras callback or fastai callback and
therefore can easily be incorporated in the training of any network
regardless of its architecture. We define the stochastic function u
as follows:

uðwÞ ¼ 1� 4rðawÞð1� rðawÞÞ; ð8Þ
where r denotes the standard sigmoid function. The hyperparame-
ter a which controls the slope of the sigmoid, was tuned using the
validation set. In our experiments a took values in the range of
½1e� 2;1e� 5�.

3.2. Tested networks and tasks

MLP-300–100 for MNIST classification: The MLP-300–100 [16]
is a fully connected network with two hidden layers, with 300 and
100 neurons each with 267 K parameters. The baselines were
trained for 200 epochs and the networks were diluted for another
200 epochs. We set k ¼ 1e� 4 for all regularizations terms in the
pruning sessions.

VGG-like for CIFAR-10 classification: The VGG-like network
was inspired by the original VGG-16 [37]. It is a standard convolu-
tion neural network with 13 convolutional layers followed by two
fully connected layers with 512 and 10 neurons, respectively. The
total number of trainable parameters is 15 M. We used the CIFAR-
10 dataset [38] to evaluate this model. The network was trained for
250 epochs with L2 regularization. For the pruning session we used
k ¼ 5e� 5 and k ¼ 1e� 5 for L2 and L1 regularization, respectively.

ResNet-56 for CIFAR-10 and CIFAR-100 classification: We
used ResNet-56 [39] from Keras deep learning library that was pre-
trained on ImageNet dataset. To evaluate our method, we first
trained without pruning. The network was then trained with prun-
ing for additional 100 epochs using L2 regularization. In the prun-
ing sessions, we set k ¼ 1e� 4.

U-Net for cell segmentation in microscopy images: The U-Net
architecture which was initially introduced in [40] is a symmetrical
fully convolutional encoder-decoder network with skip connec-
tions. The tested cell segmentation task and the dataset used are
part of the ISBI 2012 segmentation challenge1. For this experiment
we used the serial section Transmission Electron Microscopy
(ssTEM) dataset of the Drosophila first instar larva ventral nerve cord
(VNC) [41]. An example of a microscopy image from the tested data-
set is presented in Fig. 2. To demonstrate the quality of the segmen-
tation results, a manual segmentation (middle) of the cell image on
the left is presented along with the U-Net prediction (right) after the
pruning of 95% of its weights. The training data included 30 images
(512 � 512 pixels), where each training example was paired with a
manual (ground truth) segmentation. The test set consisted of 30
images, whose ground truth annotations were confidential. We used
two kinds of evaluations. In the first we split the training data into
25 training images and 5 test images and evaluated the accuracy
and intersection over union (IoU). In the second, the evaluation
1 http://brainiac2.mit.edu/isbi_challenge/
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was performed on the original test dataset by the challenge organiz-
ers. The U-Net was trained for 200 epochs each session using cross
entropy loss and data augmentation as in [40]. For the pruning ses-
sions, we set the coefficient of all regularizations terms to k ¼ 1e� 4.

DarkCovidNet for COVID-19 detection: The DarkCovidNet
architecture for COVID-19 detection in chest X-ray scans was
introduced in [44] following the DarkNet architecture [45]. This
model consists of 17 convolution layers and is trained for chest
X-ray classification into one of the following three categories:
COVID-19, non-COVID-19 pneumonia and no-findings. We used
the dataset on which the model was trained in the original
paper. This dataset (from two different sources [42,43]) contains
frontal chest X-ray scans of patients diagnosed with COVID-19
(125 scans) or with pneumonia attributed to other causes (500
scans) and healthy controls (500 scans). Fig. 3 presents example
chest X-ray images of a COVID-19 patient (left) a pneumonia
patient (middle) and an healthy subject (right). We used 80%
of the X-ray scans for training and 20% for test. The model
was trained using the code published by [44] for 100 epochs.
For the pruning sessions, we used k ¼ 5e� 4 and k ¼ 1e� 4 for
L2 and L1 regularization, respectively.

3.3. Comparison with different pruning techniques

Pruning results: Table 1 and Table 2 present a comparison of
our WtoNP pruning obtained for MLP-300–100 and VGG-16 with
the state-of-the-art weight and node pruning methods, respec-
tively. For the MLP-300–100, we calculated the neuron percentage
including the input layer, marking with * pruning methods that did
not consider it. For this network we obtained a weight pruning per-
centage of more than 98%, while maintaining higher accuracy than
other pruning methods with similar pruning ratios. The VGG com-
parison was measured in terms of the percentage of pruned filters.
Note the relatively low error rate (6.69) with the high percentage
of weight pruning (93.86%) that was obtained using our WtoNP.
In addition, for this network our method demonstrated competi-
tive filer pruning ratio by removing 60% of the VGG network filers.
We also show competitive results for pruning ResNet-56 on CIFAR-
10 and CIFAR-100 classification tasks, pruning 50% and 30% of the
filters, respectively.

Since the pruning results of networks for medical image anal-
ysis applications are seldom reported in the literature, we pre-
sent a comparison of our WtoNP pruning performances for the
U-Net and the DarkCovidNet by an application of PyTorch prune
module [60]. These open-source pruning functionalities include
the TorchRand for random weight pruning and the TorchSmall
for pruning based on the lowest absolute magnitude. The aver-
age results over three runs for two different baselines are shown
in Fig. 4. The methods were evaluated based on their classifica-
tion errors before and after the pruning procedure and the per-
centages of pruned weights and filters. Note that though less
than 1% of the original U-Net weights remained, the accuracy
and Intersection over Union (IoU) scores were not affected. For
the U-Net and DarkCovidNet Model WtoNP provides the best
performances with significantly higher filter pruning percent-
ages, reducing 50% of the U-Net filter and 70% of DarkCovidNet
filters. The results reported in Tables 1,2 and Fig. 4 were
obtained using L1 regularization for DarkCovidNet and L2 regu-
larization for the other models. Finally, since the DarkCovidNet
was trained to solve 3-class classification problem we demon-
strate its classification performances in each category by confu-
sion matrices, as shown in Fig. 5. Note that the left matrix
which presents classification results after pruning 95% of the
weights is only slightly less accurate than the matrix on the
right which presents classification results obtained for the base-
line network.



Table 4
Comparison of pruning the pretrained DarkCovidNet and MobileNetV2 network to pruning from scratch jointly with training. In the example shown 97% and 50% of the weights
were removed, respectively.

Model Pretrained precision recall F1-score accuracy

CovidNet yes 88.67 82.33 84.50 84.01
no 87.47 80.62 83.10 83.25

Model Pretrained accuracy

MobileNetV2 yes 89.5
no 80.6

Fig. 2. A microscopy image along with its segmentations. A cell microscopy image (left) along with its manual segmentation (middle) and its segmentation prediction by
the U-Net following pruning of 95% of its weights.

Fig. 3. Chest X-ray scans from two different datasets databases [42,43] of a COVID-
19 patient (left) a pneumonia patient (middle) and an healthy subject. The
classification results of this data appear in Fig. 5..
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Pruning light network: MobileNetV2 [62] is a neural network
architecture tailored explicitly for mobile and other resource con-
strained environments, making it more resistant to pruning. We
used the MobileNetV2 for CIFAR-10 classification with 2.2 M
parameters. The baseline model reaches 91.49% accuracy while a
Table 1
Comparison of weight pruning algorithms in terms of test error rate before and after the

Model Method Error rate[%

MLP-300–100 LWC [8]
(MNIST) L-OBS [46]

Zhang et al. [47]
SWS [2]
DNS [48]
GSM [49]
Autoprune [50]
WtoNP

VGG-like BLIND [51]
(CIFAR-10) Zhu et al. [52]

Huang et al. [27]
DCP [53]
SparseVD [4]
WtoNP
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reduction of 70% of the parameters achieves 88.8% accuracy, as
can be seen in Fig. 6. Since existing pruning benchmarks do not
include light networks, comparison to other methods is not
presented.

Computational Reduction: Table 5 presents the computational
costs in terms of FLOPs using 1024 � 1024 pixels image for the U-
Net and DarkCovidNet. It can be seen that our approach signifi-
cantly reduces the FLOPs in comparison to the other presented
methods.

Pruning trained model vs. pruning from scratch: Table 4 pre-
sents a comparison of an application of the proposed WtoNP algo-
rithm to an already trained DarkCovidNet and MobileNetV2
models versus pruning from scratch (i.e., pruning is initialized
together with the first training iterations). As shown in the table,
pruning from scratch is slightly less accurate for the DarkCovidNet
while the accuracy significantly reduced for the more compact
MobileNetV2 network. We also examined concurrent training
and pruning in a transfer learning setup using ResNet-56 network
for CIFAR-100 classification task. For this purpose, we used ResNet
pruning and the percentage of removed weights.

] # % Pruned Weights "
1:64! 1:58 91:77
1:76! 1:82 93:00
1:60! 1:60 95:63
1:89! 1:94 95:70
2:28! 1:99 98:21
1:81! 1:82 98:34
1:72! 1:78 98:75
1:53! 1:71 98:45

6:75! 6:59 86:10
6:49! 6:69 88:24
7:23! 10:63 92:80
6:01! 5:43 93:58
7:55! 7:55 98:46
6:46! 6:69 93:86



Table 2
Comparison of node pruning algorithms in terms of test error rate before and after the pruning and the percentage of removed weights and neurons/filters.

Model Method Error rate[%] # % Pruned Neurons " % Pruned Weights "
MLP-300–100 SparseVD [4] 1:60! 1:80 41:05 97:80
(MNIST) BC [10] 1:60! 1:80 67:14 89:20

L0 [31] 1:60! 1:80 67:30 –
NeST [54] 1:29 16:13� 97:05
Autoprune [50] 1:60! 1:82 69:01 –
WtoNP 1:40! 1:73 49:00 98:30

Model Method Error rate[%] # Pruned Filters " % Pruned Weights "
VGG-like Li et al. [25] 6:75! 6:60 37:12 64:00
(CIFAR-10) StructuredBP [23] 7:20! 7:50 75:17 –

Liu et al. [55] 7:53! 8:25 47:35 36:00
VCNN [19] 6:75! 6:82 62:00 73:34
Wang et al. [56] 6:87! 6:85 59:10 91:80
WtoNP 6:46! 7:71 60:34 83:53

ResNet-56 VCNN [19] 7:99! 7:74 45 20:49
(CIFAR-10) WtoNP 7:88! 7:77 50 87

ResNet-56 Gradual Pruning [57] 28:52! 29:19 – 30
(CIFAR-100) SFP [58] 25:71! 25:90 – 64

Chen et al. [59] 29:99! 30:23 – 36:1
WtoNP 26:90! 27:90 30 86

Fig. 4. Comparison of WtoNP to the PyTorch prune module: RandomUnstructured (TorchRand) and L1Unstructured (TorchSmall) [60] in , and , respectively, for
the U-Net (first row) and DarkCovidNet (second and third row). Weight pruning percentage = 0 corresponds to the b.aseline results.

2 https://pypi.org/project/keras-targeted-dropout/.
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that was pre-trained on the ImageNet. We then compared two
strategies - namely training the ResNet on CIFAR-100 and then
retraining with pruning verses simultaneous training and pruning.
Similar classification performances on CIFAR-100 were obtained
for the two experiments.

3.4. The effects of different regularizations

We next tested the impact of L1 and L2 regularizations on prun-
ing performance for the VGG-like network using the WtoNP and
560
two other pruning approaches that originally did not include a reg-
ularization term. Specifically, we used a standard Keras implemen-
tation of magnitude-based weight pruning [61] and an
implementation of the targeted Dropout algorithm [20] with a Ten-
sorFlow backend2 Table 3 presents the comparisons for pruning of
90% of the weights. The presence of a regularization term facilitated
filters pruning for the magnitude-based weight pruning method in

https://pypi.org/project/keras-targeted-dropout/


Fig. 5. Confusion matrices of the COVID-19 classification results obtained by the DarkCovidNet baseline model (right) and by the model with 95% weight pruning percentage
(left).

Fig. 6. The accuracy of CIFAR-10 classification as a function of the weight pruning
percentage for MobileNetV2.

Table 5
Comparison of FLOP reduction at working point of removing 97% of the DarkCovidNet
weights and 99% of the U-Net weights. We compared WtoNP to the PyTorch prune
modules RandomUnstructured (TorchRand) and L1Unstructured (TorchSmall), The
”FLOPs[%]” is the percentage drop of FLOPs of the pruned model from the baseline
model.

Model Method FLOPs FLOPs[%] #
U-Net TorchRand 266E9 3%

TorchSmall 266E9 3%
WtoNP 37E9 86%

DarkCovidNet TorchRand 3.27E9 13%
TorchSmall 3.17E9 15%
WtoNP 1.71E9 54%

Table 3
Comparison of pruning algorithm at the working point of removing 90% of VGG-like
weights on CIFAR-10. The algorithms are compared in terms of the percentage of
removed filters and test error rate after pruning.

Regularization Method Zero filter Ratio" Error rate[%]#
L2 SKeras [61] 30:3� 5:8 10:4� 0:6

TD [20] 0 9:6� 0:4
WtoNP 26:9� 3:0 9:0� 0:2

L1 SKeras [61] 53:0� 8:9 8:3� 0:6
TD [20] 0 10:0� 0:2
WtoNP 64:1� 2:3 9:8� 0:1

without SKeras [61] 0:1� 0:1 17:7� 0:8
TD [20] 0 10:5� 0:3
WtoNP 1:7� 0:5 8:2� 0:3
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[61] as well. Note, however, that adding a regularization term did
not influence the targeted Dropout pruning method since the prun-
ing in this case is performed as a post-processing step.

Table 6 presents further pruning results obtained using L1; L2
and the elastic-net regularizations with respect to no regulariza-
tion at all for the different neural network architectures. For a fair
comparison, in all experiments we kept the percentage of pruned
weights fixed (by setting k and a) and present the respective accu-
racy and percentage of pruned filters. As can be seen, using L1 for
the VGG-like network exhibits a higher filter pruning ratio,
whereas the pruning ratios of the U-Net were higher using L2 reg-
ularization. Note that in all experiments the objective was exclu-
sively weight pruning rather than the entire filter.
3.5. Pruned network architectures

We next investigated the pruned network architecture for the
MLP, U-Net and DarkCovidNet networks in the presence of L1; L2,
and elastic net regularization.

MLP-300–100 for MNIST classification: The MLP-300–100 is
composed of an input layer of size 784, two fully connected hidden
layers, termed FC1 and FC2 containing 300 and 100 neurons,
respectively, and a softmax output layer with a 10 class decision.

Next, we examined the average number of neurons required
to represent an MNIST digit. Note that in the original network
before pruning, most of the 100 neurons in FC2 were connected
to all 10 neurons in the output layer, where each neuron repre-
sents a single digit. Fig. 7 and Table 7 present the average num-
ber of neurons in FC2 that remained connected to each of the
neurons in the output layer for different regularization schemes.
These average numbers are presented for the case of 95% pruned
weights (Table 7) and as a function of the percentage of pruned
weights (Fig. 7). The last row in Table 7 presents the percentages
of pruned neurons in FC2 when 95% of the pruned weights were
removed. Note that we ran each experiment 4 to 6 times so that
the tables include standard deviation values, shown as error-bars
in the figures.

U-Net for cell segmentation in microscopy images: Fig. 8 pre-
sents the U-Net architecture (lower panel) along with the respec-
tive bar plot (upper panel) listing the percentages of pruned
filters in each layer. Recall that the U-Net was diluted by direct
pruning of its weights. In the presence of L1 (blue), L2 (red) and
elastic-net (yellow) regularizations complete U-Net’s filters were
pruned as well. As expected, the filter pruning percentages were
much lower when no regularization was applied (purple bars).
Table 8 presents the respective percentages of pruned weights



Table 6
Comparison of pruning results for different regularizations.

Model Reg Top-1 Error[%] % Pruned Neurons % Pruned weights

MLP-300–100 L1 2:57� 0:2 42:30� 0:8 92
L2 1:66� 0:1 34:80� 0:7

Elastic-net 2:28� 0:2 41:40� 0:7
No-regularization 1:71� 0:1 13:30� 0:4

L1 2:28� 0:1 45:90� 0:7 97
L2 1:76� 0:1 47:40� 0:7

Elastic-net 1:98� 0:1 45:80� 0:7
No-regularization 2:18� 0:3 16:07� 2:2

Model Reg Top-1 Error[%] % Pruned filters % Pruned weights

VGG-like L1 9:79� 0:1 64:07� 2:3 90
L2 8:97� 0:2 26:96� 3:1

No-regularization 8:17� 0:3 1:68� 0:5
L1 10:10� 0:2 69:86� 1:0 95
L2 8:86� 0:2 17:10� 4:3

No-regularization 8:29� 0:2 1:86� 0:3

Model Reg seg score (rand)" segm score (MI) % Pruned filters % Pruned Weights

U-Net L1 94:48� 0:7 97:43� 0:1 1:45� 0:2 95
L2 95:81� 0:7 98:12� 0:2 68:05� 5:9

Elastic-net 94:25� 0:6 97:39� 0:7 3:46� 2:5
No-regularization 94:28� 0:8 97:72� 0:1 0

Model" Reg precision" recall" f1-score" accuracy" % Pruned filters % Pruned Weights"
DarkCovidNet L1 88:67� 0:4 82:33� 1:4 84:50� 0:7 84:00� 0:1 68:87� 0:6 97

L2 88:28� 0:5 81:72� 1:3 84:17� 0:9 84:00� 0:7 40:07� 8:4
No-regularization 88:89� 1:6 83:00� 1:4 85:11� 1:1 84:33� 2:0 0� 0

Fig. 7. Average number of neurons representing an MNIST digit as a function of the
weight pruning percentage for MLP-300–100. Results are shown for pruning with
L1; L2 and elastic-net as well as without regularization.

Table 7
MLP-300–100 experiment: The average number of neurons in FC2 that remained
connected to a neuron in the output layer (neurons per digit) and the percentage of
pruned neurons in FC2 for MLP-300–100 with different regularization schemes. #
lower is sparser, " higher is sparser.

Regularization # neurons per digit# % pruned neurons in FC2"
L1 11:8� 1:0 84:7� 1:4
L2 24:4� 2:7 64:8� 3:1

elastic-net 11:8� 0:9 80:4� 1:9

w/o reg. 21:7� 1:5 3:5� 2:1
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and filters in the entire network along with the segmentation
scores for the test data.

DarkCovidNet for COVID-19 detection: Fig. 9 presents the
DarkCovidNet architecture (lower panel) along with the respective
bar plot (upper panel) listing the percentages of pruned filters in
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each layer for weights pruning percentage of 97%. In the presence
of L1 (blue), L2 (red) regularizations, entire filters of the deeper lay-
ers were pruned. When no regularization was applied, the filter
pruning percentage was zero.
4. Pruning dynamics

In this section, we investigate the influence of different regular-
ization terms on the dynamics and the structure of weight and
node pruning for different network architectures. To demonstrate
the robustness of the pruning dynamics, we ran each of the exper-
iments 4 to 6 times for different sets of initial weights. Specifically,
we initialized the first training sessions (prior to the pruning) using
different sets of random weights. As a result, the initial weights of
the pruning sessions were different for each run. The plots are
therefore shown with error bars.

Regularization weight: In Fig. 10 we present the dynamics of
weight and neuron pruning for the MLP-300–100 using three dif-
ferent values of L2 regularization coefficients k. As expected, the
percentage of pruned weights increased as k became higher. Con-
sequently, the percentage of pruned neurons increased with k as
well. Table 9 presents the final pruning results.

Regularization terms: We next compared the effects of L1; L2
and elastic-net regularizations with respect to training with no
regularization - on the dynamics of weight and node pruning for
four different architectures. The plots presented in Fig. 11 show
the weight/node pruning percentages as a function of the number
of epochs. In the absence of a regularization term (purple plots) the
node pruning percentage was either low (MLP) or negligible (VGG,
U-Net, DarkCovidNet) whereas the weight pruning percentage was
relatively high. The plots presented for the MLP-300–100 show
that L1 (blue), L2 (red) and the elastic-net (yellow) regularization
terms had a similar influence on neuron and weight pruning
dynamics and percentages. Different patterns of filter pruning
dynamics of the VGG and the U-Net architectures were observed
for the different regularization terms. L1 regularization appeared
to be preferable for VGG filter pruning but for weight pruning L2



Fig. 8. The U-Net architecture and the percentage of pruned filters in each of its layers. Top image: percentage of pruned filters in each layer for the U-Net architecture for
L1; L2, elastic-net regularization and no regularization. Bottom image: a Modified U-net architecture were each box corresponds to a multi-channel feature map, with the
number of channels indicated below the box. Arrows in different colors denote different operations. The gray arrows correspond to copied feature maps.

Table 8
U-Net experiment: Percentages of the pruned filters and weights in the entire network along with the segmentation (seg.) scores in the presence of L1; L2, or elastic-net
regularization terms or without any regularization.

L1 L2 Elastic-net w/o reg

% pruned filters 75:4 82:0 82:3 36:5
% pruned weights 99:9 99:7 99:8 99:8
seg. score (MI) 97:6 97:7 97:3 97:5

seg. score (Rand) 94:9 95:1 93:9 95:0

Fig. 9. The DarkCovidNet architecture the percentage of pruned filters in each of its layers. Top image: percentage of pruned filters in each layer for the DarkCovidNet
architecture in the presence of L1; L2 and no regularization. Bottom image: DarkCovidNet architecture - each box corresponds to a multi-channel feature map. The number of
channels is indicated below the respective box. Arrows in different colors denote different operations.
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Fig. 10. Pruning dynamics for MLP-300–100 trained on the MNIST classification task. Weight (left) and neuron (right) pruning percentages as a function of the number of
epochs. Three sets of experiments were conducted using L2 regularization with different values k ¼ 2e� 4;6e� 4;12e� 4 in , and , respectively.

Table 9
Pruning dynamics for MLP-300–100 applied to the MNIST classification: neuron and
weight pruning percentages in MLP-300–100 when L2 regularization was applied for
different values of k. The results refer to Fig. 10.

k 2e� 4 6e� 4 12e� 4

% pruned weights 97:7� 0:1 98:5� 0:1 98:9� 0:1
% pruned neurons 48:2� 1:1 53:9� 0:7 57:7� 0:9
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performed better. Overall, using L2 regularization for U-Net pro-
vided better segmentation performance, but better filter and
weight pruning ratios were obtained by either L1 or elastic-net
regularizations.

Weight compensation and weight decay: Finally, we tested
our hypothesis that when no regularization is applied, the mag-
nitudes of non-zero weights that are neighbors (connected to the
same network element such as a neuron or filter) of zero
weights, increase to compensate for the missing weights. In con-
trast, in the presence of regularization, this compensation mech-
anism is suppressed and gradually all nodes are zeroed. To
assess our assumptions, we chose a specific layer for each of
the four architectures described above. At the end of each epoch,
we computed the ratio of pruned weights at each node and com-
puted the empirical mean and variance based on all the nodes in
the layer. In a similar way we computed magnitude of non-zero
weights at each node and computhed the empirical mean and
variance based on all the nodes in the layer. The results are
Fig. 11. Percentages of pruned weights (first row) and pruned filters/neurons (second
calculated for each epoch. The plots are presented for different regularization terms: L1
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shown in Fig. 12. The ratio of pruned weights are shown in
magenta and the magnitude of non-zero weights are shown in
blue. The size of the error bars presents the variance per node.
The top row of Fig. 12 presents the results obtained without reg-
ularization. Since a very high percentage of the weights were
pruned, the mean ratio of pruned weights per node (magenta
plot) was almost one. However, the nodes themselves were not
zeroed since the magnitudes of the remaining weights gradually
increased to compensate for the missing weights. The middle
and bottom rows of Fig. 12 present the pruning dynamic results
when L2 regularization was applied. The plots in the second row
present the results for nodes that were not zeroed throughout
the entire pruning process. Similar to the experiments with no
regularization (first row) the magnitudes of the remaining
weights in the none-zero nodes increased to compensate for
the zeroed weights. However, the increment in the mean magni-
tude was much larger and the variance in magnitude was higher,
probably to compensate for the large number of zeroed nodes.
The plots in the third row of Fig. 12 present the mean results
for nodes that eventually decreased to zero. For these nodes
the regularization suppressed the tendency of the non-zero
weights to grow in order to compensate for their neighboring
zeroed weights. Eventually, these weights were also zeroed, as
shown in the blue plots. Note that at the bottom row, since
we presents nodes that were eventually zeroed, the correspond-
ing average ratio of pruned weights per node (magenta) eventu-
ally reaches 1.
row) for MLP-300–100, for VGG-like, the U-Net and DarkCovidNet (left to right)
( ), L2 ( ) and elastic-net ( ) and with no regularization ( ).



Fig. 12. The mean magnitude of non-zero weights per node ( ) and the mean ratio of pruned weights per node ( ) for each epoch. The first row displays pruning
dynamics w/o regularization, the second and third rows display pruning dynamics with L2 regularization of the non-zeroed nodes (second) and the zeroed nodes (third).
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5. Conclusions

In this study we presented a general stochastic approach for
neural network pruning which uses a stochastic gating mechanism
that causes weights with smaller absolute values to be more likely
to be removed. We showed that this pruning method is indifferent
to the network architecture, its training regime and its loss func-
tion. The method was shown to be effective for neuron and filter
pruning as well. This was accomplished by utilizing weight decay
regularization to facilitate pruning, and by exploiting its role in
manipulating pruning dynamics.

Regularization played here a triple role. Beyond its clear advan-
tage in reducing overfitting, it decreased the weight magnitudes,
thus increasing their pruning probability. Moreover, while opti-
mizing for weight pruning, node pruning was facilitated as well.
We empirically examined the mechanism for this effect. While
the ability of L1 and L0 regularization to encourage sparsity is often
mentioned, L2 regularization is seldom discussed in this context.
We showed that L1 and L2 regularization terms suppressed the
‘tendency’ of non-zero weights to compensate for neighboring
pruned weights associated with the same sub-network. We
showed that our pruning results were on a par with both best
weight and node pruning algorithms for different widely used
image classification and segmentation tasks and a large variety of
popular network architectures. We specifically showed that our
pruning approach is effective even in case of dense networks such
as Mobilenet.

Pruning methods vary in their choices regarding sparsity struc-
ture. Some methods are focused on pruning individual network
parameters (weights). They produce a sparse neural network,
which, although smaller in terms of parameter count, may not be
effective to speedups computation using modern libraries and
hardware. Other pruning methods consider groups of parameters
and remove entire neurons or filters to exploit hardware and soft-
ware optimized for dense computation. Current weight pruning
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methods do not create a structured pruned network. In this study
we presented a unified treatment of these two pruning goals and
showed that they can be simultaneously achieved. We showed that
a properly defined weight pruning algorithm can also yield pruning
of entire sub-networks.
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