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Abstract
We present the Atlas of Classifiers (AoC)—a conceptually novel framework for brain MRI segmentation. The AoC is a
spatial map of voxel-wise multinomial logistic regression (LR) functions learned from the labeled data. Upon convergence,
the resulting fixed LR weights, a few for each voxel, represent the training dataset. It can, therefore, be considered as a light-
weight learning machine, which despite its low capacity does not underfit the problem. The AoC construction is independent
of the actual intensities of the test images, providing the flexibility to train it on the available labeled data and use it for the
segmentation of images from different datasets and modalities. In this sense, it does not overfit the training data, as well. The
proposed method has been applied to numerous publicly available datasets for the segmentation of brain MRI tissues and is
shown to be robust to noise and outreach commonly used methods. Promising results were also obtained for multi-modal,
cross-modality MRI segmentation. Finally, we show how AoC trained on brain MRIs of healthy subjects can be exploited
for lesion segmentation of multiple sclerosis patients.

Keywords Brain MRI · Machine learning · Segmentation · Logistic regression classifiers · MS-lesions

1 Introduction

Brain imaging analysis significantly advances the study of
neurodevelopment, aging, neurological diseases, and other
pathologies. Segmentation of the brain tissues, by assigning
a label to each image voxel, is of particular importance as
it allows quantitative computation of properties of interest,
such as volume, thickness, curvature, and morphology.

We present a novel machine learning approach for brain
MRI segmentation, which is based on a new form of
atlas termed an Atlas of Classifiers (AoC). The AoC is
a voxel-wise map of multinomial logistic regression (LR)
functions. The weights of these LR functions are determined
during training via a gradient ascent process that aims to
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maximize a regularized objective function. Given a test
image, a trained AoC assigns to each voxel a vector of label
probabilities. Specifically, the AoC allows soft partitioning
of brain MRI scans into gray matter (GM), white matter
(WM), and cerebrospinal fluid (CSF) tissues. We further
demonstrate how such partition can be exploited for the
segmentation of multiple sclerosis (MS) lesions, using the
AoC’s concepts.

The AoC input data can be composed of either unimodal
or multi-modal raw MRIs or MRI features. We note that in
contrast to CT, corresponding voxels with similar physical
characteristics (T1 and T2 values) that are imaged with
the same imaging protocols will not necessarily manifest
similar gray-levels. Often, this mismatch is addressed by
a normalization of the image intensities, which may be
necessary even for images acquired with the same scanner.
We present a more elegant alternative that also allows
cross-modality segmentation. Rather than directly using the
intensities, i.e., assigning a scalar to every image voxel,
intensity distribution of an image is modelled by a mixture
of Gaussians, representing different tissues, and each voxel
is associated with a vector of probabilities to be assigned
to each component in the mixture. A similar mapping
to a MoG feature space was proposed in [29]. However,
in that work, the main aim was to distinguish between
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Alzheimer disease (AD) patients and patients diagnosed
with mild cognitive impairment (MCI) based on their MRI
scans. Moreover, the classifier proposed in [29] is different
than the proposed logistic regression classifier. The voxel-
wise vectors are key components both in the segmentation
process, as inputs to the objective function of the LR
weights, and in the registration process required for the
alignment of the training data into a common-space for the
generation of the atlas. We should note that in [21], as well,
a set of logistic regression classifier is exploited; however,
in that work (as in [29]), the objective was classification of
the patients’ scans into AD and MCI.

We tested our method on IBSR18 and IBSR20 datasets,
(see [39]) obtaining results that are competitive to com-
monly used segmentation tools. Promising segmentation
results were obtained from a very limited number of
annotated examples. We also demonstrate segmentation
results for IBSR20 images by training the AoC on IBSR18
data as well as cross-modality segmentation results for
MRBrainS13 multi-modal data [34]. Results for noisy MRIs
are shown for the BrainWeb simulated brains data set [10,
11, 26, 27, 33]. Finally, we utilize the 2015 MS Lesion
Challenge datasets [6, 7] to show how an AoC, trained on
brain MRIs of healthy subjects, can be exploited for the
segmentation of white matter lesions in brain scans of MS
patients.

A preliminary version of this work was presented in [24].
Here, we present a more general approach, incorporate
additional features, and provide further validation, including
additional datasets and experiments to demonstrate the
training process as well as robustness to noise, training set
size, and number of features. In addition, we present a novel
methodology by which the AoC is used for the extraction of
tissue-specific pathologies, such as MS-lesions.

The rest of the paper is organized as follows. In Section 2,
a literature review on related work is presented. In Section 3,
we present the atlas of classifiers framework for soft multi-
class segmentation. Experimental results are presented in
Section 4 and we conclude in Section 5.

2 Related work

Bayesian inference was considered, until recently, a
dominant approach to brain MRI segmentation [2, 15,
44, 47]. The key idea is based on the observation that
the image intensity distribution can be modeled, with good
approximation, by a mixture of Gaussians,1 while the prior
is a probabilistic map that can be obtained by a simple

1Estimation of tissues’ intensities using normal distributions is subject
to the removal of the bias field either before or during the segmentation
process.

averaging of aligned manual annotations of brain MRIs.
These probabilistic maps, called probabilistic atlases in
the medical imaging analysis community, are vectorized
representations of the image voxels, where the value of each
entry is the prior probability that a voxel at that particular
location belongs to a particular brain tissue.

Classical atlas-based methods have been shown to
yield successful segmentation results and are applied in
commonly used tools, such as FreeSurfer [15], SPM [2],
Fast-FSL [48], and the Slicer EM segmenter [37]. Since
probabilistic atlases are exclusively generated from the
tissue labels regardless of the associated intensity images,
they have the advantage of being agnostic (and therefore
robust) to MRI contrast. Nevertheless, there might be
significant structural differences between the scans which
require significant transformations either to the atlas
space, or from an atlas space to the image to segment.
Therefore, both test images and the atlas are subject to
significant distortions. To address this issue, the multi-atlas
segmentation (MAS) approach emerged, pioneered in [40].
The MAS (also termed the fused atlas) is specific to a target
image as it is based on its similarity to each image (or image
patches) in the database. Numerous MAS methods have
been proposed, based on different global, local, and non-
local similarity measures and a variety of fusion techniques.
The reader is referred to [22] for the most recent and
comprehensive survey. The flexibility of adapting the atlas
to the test images comes at the price of large memory
storage as well as high computational complexity. In most
cases, it is necessary to store the entire database along with
the associated labels and calculate the pairwise similarities
between a test image and each of the training instances. In
contrast, using the AoC method only the atlas is registered
to the image to segment and not the other way around.

The main principle of the MAS is similar to the K-
nearest neighbour (KNN) approach, where storage and run-
time grow linearly with the size of the dataset. Machine
learning (ML) methods, on the other hand, learn a compact
representation of the training data-set. These methods are,
therefore, more efficient and are able to generalize to
unseen instances of the data. Until recently, classical ML
approaches, such as support vector machines (SVM) or
random forests (RF), were widely used for brain MRI
segmentation, e.g., [36, 46]. Nevertheless, these methods
often require a large training dataset, which may not be
available, as well as a large set of hand crafted features. The
extraction of these features and the construction of decision
trees or support vectors, which have to be specific to a given
acquisition modality (as most features rely on intensities),
are computationally expensive in both the training and test
phases.

Deep neural networks (DNN) gained their popularity
for being able to automatically extract relevant features
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from the data based on training. Recently, a variety
of DNNs for brain tissue segmentation were suggested,
see [1, 9, 14, 20, 28] and references therein. These
methods provide state-of-the-art segmentation results, yet
not without a cost. Key issues refer to the network’s
capacity and the related problems of underfitting, when
the network fails to learn from the training examples as
well as overfitting, when the network “memorizes” them.
An underfitting can be addressed by increasing network’s
capacity but this results in a long and computationally
expensive training process. An overfitting can be resolved
by increasing the number of the training examples; however,
annotated data is often limited. A common solution to
both computational resources and training data shortage
is the image partitioning into either 3D-patches or 2D
slices. Yet, by doing that, the contextual information
is lost. The AoC, on the other hand, is a simple NN
architecture which has a single layer of voxel-wise LR
functions, which all together composed an entire volume.
Moreover, since each voxel-wise LR is location-dependent
yet trained independently, the AoC can be viewed as
partitioning the “heavy” segmentation problem into many
“light” voxel classification problems. Therefore, it does
not suffer from overfitting or underfitting despite the
low number of voxel-wise parameters (and therefore
low capacity) and the relatively much lower training
examples.

3 The atlas of classifiers approach

3.1 Problem definition and formulation

Let I1, . . . , IN denote N sets of medical imaging data, each
containing M items, i.e., In = {l1

n, . . . , lMn }. In a general
framework, N could stand for either the number of subjects
or the number of acquisitions of a particular subject at
different dates. In the same manner M can stand for either
the number of modalities, the number of time-points in a
dynamic MRI sequence or associated functions or filters,
i.e., In � {f m(In)}Mm=1, where In : Ω → R

3 is an MRI
scan defined on a 3D image domain Ω . This general setting
can be reduced to the simplest, most standard case, where
M = 1 and f M(·) is the identity function. We denote by
V the number of image voxels assuming that all data-set
images are of the same size and dimensions.

Let Y1, . . . ,YN denote labeling functions corresponding
to I1, . . . , IN, such that Yn : Ω → {1, . . . L} partitions the
image domain Ω into L disjoint regions of interest (ROIs),
Ω1, . . . , ΩL. Our goal is defined as follows: given an
imaging dataset I1, . . . , IN and the corresponding labeling
functions Y1, . . . ,YN, build an AoC. Then, for each given
test image, use this atlas to segment the image into ROIs.

The proposed AoC allows a statistical summary of the
training sets taking into account both the imaging data and
the corresponding labels. Namely, we define an atlas by a set
of spatially varying multinomial LR classifiers [3], each of
which is represented by M × L voxel-wise parameters. For
comparison, the multi-atlas approach requires voxel-wise
storage of N × L in the case of unimodal data. We note that
the number of features M is much smaller than the training
dataset size N .

3.2 AoCmodel overview

The AoC concept is illustrated in Fig. 1. The training
phase (light blue background) is performed once for a given
database of MRI scans and the corresponding label maps.
Each of the raw images is mapped into a feature space,
which, together with the associated labels, contributes to the
generation of the voxel-wise LR functions that represent the
atlas. The training involves an iterative process in which the
LR weights are learned. Segmentation of a test image (light
red background) is performed by mapping the image into a
feature space followed by a straight forward calculation of
the MAP segmentation using the atlas’ LR functions.

Fig. 1 An overview on the Atlas of Classifiers method: In the training
phase (light blue background), the MR images are projected into the
feature space and are used, along with the associated label maps, to
train voxel-wise classifiers. In the test phase (light red background),
the test image is projected into a feature space and segmented using
the trained classifiers
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3.3 Multi-class classifiers

Softmax regression (or multinomial LR) is a generalization
of the binary LR for handling multiple classes. Let x =
(x, y, z) denote the coordinates of a voxel in Ω ∈ R3.
The training data related to a voxel x and a class l can be
represented by a single M + 1-dimensional vector wl

x =
{wl,0

x , . . . , w
l,M
x }. For the sake of brevity, we define wl

xfx �
w

l,0
x +∑M

m=1 w
l,m
x f m(I (x)), where w

l,0
x is a bias parameter

related to a class l.
Let wMC

x = {wl
x}Ll=1 denote the complete set of multi-class

weights. The multinomial LR is defined as follows:

p(Yn(x) = l|In) = hl(wMC
x , fx) = exp(wl

xfx)
∑L

j=1 exp(wj
xfx)

(1)

where, l ∈ {1, . . . , L} and Yn(x) ∈ {1, . . . , L} is a multi-
class label of a voxel x in In. The objective function for
multi-class labeling is as follows:

J (wMC
x ) = 1

N

∑

n

log p(Yxn|fxn,wMC
x ) − λR

2
‖ wMC

x ‖2 . (2)

Note that an L2 regularization term, weighted by the
hyperparameter λR, is incorporated. Since J (wMC

x ) is
concave a convergence to the global optimum is guaranteed
using a gradient ascent algorithm. The LR weights update,
of each class l = 1, . . . , L for each x ∈ Ω, is determined
by the following gradient ascent expression:

wl
x ← wl

x+ (3)

α

(
1

N

∑

n

(
1{Yxn=l} − hl(wMC

x , f xn)
)
f xn − λRwl

x

)

,

where α defines the learning rate and 1{Yxn=l} = 1 when
Yxn = l and 0 otherwise. The LR weights are initialized
with small, random (normal distribution with zero mean)
numbers.

3.4 Image features

The AoC algorithm can be adapted to any number of
features. Specifically rather than using the gray level values
directly, we use tissue’s probabilities as well as image
gradients. The intensity distribution of each voxel x in the
image In is modeled by a mixture of Gaussians (MoG)
density:

f (x; θn) =
3∑

i=1

αniN(x; μni, σ
2
ni), x ∈ In (4)

where N(x; μ, σ 2) denotes a Gaussian density function
with mean μ and variance σ 2 and θn is the parameter
set {αn,i , μn,i , σ

2
n,i}3

i=1 of the MoG. Each of the three
Gaussians represents a different tissue, i.e., CSF, WM, and

GM. The optimal parameter set of the image MoG model
is learned using an elaborated version of the Expectation
Maximization (EM) algorithm [12] called MAP-EM [16].
Specifically, intensity distribution of each tissue (obtained
from the training label maps) is used to initialize and
regularize the MoG parameters.

Once computing the MoG of the image In, for each voxel
x ∈ In we compute the posterior probability of each one of
the three tissues:

p(tissuei |x; θn) = αniN(x; μni, σ
2
ni)

f (x; θn)
, i = 1, ..., 3. (5)

The feature extracted for each voxel are the three tissues’
posterior probabilities (5). Using this tissues’ poesterior
probabilities instead of the voxel’s intensity significantly
improves the performance of our classifiers and the
accuracy of the preceding registration process (to be
detailed next) as compared to using the original intensities
as features. It also allows multi-modal, cross-modality
segmentation, as described in Section 4.2.

In addition, the absolute values of the voxels’ gradients
gx , gy , and gz in the x, y, and z directions, respectively, are
used either as three distinct features or by their magnitude,
‖(gx, gy, gz)‖, represented as a single feature.

3.5 Registration

Manual labeling of each image is generated in the image
space. To form the AoC all training images and the
associated annotations should be aligned to a common
space. This common space is chosen to be the domain of an
image In̂, whose label map Yn̂ is the one with the highest
sum of pairwise Dice scores [13] with respect to all the other
label maps in the training set. Let In̂ = {f (In̂)}Mi=1 denote
the vectorized representation in the feature space of In̂. The
transformation Rk→n̂ of the coordinates of a training image
Ik to the target image domain can be calculated by solving
the following minimization problem:

R̂k→n̂ = arg
Rk→n̂

min DSIM(In̂, Rk→n̂ ◦Ik)+λReg(Rk→n̂), (6)

where DSIM is the sum of squared differences between the
target and the source image features; Reg() is a regular-
ization term and λ is a non-negative scalar. To calculate
Rk→n̂ we use non-rigid registration following [45]. In prac-
tice, for the AoC construction, rather then calculating a
multi-channel similarity measure, we utilize the registra-
tion in order to augment the data, performing M registration
processes for each annotated image by a pair-wise com-
parison of each feature separately: DSIM(f m(In̂), Rk→n̂ ◦
f m(Ik)). Obviously, registration results (i.e., deformation
fields) obtained for each feature are different. As a result,
M pairs of scalar feature maps and label maps are obtained
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from every training image. This allows us to increase the
training set size in a controlled manner, without distorting
the data due to random, possibly not feasible, deformations.
In fact, following the registration, the label maps are no
longer discrete; therefore 1{Yxn=l} in Eq. 3 is replaced by a
“soft label” Ỹ l

x,n ∈ [0, 1].

3.6 Tissue segmentation of a test image

In the test phase, the AoC is registered, by a non-rigid
transformation Rn̂→TEST, to the image domain of the test
image. This ensures that the test image features ITEST are
not distorted during the registration process. Moreover,
registration of the atlas weights wMC

x serves as a regularizer,
as the weights are spatially smoothed due to interpolation.
We note that while M × N registration operations are
required during training only a single registration operation
is needed at test time. Registration is performed based on
either of the image features. Having a single registration
makes the AoC vulnerable to registration failure, for
example, in the presence of pathology when there are
significant spatial mismatches between the test scan and the
training scans. However, the AoC is much more efficient
than the MAS approaches, which require N registration
operations for each test image.

Once registration is completed, the AoC’s voxel-wise
classifiers (1) are applied to their corresponding voxels in
the test image. The AoC results include soft segmentation
into the L possible classes (ROIs). A hard segmentation can
be obtained by assigning each voxel to the ROI that has
maximum probability.

3.7 Hierarchical segmentation

The AoC can be operated in a hierarchical manner allowing
further partitioning of specific tissues into sub-regions.
Specifically, once tissue segmentation with an AoC is
completed, the AoC scores prior to the softmax operation,
i.e., wl

xfx � w
l,0
x + ∑M

m=1 w
l,m
x f m(I (x)), can be utilized

as features to an additional LR classifier to perform further
segmentation. We exploit this idea for lesion segmentation
in the WM - detailed in Section 4.4.

4 Experimental results

We evaluated the AoC on the IBSR18 and IBSR20 datasets
from the Internet Brain Segmentation Repository (see http://
www.nitrc.org and [39]) and the BrainWeb simulated brains
dataset [10, 11, 26, 27, 33]. Unless noted otherwise, the AoC
was generated in a leave-one-out (LOO) manner excluding
the test image from the atlas construction. To demonstrate
multi-modal and cross-modality segmentation, we used the

MRBrainS13 challenge dataset [34]2. The reported scores
were calculated by the challenge organizers, based on the
test dataset’s segmentation using the proposed AoC method.
Finally, we demonstrate an AoC output can be utilized
as part of a hierarchical framework for the segmentation
of tissue-specific pathologies such as MS-lesions. For that
purpose we use brain MRI scans of MS patients from the
ISBI 2015 MS segmentation challenge dataset [7].

4.1 Unimodal experiments

4.1.1 Unimodal datasets

We used the IBSR and BrainWeb datasets to demonstrate
AoC-based brain tissue segmentation where both training
and test MR scans are of a single modality.

Both the IBSR18 (18 scans, 256 × 256 × 128) and the
IBSR20 (20 scans, 256 × 256 × 60) datasets consist of
MRI T1-weighted volumetric images of normal subjects
and manual labels for three tissue types (CSF, GM,
WM). IBSR18 dataset is provided following skull stripping
and bias correction via CMA routines. Experiments were
applied to IBSR datasets, without annotation correction. We
used the SPM package for bias correction of the IBSR20
dataset3. Image intensities were normalized to improve
contrast between tissues as in [35].

The BrainWeb dataset consists of 20 simulated T1-
weighted brain images, generated with the following MR
simulation parameters: Spoiled Fast Low Angle Shot
(SFLASH) sequence with repetition time (TR) of 22 ms, flip
angle=30°, echo time (TE) of 9.2 ms, and a 1-mm isotropic
voxel size. In order to perform a voxel-wise comparison
between the labels and the simulated data, 19 labeled images
resampled to the resolution of the simulated data were
used.4

4.1.2 AoC training and weights

In the first set of experiments we tested AoC’s training
process, weights, and sensitivity to the number of training
images. For this purpose, we used the IBSR18 dataset.
Figure 2 visually demonstrates the process of training the
multinomial LR weights for the GM and WM intensity
features. Note that as the training proceeds, the spatial
contrast between the weights representing different tissues
is enhanced. Also note that voxels at different anatomical
locations that belong to the same tissues may have different
weight combinations. For a quantitative assessment of this
observation, refer to Table 1, which presents the means and

2MRBrainS13 challenge: https://mrbrains13.isi.uu.nl/results/
3SPM package:http://www.fil.ion.ucl.ac.uk/spm
4This data was provided by the challenge organizers upon our request.

http://www.nitrc.org
http://www.nitrc.org
https://mrbrains13.isi.uu.nl/results/
http://www.fil.ion.ucl.ac.uk/spm
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Fig. 2 Spatial maps of three Softmax weights wl
x of the WM class: the

bias (first row) the WM (second row) and the GM (third row) inten-
sity features, as captured during the training process based on IBSR18

dataset after 0, 1, 5, 10, and 50 iterations. Left colorbars refer to the
left-most images, right colorbars to the other images in the row

standard deviations (STDs) and the entropy of the within-
tissue weights. This motivates the construction of a spatial
map of classifiers rather than using a single classifier for
each tissue.

To further support the AoC concept, we compared its
performance to the results obtained by the classical tissue-
based classifier approach. We, therefore, constructed two
alternative classifiers: An Average Classifier was obtained
by averaging trained AoC weights per class (tissue) and
feature. In addition, a single multinomial LR classifier
was trained using all brain voxels, regardless of their
spatial location. Training was performed in a leave-one-
out manner, such that all brain scans but the test brain

Table 1 Weights statistics (mean ± standard deviation and entropy) of
the AoC generated based on IBSR18

Feature WM GM CSF

Mean WM 2.06 ± .32 .40 ± 0.73 −.02 ± .08

+ GM .05 ± .66 1.86 ± 0.52 .32 ± .46

STD CSF −.02 ± .18 −.72 ± 1.74 1.92 ± .29

Bias 2.10 ± .37 1.53 ± 1.21 2.23 ± .24

Entropy WM 3.02 3.90 0.26

GM 4.60 4.17 3.66

CSF 0.35 4.01 3.28

Bias 3.23 4.73 3.08

scan were used for training. Table 2 presents the Dice
percentage scores obtained using the proposed AoC method
with respect to both alternative tissue-based classifiers.
As expected, the AoC, having spatial map of classifiers,
outperformed the single tissue-based classifiers. Two-tailed
p-values, computed for unpaired t-tests between the single
per-tissue classifiers and the AoC results, are less than
0.0001. This indicates that the differences in the results are
statistically significant.

We further tested the effect of the number of training
images N on the AoC’s performance using the IBSR18
dataset. We, therefore, conducted N experiments, by
increasing the number of training images from a single
image to N . We ran each experiment 20 times, randomly
selecting the training images. Images that were not selected

Table 2 Dice percentage results for IBSR18 dataset (mean ± standard
deviation) obtained by the proposed AoC and by using single
tissue-specific LR classifiers computed by averaging the weights
of the voxel-wise classifiers (Average Classifier) and by learning a
multinomial LR over all voxels (LR Classifier)

Type LR Classifier Average Classifier AoC

WM 82.16 ± 3.87 87.02 ± 2.29 90.87±2.02

GM 88.13 ± 1.45 85.86 ± 3.94 92.37±2.09

CSF 68.56 ± 7.17 66.26 ± 6.22 75.62±4.19

The best scores are presented in bold font
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for training were used for testing. Figure 3 presents the Dice
error bars computed in this experiment as a function of the
number of training images N . As expected, Dice scores
are higher for larger training sets. Nevertheless, note that
the improvement in performance asymptotically decreases,
suggesting that reasonable segmentation can be obtained for
relatively small training datasets. Also note that the AoC’s
performance is slightly less sensitive to dataset size when
additional features (in this case image gradients) are also
considered.

4.1.3 Unimodal tissue segmentation and comparison

To evaluate the AoC’s performance for the IBSR datasets,
we compared it to the following segmentation methods:
MoG-EM [19], MAP-EM [16], the MoG-based unified
registration-segmentation algorithm from the SPM12 pack-
age [2], and the FAST algorithm from the FSL package [48].
The intensity distribution parameters of the training images
were obtained using the ground-truth labels. The calcu-
lated parameters were used to initialize the MoG-EM and
as priors for the MAP-EM of the test images. The SPM12
toolbox was used with probabilistic atlases calculated from
the IBSR datasets, for fair comparison. Segmentation accu-
racy was calculated per tissue using Dice percentage scores.
Table 3 presents the performance of the different methods,
using mean Dice percentage measures and standard devia-
tions. The proposed AoC method (in particular, following
the incorporation of gradient features) outperforms the other
examined algorithms, for both IBSR18 and IBSR20 data
sets. In addition, in order to test the effect of registration on
the AoC performance, we ran the AoC using affine rather
than non-rigid registration. The results presented in the fifth
column of the table (AoC-aff) show only slight degradation
with respect to the AoC results obtained following non-rigid
alignment (sixth column). Specifically, the degradation is
less than 1% and 0.2% on the average for the IBSR18 and

the IBSR20 datasets, respectively. Two-tailed p-values for
an unpaired t-test between the results of a specific method
and the AoC+Grad results are reported in the table when the
differences in the results are statistically significant. In addi-
tion, refer to [43] for the Dice measures obtained by other
methods applied to these IBSR datasets.

We next tested our method on the BrainWeb dataset.
Segmentation results obtained by the AoC method were
compared with the reported results on this dataset of
four other methods: Non-Uniform Partial Volume Densities
(NUPVD) [5]; Centered Kernel Alignment-based Label
Fusion (CKA-LF) [8]; A unified framework for automatic
Segmentation, Probabilistic Atlas construction, Registration
and Clustering of brain MRI images (SPARC) [38];
Threshold Segmentation and Post Processing pipeline (TS-
PP) [18]. Table 4 presents a comparison, demonstrating the
advantage of our method for the CSF segmentation while
remaining competitive for WM and GM segmentation. For
comparison to other methods applied to this dataset, please
refer to [25].

4.1.4 Tissue segmentation of noisy images

To show robustness to noise, we tested our method on
the BrainWeb normal-brain dataset for the simulated T1-
weighted scans (of size 181 × 217 × 181) with five levels
of additive noise (1%, 3%, 5%, 7%, and 9%). The AoC
was constructed using BrainWeb noiseless T1-weighted
simulated data, based on 20 anatomical models of 20
normal brains. Our AoC performances were compared to
four other methods which reported their Dice percentage
scores to this very same data-set for the WM and GM
tissues. Comparison includes the Adaptive Mean-Shift
(AMS) [32], Maximizer of Posterior Marginals (MPM-
MAP) [31], Three-Layer Gaussian Mixture Model (3L-
MoG) [30], Constrained Gaussian Mixture Model (CMoG)
[17], and a method based on a Generative Diffeomorphic

Fig. 3 Dice error bars for segmentation of the IBSR18 dataset as a function of the number of training images N (the X-axis). The results for
intensity-based AoC (blue) and AoC with both intensity and gradient features (red) are shown for WM (left), GM (center), and CSF (right)
segmentation
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Table 3 Dice percentage results for the IBSR18 and IBSR20 datasets (mean ± standard deviation). Comparison is made with respect to MoG,
MAP-EM, SPM12, FSL, AoC with affine registration and AoC without the gradient-based parameters

Type MoG MAP-EM SPM12 FSL AoC-aff AoC AoC+Grad

IBSR18

WM 77.61 85.89 87.5 87.12 90.31 90.87 90.95

±6.73 ±2.90 ±1.88 ±3.04 ±1.83 ±2.02 ±2.05

p-value < 0.0001 < 0.0001 0.0001 < 0.0001

GM 86.27 88.46 84.76 78.59 92.02 92.37 92.39

±2.98 ±3.01 ±3.14 ±2.50 ±1.36 ±2.09 ±2.14

p-value < 0.0001 < 0.0001 0.0001 < 0.0001

CSF 69.06 72.34 59.87 53.31 74.18 75.62 76.63

±8.50 ± 5.04 ±7.32 ±5.53 ±3.81 ±4.19 ±3.60

p-value 0.0014 0.0059 < 0.0001 < 0.0001

IBSR20

WM 68.04 76.83 81.92 80.10 83.99 84.35 84.54

±14.68 ±11.86 ±3.92 ±7.54 ±4.99 ±4.72 ± 4.49

p-value < 0.0001 0.0098 0.0568 0.0295

GM 77.30 84.79 89.39 69.64 90.94 90.94 91.09

±18.64 ±5.13 ±3.80 ±6.38 ±2.69 ±2.67 ±2.71

p-value 0.0023 < 0.0001 0.1127 < 0.0001

CSF 28.47 36.52 75.44 14.07 79.34 79.48 81.31

±11.05 ±14.67 ±6.18 ±4.88 ±4.15 ±4.23 ±3.51

p-value < 0.0001 < 0.0001 < 0.0001 < 0.0001

Two-tailed p-values of an unpaired t-test between the results of a specific method and the Aoc+Grad results are reported under the corresponding
method when they indicate a statistically significant difference. The best scores are presented in bold font

Model (GDM) [4]. Figure 4 presents the comparison.
We note that our method outperforms the others for
higher noise range. It should be also noted that CSF
scores for these methods were not reported. We, therefore,
performed an additional comparison to two other methods,
having their Dice percentage scores also for the CSF for
noise levels of 3% and 5%. Figure 5 demonstrates the
advantage of the proposed AoC method with respect to
Non-Uniform Partial Volume Densities (NUPVD) [5] and
Subject-Specific Sparse Dictionary Learning (S3DL) [41]
methods.

There are two components that make the AoC robust
to noise. The first one is the bias weights which,
approximately, spatially encode the voxels’ assignments to

Table 4 Dice percentage results (mean ± standard deviation) for
BrainWeb dataset for different methods including NUPVD [5]; CKA-
LF [8]; SPARC [38]; TS-PP [18]

AoC+Grad NUPVD CKA-LF SPARC TS-PP

WM 96.0±.4 96.4 93.4±0.7 93.5±.4 96.4

GM 96.0±.5 96.8 93.0±0.8 92.8±.5 95.7

CSF 96.1±.6 93.5 83.0±4.2 NA NA

each of the tissues. The second, is a spatial smoothness by
filtering with a Gaussian kernel with standard deviation of
0.8) of the voxel-wise scores (wl

xfx) prior to the softmax
operations. Consider, for example, a noisy voxel in a WM
region. Its score will be influenced by both its spatial
location (WM) and its intensity features (which might be
more similar to GM or CSF). Now, given that x is not a
boundary voxel, the voxel’s spatial location will outweigh
in this case due to the spatial smoothness of the scores. In
other words, the final assignment of that voxel, following
the softmax operation, will be mainly influenced by its
neighbors. Thus, its label will be WM, regardless of the
noise.

4.2 Multi-modal and cross-modality experiments

4.2.1 MRBrains13

We tested the proposed AoC on the MRBrainS13 challenge
dataset [34], which contains five sets of (240 × 240 ×
48) multi-modal MRI scans: T1, T1-IR, and T2-FLAIR for
training and fifteen (240 × 240 × 48) multi-modal sets for
testing. First, the AoC method (using intensity distribution
and gradient features was applied in a monomodal fashion
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Fig. 4 Dice percentage scores
(Y-axis) for the WM (left) and
GM (right) tissue segmentation
using simulated T1-weighted
BrainWeb dataset with noise
levels (X-axis) ranging from 1 to
9%

using only T1 scans and obtained high ranking results.
These results outperform all non-deep learning methods in
the challenge [42]. Table 5 presents the Dice percentage
scores obtained with the AoC method. Scores for the
SPM12 method, with different modality combinations, are
listed here for comparison (Dice percentage scores were
taken from the challenge results page). Note that all
available SPM12 results include the T1 modality, which
indicates this modality has a significance influence on
the segmentation quality obtained by this method. Two-
tailed p-values for an unpaired t-test between a specific
SPM12 result and the AoC+Grad result are listed under
the corresponding method, when they indicate a statistically
significant difference.

Next, the AoC was applied to multi-modal scans to
test its ability to perform cross-modal segmentations, i.e.,
testing on modalities that are different from the training.
Only a single modality was used for testing in this case,
as opposed to the SPM12 results presented in Table 5. It
should be also noted that gradient features were not used in

this experiment as, unlike tissue probability maps, they do
not generalize well to different modalities. Dice percentage
scores for this experiment are reported in Table 6. We
find the results very promising given the extremely small
training set and the fact that the intensity distributions
of the tissues significantly differs between the different
modalities, thus affecting the compatibility between the
training and the test feature space.

4.2.2 BrainWeb dataset

We further tested the cross-modality performances of the
AoC in the presence of noise. In this experiment, the AoC
was trained using clean simulated T1 weighted BrainWeb
images (as before), and was tested using simulated noisy
T2-weighted images of the BrainWeb dataset. The main
challenge handling these noisy images is that the intensity
distributions become inseparable when the noise-level
increases. Figure 6 shows the Dice percentage scores for
six T2-weighted images of the BrainWeb dataset with six

Fig. 5 Dice percentage scores (Y-axis) for WM (left), GM (center), and CSF (right) tissue segmentation using the BrainWeb T1-weighted
BrainWeb dataset with noise levels (X-axis) of 3% and 5%
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Table 5 Dice percentage results (mean ± standard deviation) for MRBrainS13 challenge data with the AoC method trained and tested on the T1
modality and for the SPM12 method tested on different modality combinations

Type AoC SPM12 SPM12 SPM12 SPM12

T1 T1 T1, T2-FLAIR T1, T1-IR T1, T1-IR, T2-FLAIR

WM 88.68±1.32 85.58±1.73 86.03±1.48 83.54±2.14 83.64±2.08

p-value < 0.0001 < 0.0001 < 0.0001 < 0.0001

GM 84.59±1.66 80.34±2.37 81.17±2.24 79.41±2.15 80.15±2.39

p-value < 0.0001 < 0.0001 < 0.0001 < 0.0001

CSF 80.46±2.15 70.69±3.75 74.03±3.42 78.25±3.78 76.87±3.13

p-value < 0.0001 < 0.0001 0.001

Two-tailed p-values of an unpaired t-test between a specific SPM12 result and the AoC+Grad result are listed under the corresponding method,
when they indicate a statistically significant difference. The best scores are presented in bold font

Table 6 Dice percentage results (mean ± standard deviation) for MRBrainS13 challenge data

Type T1 and T1 IR T1 and T2 FLAIR T1 IR and T2 FLAIR

T1 WM 83.76±1.59 84.81±1.60 82.16±1.75

GM 80.98±2.11 82.03±2.15 79.87±2.27

CSF 77.30±2.48 77.81±2.43 76.72±2.44

T1 IR WM 79.62±2.47 80.54±2.67 78.65±2.56

GM 74.47±2.30 76.14±2.58 74.69±2.67

CSF 73.12±3.80 73.77±3.85 73.18±3.70

T2 FLAIR WM 73.80±2.24 74.26±2.61 74.03±2.42

GM 74.05±2.56 73.65±2.42 72.89±2.29

CSF 72.80±3.99 73.10±3.88 72.48±3.80

The columns represent the two modalities used for training. Rows represent modalities used for the test

Fig. 6 Dice percentage scores (the Y-axis) obtained for WM (left), GM (center), and CSF (right) tissue segmentation of the BrainWeb
T2-weighted dataset with different noise levels (the X-axis). The results of the MAP-EM algorithm (red) and the AoC (light green) are shown
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different noise levels (0%, 1%, 3%, 5%, 7%, 9%). Note that
the AoC method performs reasonably well, despite the noise
and the fact that it was trained on a different dataset and
modality. As a reference, results of the MAP-EM algorithm,
which is not based on spatial priors (such as atlases) are
shown.

4.3 Comparison to deep learningmethods for brain
tissue segmentation

Deep learning (DL) methods produce state-of-the-art results
in almost any field including brain MRI segmentation.
While we do not consider the AoC as a competitor to
DNNs in terms of performances, as its capacity is much
lower and its significantly shorter training time, we present
segmentation results of state-of-the-art CNNs, to allow
the readers to evaluate the trade-off between simplicity
(computational complexity, number of parameters) and
performance.

Table 7 presents tissue segmentation results of the
IBSR18 and IBSR20 datasets by recent DL methods. This
includes DC-FCN and DC-FCN+6-CNN proposed and
reported in [20], and the nnU-Net presented in [23]. The
respective AoC+grad results are presented as well. The DC-
FCN (Densely Connected Fully Convolutional Network) is
a 3D CNN constructed as an autoencoder. It is designed
to perform coarse brain segmentation. The DC-FCN+6-
CNN is a cascade of two DNNs: the DC-FCN and the
6-CNN which is a 6-layer CNN. The 6-CNN is trained
to correct boundary voxels. The entire DC-FCN+6-CNN
framework performs coarse-to-fine segmentation. The nnU-
Net method [23] is based on the 3D U-Net architecture
which is composed on an autoencoder with skip connections
between corresponding encoder-decoder layers [9]. To
perform this comparison we implemented the nnU-Net
code (as published by the nnU-Net authors) which is
provided with an automated pipeline comprising of pre-
processing, data augmentation and post-processing that can
be adapted to specified biomedical imaging datasets. The
nnU-Net training (for a single fold) required 8–12 h of
GPU (NVIDIA Tesla M40 24GB) and is involved solving
an optimization problem of over 30 million parameters. The

Table 7 Dice percentage results for the IBSR18 and IBSR20 datasets
(mean ± standard deviation) obtained by the AoC and three state-of-
the-art DL methods

Data IBSR18 IBSR20

Type DC-FCN DC-FCN+6CNN nnU-Net AoC+Grad DC-FCN DC-FCN+6CNN nnU-Net AoC+Grad

WM 90.5±2.0 91.6±2.2 94.87±0.98 90.95±2.05 79.9±8.3 84.6±6.2 89.94±1.09 84.54±4.49

GM 91.8±1.1 93.1±1.0 94.97±0.94 92.39±2.14 86.3±5.9 90.1±4.1 93.88±0.89 91.09±2.71

CSF 87.2±4.6 89.7±3.2 84.50±3.26 76.63±3.60 74.6±9.9 81.9±3.1 88.53±1.70 81.31±3.51

Table 8 Dice percentage results (mean ± standard deviation) for the
IBSR20 dataset obtained following training using and IBSR18 dataset

Type nnU-Net AoC

WM 73.01 ± 11.31 82.90 ± 5.50

GM 81.86 ± 4.81 88.23 ± 4.08

CSF 31.18 ± 12.94 55.62 ± 14.79

The comparison includes performances of the AoC and the nnU-Net
which is considered a state-of-the-art DL method

AoC training required 20 min of CPU training.
In Table 7 it can be seen that while the AoC is comparable
(and even outperforms for some tissues) to the DC-FCN
and DC-FCN+6-CNN methods, despite the significant
difference in complexity, the nnUNet obtains the best scores
for all tissues in both datasets (except for the CSF tissue for
the IBSR18 dataset). However, as can be seen in Table 8, the
nnU-Net test results for the IBSR20 scans while performing
the training with the IBSR18 dataset are much lower than
those obtained by the proposed Aoc. This indicates that, in
contrast to the AoC, the nnU-Net ability to generalize to
another dataset (even for the same task, MRI modality and
organ) is limited.

Table 9 presents tissue segmentation results for the
MR-BrainS13 dataset [34] that are reported in MR-
BrainS challenge web page as of January 2021, see https://
mrbrains13.isi.uu.nl/results/. The measures presented in the
table were calculated by the challenge organizers based
on the MR-BrainS13 (uncovered) test data and include
the Haussdorf Distance (HD) and the Absolute Volume
Difference (AVD) in addition to the Dice scores. We chose
to compare the AoC (rank 22 out of 70) with three other
methods: the commonly used 3D U-Net [9] (rank 17), the
DC-FCN+6-CNN [20] and the Multi-modality Aggregation
Network (MMAN) [28]. The DC-FCN+6-CNN (WTA2)
and the MMAN (TailHot) are the fourth and third best
performing methods (respectively) according to the current
challenge’s web-page. It should be noted that the AoC
results shown are based on T1 modality only, while the
other methods’ results are based on T1, T1-IR, and Flair

https://mrbrains13.isi.uu.nl/results/
https://mrbrains13.isi.uu.nl/results/
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Table 9 Segmentation results for the MRBrainS13 datasets as published in [28] and [20]

Method GM WM CSF

Dice ↑ HD ↓ AVD↓ Dice↑ HD↓ AVD↓ Dice ↑ HD↓ AVD↓

MMAN 86.40 1.38 5.72 89.70 1.88 6.28 84.86 2.03 6.75

3D U-Net 85.44 1.58 6.60 88.86 1.95 6.47 83.47 2.22 8.63

DC-FCN 86.00 1.45 5.42 89.74 1.82 5.20 82.47 2.41 6.20

+6-CNN

AoC 84.59 1.97 5.81 88.68 2.19 5.72 80.46 2.84 6.51

The reported Dice score (DC), Haussdorf Distance (HD), and Absolute Volume Difference (AVD) were calculated by the MR-BrainS challenge
organizers for the challenge’s test data and were presented in the challenge web page in January 2021. ↑ denotes higher value is better, ↓ denotes
lower value is better. It should be noted that the AoC has the highest rank with respect to all other none deep learning methods competed in the
challenge. Moreover, the reported AoC’s segmentation results were only based on T1 scans while most other methods utilized T1-IR and FLAIR
scans as well

modalities. Moreover, all 19 methods ranked before the
AoC are based on DL, having much higher capacity and
heavier training. As shown in the Table, the AoC provides
compatible AVD results (lower is better) and the differences
in Dice and HD results are not as significant as one would
expect. AoC test run-time is 6 s and is much lower than
reported test run-times of most other methods (see challenge
web page). It should be noted that the AoC has the highest
rank with respect to all other none deep learning methods
competed in the challenge. Moreover, the AoC’s reported
segmentation results were only based on T1 scans while
most other methods utilized T1-IR and FLAIR scans as
well.

The comparison shown in Tables 7–9 suggests the
AoC as a light-weight alternative to DNNs presenting
comparable results. This is inline with recent efforts to
adapt modern algorithms to small devices with relatively
low memory capacity and computational power (no GPU) as
well as to construct much simpler DL surrogates for analysis
purposes.

4.4 MS-lesion segmentation experiments

The AoC method was developed as a tool for brain
tissue segmentation. We now present its extension to the
segmentation of WM pathologies such as MS-lesions. This
is done by exploiting the outputs of an AoC that was trained
on control brain scans of healthy subjects. We note that if
we had MS-lesion dataset where both the healthy tissues
and the lesions were annotated, we could have trained a
4-class AoC. However, since the available dataset includes
only lesion annotations, we had to use an hierarchical
segmentation approach (as introduced in Section 3.7) to be
detailed next.

4.4.1 Observations and insights

Recall that a score of a voxel x with intensity I (x) for a
class l is denoted by wl

xfx � w
l,0
x + ∑M

m=1 w
l,m
x f m(I (x)).

Visualizing the AoC’s outputs, prior to the softmax
operation, we observed that a triplet of bias weights
{w0,l=WM

x , w
0,l=GM
x , w

0,l=CSF
x } approximately encodes an

assignment of a voxel x to a particular tissue based on its
spatial location. The scalar product between the learned
AoC weights and the features, i.e.,

M∑

m=1

wl,m
x f m(I (x))

is obviously determined by the voxel’s features, i.e., its
intensity probabilities. While an MS-lesion voxel is likely
to be located in WM regions, its intensity appears different.
To capture intensity and spatial properties, we consider the
bias weights and the features’ scalar products, separately.
Based on these observations, the algorithm we propose is
performed in a hierarchical manner, as follows. A trained
AoC is first exploited for tissue segmentation. In the next
step we calculate the AoC outputs, without the bias weights,
for each voxel. This would provide the probability of a
voxel to be assigned to either of the tissues, based on
its intensity, while the dependency on the voxel’s spatial
location is weaker and implicit. AoC bias weights and
probabilities are the features used, in addition to the FLAIR
intensities, to train an additional binary LR classifier. This
binary LR classifier is applied to all brain voxels and allows
to distinguish between voxels in pathological regions and
voxels in healthy brain tissues.



Med Biol Eng Comput

4.4.2 Dataset

We demonstrate how the AoC can be utilized for
MS-lesion segmentation using 14 scans from the MS
segmentation challenge dataset. The MS-lesion database
and the respective annotations are publicly available as part
of the ISBI 2015 MS challenge dataset - reported in [6, 7].
Scans were acquired with 3T Philips scanner and include
T1, T2, PD, and FLAIR sequences. MS-lesions in this set
were annotated by two different raters. Specifically, each
MRI scan was provided with annotations of two raters with
different levels of expertise. One of the raters with four years
of experience and the other with ten years of experience in
delineating lesions. The second rater has overall 17 years of
experience in structural MRI analysis. We use the consensus
(intersection) between the two annotations as the ground
truth label for training and validation.

4.4.3 Features

The AoC from the MRBrainS13 dataset was used for feature
extraction in this experiment. The atlas was registered to
each of the MS-lesion scans using the corresponding T1
scan. The following features were extracted per voxel using
the projected atlas weights and biases: (1) bias weights of
WM, GM, and CSF tissues (three features); (2) probabilities
for WM, GM, and CSF computed using voxel-wise LR
weights without bias weights (three features); (3) voxel
intensities in the FLAIR scan (one feature). Altogether, each
voxel was represented by seven features.

4.4.4 Results

We trained a binary LR classifier using our 7D feature
space, to distinguish MS-lesion voxels and healthy ones.
Training was performed in a leave-one-out manner, using
one scan for testing and all other scans for training. Table 10
presents a summary of different segmentation measures
(fully defined by the MS-lesion challenge paper [7])
computed in this experiment for all scans. We show
the Dice, Positive Predictive Value (PPV), True Positive
Rate (TPR), and the Absolute Volume Difference (AVD)
computed using our AoC & FLAIR–based feature space.
For comparison, we trained an additional LR classifier
using all four modalities available in the MS-lesion dataset.
Each voxel was assigned with its T1, T2, PD, and FLAIR
intensity values to form a 4D feature vector. The classifier
was trained using the same leave-one-out methodology
as the AoC & FLAIR classifier. Segmentation results are
presented in Table 10 under the four modalities column. The
AoC & FLAIR results are much better when compared to

Table 10 MS-lesion segmentation results obtained for 14 scans, using
two different binary LR classifiers

Four modalities AoC & FLAIR

Dice 0.3724±0.1884 0.6503±0.0604

p-value < 0.0001

PPV 0.5971±0.2139 0.7505±0.1926

p-value

TPR 0.3025±0.1821 0.6028±0.0636

p-value < 0.0001

AVD 0.4914±0.281 0.2947±0.2106

p-value 0.0460

Specifically, we compare the proposed classifier using the AoC-
outputs and FLAIR intensity features with the vanilla approach of
using image intensities of the four available imaging modalities. The
mean and the standard deviation are shown for each measure. Two-
tailed p-values computed for unpaired t-tests between the different
quality measures of the two methods are reported when the difference
between the results is statistically significant

the four modalities results. Two-tailed p-values computed
for unpaired t-tests between the different quality measures
of the two methods, are listed when the difference is
statistically significant. The AoC’s segmentation scores are
similar to those reported in the MS-lesion challenge for non-
DL works, and the overlap with the consensus is similar
to the overlap between the raters’ annotations [7]. As a
reference, we provide in Table 11 a list of the trained LR
weights, which roughly estimate the contribution of each
feature to the final classification into either lesion or healthy.

Figure 7 presents AoC and FLAIR segmentation
examples taken from three different volumes (rows). The
figure columns from left to right show T1 scan; FLAIR
scan with the consensus manual markings of the lesions
marked in red and the segmentation results in green; the
consensus manual annotation mask; the segmentation mask;

Table 11 LR weights computed for MS-lesion detection with the
AoC&FLAIR - based feature space

Weights Value

Flair 7.209±0.084

AoC WM probability 0.604±0.030

AoC GM probability −0.087±0.024

AoC CSF probability 0.665±0.028

AoC WM bias 4.895±0.064

AoC GM bias −1.404±0.048

AoC CSF bias 0.051±0.056

Binary LR Bias −14.466±0.137

Mean and standard deviation for the leave-one-out training methodol-
ogy are presented
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Fig. 7 MS-lesion segmentation examples using the AoC and FLAIR
features, for different volumes (rows). Columns from left to right:
T1 scan; FLAIR scan with consensus manual markings (red) and the

segmentation results (green); the consensus manual annotation mask;
the segmentation mask; tissue segmentation of WM (dark blue), GM
(light blue), CSF (green), and MS-lesions (yellow)

tissue segmentation of WM (dark blue), GM (light blue),
CSF (green), and MS-lesions (yellow).

5 Discussion

The atlas of classifiers is a conceptually novel machine
learning approach to brain MRI segmentation, inspired by
the “traditional” probabilistic atlases. An AoC is a spatial
map, defined on the image domain, in which each voxel is
represented by a small set of weights, learned from a much
larger set of annotated scans, that defines a multinomial
LR function. Each of these voxel-wise softmax functions is
more informative than the spatial probability of that voxel,
obtained by averaging the training label maps, regardless
of the intensity images. On the other hand, unlike existing
voxel-wise classification approaches, the spatial location
of each voxel does matter. Consider, for example, the LR
weight maps, displayed in Fig. 2. Voxels of the same

tissues may have different weight combinations depending
on the anatomy. Moreover, in contrast to the atlas fusion
framework, the atlas generation procedure is completely
independent of the test images. In fact, the proposed
algorithm demonstrates comparable segmentation results
for images acquired at imaging conditions and protocols that
are significantly different from the training. Furthermore,
AoC trained on brain MRIs of healthy subjects can be
exploited for the segmentation of white matter lesions in
brain scans of MS patients.

Mapping the image intensities into a feature space based
on their probability distributions allows us to combine the
benefits of machine learning with the prior knowledge of
the underlying anatomy and imaging. The AoC can be
viewed as a light-weight alternative to neural networks. Its
structure allows inputs as big as whole images, gaining the
full contextual spatial information, that cannot be preserved
using image patches. Moreover, being composed of a
single layer, the AoC itself can be registered to the test
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image and not vice versa, thus avoiding possible blurriness
due to interpolation which is a part of the registration
process. Finally, the excellent performances, even in the
presence of noise, were obtained with a very modest training
procedure—a single batch with fewer than twenty annotated
images, a relatively small set of parameters, and no back-
propagation, manifesting its great advantage.
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