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ABSTRACT

In speech enhancement, the use of supervised algorithms
in the form of deep neural networks (DNNs) has become
tremendously popular in recent years. The target function
of the DNN (and the associated estimators) is often either
a masking function applied to the noisy spectrum, or the
clean log-spectrum. In this work, we show that both separate
cost functions are unsuitable for dealing with narrowband
noise, and propose a new composite estimator in the log-
spectrum domain. The new technique relies on a single
DNN that outputs both a masking function and an estimated
log-spectrum. Both outputs are used for the composite en-
hancement. The proposed estimator demonstrates superior
performance for speech utterances contaminated by addi-
tive narrowband noise, while maintaining the enhancement
quality of the baseline algorithms for wideband noise.

Index Terms— Speech enhancement, deep neural net-
work, narrowband noise, single microphone

1. INTRODUCTION

Single-microphone speech enhancement is still an active
research problem, despite the enormous progress in recent
years, most notably due to the introduction of supervised,
DNN-based approaches [1]. The DNN is fed with noisy input
features and trained to enhance the signals. These algorithms
can be roughly split into two families. The first is follow-
ing the deep autoencoder (DAE) paradigm by training the
network to directly transform the noisy input to the clean
signal [2, 3]. In these approaches, a dataset is constructed
with synthesized noisy signals as inputs and clean signals as
outputs. Although the noise suppression of these approaches
is promising, its main drawback is the noticeable speech
distortion.

The second family is the mask-based speech enhancement
algorithms. Here, the DNN is not used for directly filtering
the noisy speech, but rather to estimate a mask which is sub-
sequently used to filter the noisy input. The most common
masks used are the ideal binary mask (IBM) and the ideal ra-
tio mask (IRM) [1, 4]. Once the mask is obtained, the most
common approach is to multiply the noisy spectrum with the
estimated mask. These approaches are characterized by low

speech distortion, but nevertheless, also by limited noise sup-
pression.

In [5, 6, 7] we proposed a different enhancement strat-
egy, applied in the log-spectrum domain. In this approach the
mask is treated as a speech presence probability (SPP) and
applied as follows. For high SPP (meaning speech is domi-
nant), log-spectral bins remain intact. Whenever the SPP is
low (noise is dominant), we attenuate the log-spectrum level
up to a certain predefined level. Our studies showed that a
substantial noise suppression level is obtained, while keep-
ing the speech distortion level under control. However, in
the presence of narrowband noise such as siren or bell ring,
this approach does not always yield satisfactory speech qual-
ity, mainly due to over-attenuated speech content in noise-
dominant frequencies.

In this paper we present a composite enhancement scheme
that combines the benefits of the DAE and the mask-based
approaches while overcoming their drawbacks. We train
a DNN, which jointly outputs the SPP and the clean log-
spectrum. The ultimate estimator is the convex combination
of the log-spectrum at the output of the DNN and the noisy
signal, with the estimated SPP serving as the weight factor.
For high SPP, the estimator is the noisy log-spectrum. For low
SPP values, the estimator is the log-spectrum at the output of
the DNN. For all intermediate SPP values, the estimation is
a weighted sum of the two, thus preserving the smoothness
of the clean speech. The log-spectrum domain is preferred
over the spectrum domain to ensure that noise is fairly atten-
uated, as demonstrated in the experimental study. A similar
approach was presented in [8], but their estimated spectrum
is computed via a DNN in an end-to-end fashion. Therefore,
its applicability to the narrowband scenario is unclear.

2. PROBLEM FORMULATION

Let x[n] denote the discrete time domain samples of a clean
speech signal. The observed signal is a single microphone
recording of a contaminated version of x[n], i.e. y[n] =
x[n] + v[n], where v[n] is the noise signal. The objective
is to estimate x[n] given y[n].

For processing y[n], the time domain signals are trans-
formed into a spectral domain. Let ȳ(`, k) denote the short-
time Fourier transform (STFT) of y[n], where ` is the frame



index and k = 0, . . . ,K−1 is the frequency index. Similarly,
x̄(`, k) and v̄(`, k) are the STFT signals of x[n] and v[n], re-
spectively. The STFT signals are further transformed into log-
spectrum signals, such that y` is the log-spectral vector corre-
sponding to a single time frame, with y`k = log(|ȳ(`, k)|) for
k = 0, . . . ,K/2. Note that the other frequency elements are
discarded due to the symmetry of the discrete Fourier trans-
form (DFT). The time index ` will be sometimes omitted for
the sake of brevity. x and v are defined likewise.

3. ALGORITHM

The speech enhancement algorithm proposed in this paper is
based on a DNN. The DNN is fed with a feature vector, which
is often a log-spectrum vector or a mel-frequency cepstral co-
efficients (MFCC) vector. In this work, the high-resolution
log-spectrum is used. As the temporal context of a frame is
relevant for its estimation, the input to the DNN is usually
a concatenation of the vectors y`−M1 , . . . ,y`, . . . ,y`+M2 ,
with M1 past frames and M2 future frames.

Two prevalent options exist for the DNN target. The first
is the clean log-spectrum, and we dub such a network Spec-
Net. The enhanced log-spectrum in this case is denoted by
x̂spec, and the network’s training loss Lspec is chosen as the
mean square error (MSE). The main drawback of this option
is that many times the reconstructed signal sounds unnatural
and distorted.

A second option is estimating x̄(`, k) by applying a mask
to the noisy spectrum ȳ(`, k) (Mask-Net). The mask is typ-
ically bounded to the range [0, 1], which can viewed as the
probability that a time-frequency bin is dominated by either
speech or noise. An estimation for x̄(`, k) in this case is given
by:

ˆ̄xspp(`, k) = ρ(`, k)ȳ(`, k) (1)

where ρ(`, k) is the masking function, referred to as SPP. The
mask ρ is learnt in a supervised manner, using a DNN. A
binary mask with values of 0 and 1 leads to unsatisfactory
results for speech enhancement. Consequently, a widespread
target value for ρ is the IRM [9]

IRM =

(
|x̄(`, k)|2

|x̄(`, k)|2 + |v̄(`, k)|2

)β
(2)

where β is a parameter which is typically set to 0.5. The
IRM gets values in the range [0, 1], instead of binary values
of either 0 or 1. The network’s loss LSPP used for training
the DNN is the binary cross-entropy loss, although the MSE
loss can be used here as well. However, the former achieved
slightly better results.

An advantage of using SPP is that a relatively small and
simple DNN usually suffices to predict the SPP. However,
a prominent drawback of the SPP is posed in a narrowband
noise scenario. Conversely to broadband noises, a narrow-
band noise occupies specific and limited number of frequency
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Fig. 1: The Comp-Net scheme with two outputs, x̂ and the
estimated SPP. Note that often y is accompanied by context
frames. Spec-Net only has x̂, whereas Mask-Net only has ρ̂.

bands and is temporally (intermittent) continuous. Such noise
type is characterized by high power in a limited frequency
band. When it overlaps with speech regions, ρ will either be
0, which will fully suppress the speech, or will leave a signif-
icant amount of noise, if the SPP is only close to 0.

An intermediate technique is to apply a mask to the log-
spectrum [5], where the mask is similar to the output of Mask-
Net. The enhancement formula for this method is given by

x̂spp = ρ� y + (1− ρ)� (y − γ) (3)

where � is the Hadamard product, and γ is a tunable param-
eter that suppresses noisy log-spectral time-frequency bins.
Satisfactory results are achieved for γ = 1.4. This is in-
fluenced by the log-max approximation, originally suggested
by Nádas [10]. The gist of this approximation is that every
time-frequency bin yk in the log-spectrum can be expressed
as yk ≈ max(xk, vk). Under a narrowband noise case, this
estimator will most probably fully suppress speech compo-
nents that overlap with the noise in the log-spectrum.

Considering the characteristics of the above methods, we
propose a composite scheme resembling (3), which benefits
from their strengths while minimizing their drawbacks. In-
stead of using either a directly estimated log-spectrum or the
SPP-based enhancement, a composite approach is adopted. A
single DNN, dubbed Comp-Net, outputs both x̂ and the SPP
mask ρ̂ (Fig. 1). The network is trained with a combined loss
Lcomp = Lspec + λ · LSPP. Here λ is a regularisation constant,
which was empirically set to 0.5. The enhanced log-spectrum
is then given by:

x̂comp = ρ� y + (1− ρ)� x̂. (4)

For SPP ≈ 1, the estimator simply takes yk as the enhanced
signal. This encourages the naturalness of the recovered
speech, which is lacking when x̂spec is considered. Only
when SPP ≈ 0, namely the time-frequency bin is dominated
by noise, x̂comp relies solely on x̂ as the speech log-spectral
estimate. This may circumvent the suppression of the fre-
quency range, as often encountered in SPP-based enhance-
ment for narrowband noise. It is worth noting that improving
the SPP or the spectrum estimation networks is not a goal of
this paper.

Defining the network’s loss directly on x̂comp, for exam-
ple MSE(x̂comp,x), rather than on ρ̂ and x̂ separately is less
desired. The network will invest its efforts in the SPP branch,



since it is an easier task. Consequently, x̂ will not be mean-
ingful. Adding a regularization term such as MSE(x̂,x) will
fail as well, since by the nature of (4) it will be difficult for
the network to make both x̂ and x̂comp close to x. This was
also verified by our experiments.

To transform the enhanced spectrum or log-spectrum back
to the time domain, 6 y(`, k) is used together with |ˆ̄x(`, k)|,
exp (x̂`k), respectively, for applying the inverse STFT.

4. EXPERIMENTAL STUDY

In this section the experimental setup and results are dis-
cussed. The estimators ˆ̄xspp, x̂spp, x̂composite, and x̂spec are
evaluated and compared against each other. All of the signals
used for training and test were sampled at or resampled to
16KHz. For the STFT analysis, a Hamming window was
used with K = 512 and 75% overlap between successive
windows, for both analysis and synthesis.

The input to Spec-Net, Mask-Net, and Comp-Net was
identical. The context parameters were set to M1 = 5 and
M2 = 4, resulting in the concatenation of ten log-spectral
vectors. Hence, the input feature vector had 2570 compo-
nents. Spec-Net and Mask-Net had an identical hidden layers
architecture. They comprised three fully-connected (FC) lay-
ers, each with 512 neurons followed by a batch-normalisation
(BN) layer and a ReLU activation. The output layer was FC
with 257 neurons for both networks, but with different acti-
vations. Spec-Net had a linear activation, whereas Mask-Net
applied a sigmoid activation to limit the output values to the
range [0, 1]. The Comp-Net had similar hidden layers, but we
found it beneficial to add a dropout layer with drop rate of
0.5 after the each of the first two ReLU activations. Its SPP
output branch and log-spectrum branch were identical to the
Mask-Net’s output and the Spec-Net’s output, respectively.

To train the DNNs, clean utterances were taken from the
Wall Street Journal database [11]. Wideband and narrowband
noise signals drawn from [12] were added to the clean speech
signals at four signal-to-noise ratio (SNR) levels of -5 dB, 0
dB, 5 dB and 10 dB, chosen randomly. Roughly, 1,800,000
feature vectors comprised the database used for training. For
testing the enhancement performance of the algorithms, 100
clean utterances drawn from the TIMIT database were con-
taminated by both wideband and narrowband noise signals
(separately). The wideband noise signals comprised Speech-
like, Car, Room, and Factory taken from the NOISEX-92
database [13], as well as white Gaussian noise. Narrowband
noise signals included Siren, Phone Ring, a Bird’s Tweet and
a Bell Ring, and were taken from [14].

Benchmarks for the enhancement performance were
based on the blind source separation (BSS) evaluation tool-
box [15], with the interfering signal set to 0. The noise signal
was determined as the noise drawn for the noisy mixture.
Standard metrics such as perceptual evaluation of speech
quality (PESQ), originally designed to measure speech qual-

ity of telecommunication systems [16], are less suitable for
evaluating performance under a narrowband noise scenario.
Moreover, we found that PESQ, frequency-weighted SNR
and composite measures [17, 18] did not correlate well with
the subjective speech quality of the enhanced signals. The
SNR, signal-to-artifacts ratio (SAR) and signal-to-distortion
ratio (SDR) measures in [15] aligned better with our (infor-
mal) listening tests. Clean, noisy and enhanced samples can
be found on our website for the reader’s self-impression.1

Quantitative results for the narrowband noise case are
summarised in Table 1. The SPP-based estimator x̂ provides
good SAR and SDR measures, but it can be attributed to its
low SNR improvement. x̂spp shows a more significant SNR
gain, but it is inferior to x̂comp. Spec-Net gives good SNR,
but it comes at the expense of very low SAR and SDR values.
This implies that x̂spec suppresses vital parts of the original
speech, leading to poor speech quality. A possible reason
for this outcome is the over-simplistic DNN implementa-
tion. The composite enhancer x̂comp enjoys the virtues of
both other two estimators. Noise is dramatically suppressed,
while maintaining a good speech quality (high SAR and SDR
values).

The findings arising from Table 2 are exemplified in
Fig. 2. A clean speech signal was contaminated by emer-
gency vehicle siren in the extreme case of -5 dB input SNR,
and then enhanced. The SPP correctly classifies regions as
dominated by speech or noise. Nevertheless, the estimator (1)
removed only a very small portion of the noise. The reason is
that although the SPP is low in those regions, it is still larger
than zero, whereas the noise is very dominant. Therefore the
mask could not eliminate the noise. The other SPP-based
estimator, x̂spp, suffered from the opposite problem and sup-
pressed also speech components. For this figure, γ = 3 was
used, otherwise the noise would not have been attenuated
enough. The Spec-Net estimation results in a clean outcome
but fine details of the original signal are missing. The com-
posite estimator managed to combine the advantages of the
other estimators. For high SPP, the noisy signal remains intact
thus preserving fine details of the clean signal. For low SPP,
x̂ comes into play and tunes the signal level as necessary.

Equally important to the success with a narrowband noise
corrupting a speech signal is the performance under the wide-
band noise regime. By Table 2 it follows that for input SNR
higher than -5 db, x̂comp presents excellent noise suppression
and maintains high speech quality. In the extreme case of -
5 dB input SNR, less successful SAR and SDR are achieved
while vastly attenuating the noise. As in the narrowband case,
the x̂spec estimator again demonstrates low speech naturalness
with high SNR. The Mask-Net based estimators only partly
manage to attenuate the noise for an input SNR of up to 0dB.
Consequently, it is concluded that x̂comp presents satisfactory
results also for wideband noise.

1www.eng.biu.ac.il/gannot/speech-enhancement



SNRout SAR SDR

SNRin -5 0 5 10 -5 0 5 10 -5 0 5 10

x̂spec 11.86 14.60 16.88 19.02 -1.51 -0.29 0.60 1.16 -2.32 -0.75 0.31 0.99
ˆ̄xspp 4.54 9.12 13.38 17.57 6.17 9.51 12.95 16.01 1.30 5.77 9.84 13.49
x̂spp 7.48 12.33 16.65 20.78 5.27 8.00 10.49 12.37 2.43 6.23 9.33 11.65
x̂comp 15.85 19.43 22.53 25.60 2.96 5.59 7.78 9.34 2.26 5.19 7.51 9.17

Table 1: SNR, SAR and SDR for speech signals contaminated with narrowband noise.

SNRout SAR SDR

SNRin -5 0 5 10 -5 0 5 10 -5 0 5 10

x̂spec 6.58 11.74 15.54 18.43 -0.96 0.72 2.01 2.56 -3.50 -0.27 1.55 2.32
ˆ̄xspp 3.76 9.58 14.41 18.80 5.34 8.82 12.72 16.38 0.12 5.51 10.02 13.95
x̂spp 6.18 12.77 17.77 22.00 3.38 6.58 9.99 12.89 0.16 5.15 9.05 12.16
x̂comp 12.64 18.78 22.68 25.87 -0.81 3.50 7.14 9.97 -1.94 3.14 6.90 9.77

Table 2: SNR, SAR and SDR for speech signals contaminated with wideband noise.

(a) The clean signal. (b) The noisy mixture. (c) SPP mask (output of Mask-Net). (d) SPP-based spectrum enhancement
ˆ̄xspp.

(e) SPP-based log-spectrum enhance-
ment x̂spp.

(f) Spec-Net enhancement x̂spec. (g) Composite enhancement x̂comp.

Fig. 2: Spectrograms for speech enhancement for a speech signal corrupted by narrowband noise. Input SNR −5dB.

5. CONCLUSION

DNNs used for speech enhancement usually have a single
target value of either the SPP or the clean log-spectrum. Es-
timators are developed based on each one of them separately.
These choices are incompatible for coping with narrowband
noise. The SPP based estimator applied to the spectrum
does not suppress the noise significantly, and when applied
to the log-spectrum, speech components may be eliminated.

When the target is the clean log-spectrum, distorted speech
is obtained. The proposed technique based on Comp-Net
retains the noisy signal when the SPP is high, contributing
to the speech naturalness. When the SPP is low it takes x̂,
thus removing noise adequately from speech segments, while
avoiding the elimination of speech components. For wide-
band noise, the new method achieves results comparable to
baseline methods.
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