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ABSTRACT
Supervised machine learning algorithms, especially in the
medical domain, are affected by considerable ambiguity in
expert markings, primarily in proximity to lesion contours.
In this study we address the case where the experts opinion
for those ambiguous areas is considered as a distribution over
the possible values. We propose a novel method that mod-
ifies the experts’ distributional opinion at ambiguous areas
by fusing their markings based on their sensitivity and speci-
ficity. The algorithm can be applied at the end of any label
fusion algorithm that can handle soft values. The algorithm
was applied to obtain consensus from soft Multiple Sclero-
sis (MS) segmentation masks. Soft MS segmentations are
constructed from manual binary delineations by including
lesion surrounding voxels in the segmentation mask with a
reduced confidence weight. The method was evaluated on the
MICCAI 2016 challenge dataset, and outperformed previous
methods.

Index Terms— multiple sclerosis, segmentation, multi-
ple annotators, soft labels

1. INTRODUCTION

Multiple Sclerosis (MS) is an autoimmune disease that dam-
ages nerve cells in the brain and spinal cord. This damage
is characterized by the formation of delineated lesions visible
in Magnetic Resonance Images (MRI). It is crucial to be able
to produce an accurate segmentation of MS lesions for reli-
able disease onset detection, when tracking its progression,
and in evaluating treatment efficiency. However, training a
deep learning based model, such as Fully Convolutional Neu-
ral Network (FCNN), for segmentation tasks in the medical
domain is highly challenging because medical data are liable
to inter-expert performance variability associated with differ-
ences in human interpretation and level of expertise. This is
why the model must be trained on the most likely labels which
are determined by fusing the annotations of different experts.

A principled way to address the annotation fusion prob-
lem is to build generative probabilistic models of the expert
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decision processes, and assign labels using standard inference
tools. Here, expert reliability is viewed as an unknown pa-
rameter. Several works have applied the EM algorithm to this
task by incorporating either simple or more complicated gen-
erative models (e.g. [1, 2, 3, 4]). The best known approach
in medical imaging is STAPLE (Simultaneous truth and per-
formance level estimation) [5, 6]. Recently the STAPLE al-
gorithm was extended to the case where the experts provide
a soft opinions in the form of a distribution over the set of
possible decisions [7].

One of the key hurdles facing automatic delineation of
MS lesions is the fact that the lesion contours are not well
defined on the MRI images. This results in considerable am-
biguity in expert markings along the lesion contours. This
prompted the suggestion in [8] to modify the manual delin-
eation by soft labeling of the voxels in proximity to the le-
sion (henceforth “lesion boundary” or “lesion contour”). This
modification involved expanding the original binary mask by
3D morphological dilation and assigning a soft label to the
voxels in the dilated region which is interpreted as the proba-
bility of the voxel to be part of the lesion. Given a soft-label
mask we can train a FCNN by optimizing a soft version of
the Dice score [8]. When there are independent annotations
of the same image by several experts, the problem of obtain-
ing a ground truth lesion boundary is even more severe. In
this case soft labeled masks can be fused by the soft-STAPLE
algorithm [7] to create a soft consensus mask. The soft con-
sensus mask can then serve as a ground truth mask in training
a lesion segmentation network.

A major component in the approach described above is
assigning soft labels to voxels that were annotated as lesion
boundary voxels. Previous studies used a 120% dilation size
of the experts’ manual segmentation masks and a fixed soft la-
beling for all the voxels in the dilated region. Setting a lesion
probability of 0.3 on the lesion boundary voxels achieved the
highest Dice score [8]. Although this approach has proved to
be beneficial, the assignment of the same soft label value to
all the boundary voxels of each expert’s modified mask seems
suboptimal. This simplified approach does not consider the
labels of the other experts on each voxel or the expert’s reli-
ability. The distance of the voxel from the marked boundary
can also make a difference.



In this study we continue the line of work described in
[8, 7], where the authors examined how to create and use soft
segmentation masks. While in the original settings the soft
label value was set to be a constant number, here we propose
a new algorithm to produce finer soft masks by estimating
the most likely soft value to assign to each unreliable voxel in
the mask of each expert. This algorithm can be integrated into
soft mask fusing algorithms as an additional modification step
at the end. This method was evaluated on the MICCAI 2016
challenge dataset, and yielded an improved precision-recall
tradeoff and a higher average Dice similarity coefficient.

2. SOFT LABELING OF BOUNDARY VOXELS

In this section we describe the automatic procedure to assign
soft labels to voxels that were marked as lesion boundaries
in a multi-annotator setup. We start by briefly reviewing a
probabilistic framework for fusing soft labels collected from
several experts [7]. Next, we use this framework to learn the
soft labeling of boundary voxels.

2.1. Fusing soft labels from multiple annotators

Assume x1, ..., xn are random binary variables. In the seg-
mentation of MS lesions, the value of xt indicates whether
the t-th voxel is in a lesion area (‘1’) or not (‘0’). The val-
ues of x1, ..., xn are not directly observed. Instead, there is a
set of m expert physicians and the opinion of expert i on the
value of xt is denoted by yit ∈ {0, 1}. We assume that each
expert i is associated with sensitivity and specificity param-
eters. The sensitivity parameter of the i-th expert is defined
as θi1 = p(yit = 1|xt = 1) and in a similar way the speci-
ficity parameter is defined as θi0 = p(yit = 0|xt = 0). Let
yt = (y1t, ..., ymt) be the experts opinions on the value of
xt. In this setup the STAPLE algorithm [5] can be used to
estimate both the model parameters θ and the image segmen-
tation x1, ..., xn.

Assume next that we can only access a soft version of the
experts’ opinions. In this setting the opinion of expert i on
the value of xt is obtained as a probability qit ∈ [0, 1] that
xt = 1. We use the following notation for the soft opinions
on the value of xt:

qt(B) =

m∏
i=1

qbiit (1− qit)
(1−bi)

such that B = (b1, ..., bm) ∈ {0, 1}m. Note that in the sim-
pler case where the experts’ binary opinions yt are observed,
qt collapses to a delta function:

qt(B) = 1{B=yt}.

Given the above modeling assumptions, the average posterior
probability that xt is a lesion voxel is [7]:

wt =
∑

B∈{0,1}m
qt(B)p(xt = 1|yt = B; θ) (1)

such that θ is the parameter-set and p(xt = 1|yt = B; θ)
is computed using Bayes’ rule. The model parameters
can be found by the soft-STAPLE algorithm [7] which is
an instance of the EM algorithm that extends the classi-
cal STAPLE algorithm [5] to the setup of soft labels. The
soft-STAPLE aims to minimize the following loss function:
L(θ) =

∑n
t=1 KL(qt‖p(yt; θ)) where KL is the Kullback-

Leibler divergence. Eq. (1) is the E-step of the soft-STAPLE
and the M-step is:

θi1 =

∑n
t=1 qitwt∑n
t=1 wt

, θi0 =

∑n
t=1(1− qit)(1− wt)∑n

t=1(1− wt)
.

2.2. Soft label learning

The label mask of each expert annotator can be divided into
three groups: voxels that are inside a marked lesion, vox-
els that are outside, and lesion boundary voxels (voxels in
the dilated region). We treat the labels of boundary voxels
as though the annotator decision was not revealed to us. We
next describe an iterative algorithm for building a combined
soft label at each voxel t. Each iteration consists of two steps.
First, for each expert i who marked voxel t as a boundary, we
estimate the expert’s decision based on the current combined
soft label of this voxel and the sensitivity and specificity pa-
rameters of the expert. In the second step we reestimate the
combined soft label of voxel t based on the soft labeling of all
the experts.

Using the notation defined above, qit is the current soft
belief of expert i that voxel t is a lesion. If voxel t is marked
by expert i inside a lesion then qit = 1, if it is located outside
then qit = 0 and if the voxel is in the boundary region then
qit is estimated by the proposed iterative algorithm.

For each expert i who situated voxel t at the lesion bound-
ary, we re-estimate what the soft label value should have been
for that voxel:

qit ← wtθi1 + (1− wt)(1− θi0), (2)

where wt is the current estimate of the combined soft mask
at voxel t. Given the updated expert-level soft masks we can
recompute the combined soft mask:

wt ←
∑

B∈{0,1}m
qt(B)p(xt = 1|yt = B; θ). (3)

Note that this is exactly the E-step of the soft-STAPLE algo-
rithm [7]. It can easily be verified that if all the experts mark
voxel t as a lesion, then the combined mask is wt = 1 and
similarly when all the experts mark voxel t outside a lesion.
The algorithm is active only at a voxel in which at least one
expert marked it as a boundary. As a result, the running time
of the algorithm is negligible compared to that of STAPLE or
training since the number of such voxels is orders of magni-
tude smaller than the size of the scan and the lesions marks
within it.



Algorithm 1 A learned soft STAPLE

Input: An MRI image with m manual delineations of MS
lesions.
Apply STAPLE algorithm to compute sensitivity and speci-
ficity parameters θ.
for each expert i and voxel t do

qit =

 1 if the voxel is inside a lesion
0.3 if the voxel is at the boundary
0 if the voxel is outside a lesion

end for
for each voxel t do
Iterate the following steps until convergence:
- For each expert i who marked t as a lesion boundary:

qit ← wtθi1 + (1− wt)(1− θi0)

- Recompute the combined soft label:

wt ←
∑

B∈{0,1}m
qt(B)p(xt = 1|yt = B; θ)

end for
Use (w1, ..., wn) as soft labels for training a lesion detec-
tion FCNN.

Following [7] we initialize all soft labels at a boundary
voxel to be qit = 0.3. The sensitivity and specificity parame-
ters for each expert are precomputed by applying the STAPLE
algorithm on the original data. The resulting soft mask, wt,
can then serve as (soft version of) the ground truth in training
FCNNs for automatic MS lesion segmentation. The proposed
algorithm which we dub a learned soft STAPLE is summa-
rized in algorithm box 1.

3. EXPERIMENTAL RESULTS

We evaluated this label fusion method on a publicly available
MS lesion dataset. We trained a lesion segmentation FCNN
with ground truth masks constructed by several label fusion
methods and compared the performance of these methods us-
ing a cross-validation technique.

3.1. Dataset

We used the dataset from the MICCAI 2016 MS lesion seg-
mentation challenge (MSSEG dataset) [9]. It consists of 15
cases from 3 different sites and 3 different MRI scanners
(Philips Ingenia 3T, Siemens Aera 1.5T and Siemens Verio
3T). Each case consists of 4 series of MRI images, composed
of 3D FLAIR, 3D T1-weighted, 3D T1-weighted GADO
and 2D DP-/T2-weighted scans. Seven manual delineations
were provided for each MS patient case with the experts split

over the 3 sites providing the MR images. High inter-rater
variability was found among the experts in terms of the Dice
overlap measure. Figure 1 shows an example of a single slice
with seven MS lesions manual delineations.

3.2. Network architecture and training procedure

To demonstrate the effectiveness of the proposed label fusion
approach we trained a U-net [10] based FCNN. Given the
relatively small dataset size we reduced the number of net-
work parameters as compared to the original U-Net to prevent
over-fitting. For a fair comparison, we used the same archi-
tecture as [7]. The input to the network was a concatenation
of 5 2D slices corresponding to the different MRI modalities:
FLAIR, T1-weighted, T1-weighted GADO, PD-weighted and
T2-weighted. Similar to the U-net, the network architecture
we used was divided into two pathways of corresponding lay-
ers which were connected to leverage both high- and low-
level features. The contracting path alternated 3 × 3 convo-
lution layers and 2 × 2 max-pooling layers with stride 2 for
downsampling. The expansion path alternated 3× 3 convolu-
tion layers and 2 × 2 transposed convolution layers. All the
convolution layers, except for the last one, were followed by
a ReLU layer. Activations of the last convolution layer were
fed to a sigmoid function that produced a probabilistic seg-
mentation map with values in the range of 0 and 1.

3.3. Compared label fusion methods

As a first baseline we applied the standard STAPLE algorithm
[5] on the original binary delineations. We also constructed
soft masks from the experts’ manual delineations by adopt-
ing the protocol and optimal set of parameters (all soft labels
at the lesion boundary were set to 0.3) described in [8]. We
compared these baseline methods to the method here which
is based on learned soft labels. Both the fixed soft labels and
the learned soft labels were combined into a single soft mask
using the soft-STAPLE algorithm [7]. Note that [7] also sug-
gested a simplified version of soft-STAPLE that is more effi-
ciently computed. However, applying this simplified method
using either fixed or learned soft labels yielded inferior re-
sults.

Figure 2 shows an example of a single slice with the soft
mask of the first annotator before and after the soft label learn-
ing phase. As can be seen, voxels situated around the bound-
ary of the soft labeled area were assigned lower soft label val-
ues than in the original formulation.

3.4. Experiments and results

We evaluated the proposed method on the MSSEG dataset by
applying a leave-out cross-validation approach. In each fold
a set of 3 subjects was used for testing, such that subjects
within the set were acquired by a different scanner type. The



Fig. 1: FLAIR modality slice (left image) and its corresponding 7 MS lesions manual delineations. The data are taken from the
MICCAI 2016 MS lesions segmentation challenge.

Fig. 2: Example of modification resulting from the soft label
learning phase. From left to right: original soft mask and the
same mask after the modification. Yellow denotes pixels with
a value of 1. The colors gradually changed to blue as the value
of the pixels decreased.

5-fold cross-validation results produced the final performance
evaluation measures.

Table 1 summarizes the performance, which was evalu-
ated using the constructed STAPLE mask from the test data
annotations, similar to the MSSEG challenge protocol [9],
of the FCNN models that were trained with the compared
ground truth masks. We also evaluated the test results us-
ing the ground truth of seven experts: the test image results
were separately evaluated with respect to each expert and the
average score is reported. Table 2 summarizes the results.

Ground Truth STAPLE
dice precision recall

STAPLE [5] 58.3 67.1 53.0
Fixed soft STAPLE [7] 60.1 67.5 55.7
Learned soft STAPLE 61.3 70.6 54.7

Table 1: Results of training with different consensus ground
truth masks (the test ground truth was computed by STAPLE).

The results show that the additional probability learn-
ing phase improved both the Dice (+1.2%) and precision
(+3.1%) measures for the proposed method that learns the
soft labels in the boundary.

Ground Truth Experts
dice precision recall

STAPLE [5] 54.3 53.3 60.4
Fixed soft STAPLE [7] 56.1 53.8 64.0
Learned soft STAPLE 57.9 56.6 63.4

Table 2: Results of training with different consensus ground
truth masks (average results using the test ground truths of
seven experts).

4. CONCLUSIONS

In this study we addressed the problem of generating a single
soft mask from several manual annotations of Multiple Scle-
rosis lesions. The main problem we addressed here is the un-
reliable annotation of the voxels near the lesion boundary. We
proposed an automatic procedure to assign soft values to the
lesion boundary voxels. Given the soft mask version of each
annotator, a soft-STAPLE algorithm can be used to fuse the
masks into a single soft mask. This mask can then be applied
as a ground truth for training a lesion segmentation network.
We showed that training the FCNN with the computed soft
labels leads to better model generalization and performance
gain than previous methods based on fixed soft labeling. We
concentrated here on the more complicated case of multiple
annotators. The problem of unreliable boundary annotation
and the proposed solution, however, are still pertinent to the
more common case of a single annotator.
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