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ABSTRACT

Multi-microphone, DNN-based, speech enhancement and speaker
separation/extraction algorithms have recently gained increasing
popularity. The enhancement capabilities of spatial processor can
be very high, provided that all its building blocks are accurately
estimated. Data-driven estimation approaches can be very attractive
since they do not rely on accurate statistical models, which is usu-
ally unavailable. However, training a DNN with multi-microphone
data is a challenging task, due to inevitable differences between
the train and test phases. In this work, we present an estimation
procedure for controlling a linearly-constrained minimum variance
(LCMV) beamformer for speaker extraction and noise reduction.
We propose an attention-based DNN for speaker diarization that is
applicable to the task at hand. In the proposed scheme, each micro-
phone signal propagates through a dedicated DNN and an attention
mechanism selects the most informative microphone. This approach
has the potential of mitigating the mismatch between training and
test phases and can therefore lead to an improved speaker extraction
performance.

Index Terms— Speaker extraction; Attention-based deep-
learning; Linearly-constrained minimum variance (LCMV) beam-
former

1. INTRODUCTION

Recent years have witnessed an increasing interest in multi-
microphone speech processing techniques, both in academia and in
industry, due to the rapid technological advances, most notably, the
introduction of smart assistants for home environments. Adverse
acoustic environments are characterized by noise, reverberation and
competing speakers. Extracting the desired speaker from a mixture
of several speakers, while minimizing the noise power at the output,
is therefore a major challenge in the field. A plethora of methods
for speaker separation and speech enhancement using microphone
arrays can be found in [1, 2, 3].

Recently, time-frequency masking-assisted methods for estimate
steering vector estimation were proposed. These estimates are uti-
lized to construct beamformers (BFs) such as the minimum vari-
ance distortionless response (MVDR)-BF and the generalized eigen-
value (GEV)-BF [4, 5, 6, 7, 8, 9, 10, 11, 12, 13]. These approaches
are mostly aimed at either a single-speaker scenario in a noisy en-
vironment or at multi-speakers scenarios with some a priori knowl-
edge on the scenario. For the former, the MVDR-BF is the natural
choice, as it is designed to minimize the noise power at the out-
put while maintaining a distortionless response towards the desired
speaker. However, when competing speakers coexist in the same en-
vironment, the MVDR-BF might be insufficient. In these scenarios,
it is usually necessary to add a more constraint to the beam-pattern
in order to mitigate the interference speakers.

Deep clustering approaches have been recently widely used for
source separation of multiple speakers picked up by a single micro-
phone [14, 15]. In [16] this approach was extended to the multi-
microphone case. Yet, noticeable speech distortion might be present
at the output due to the masking operation.

In this paper, we focus on a beamforming method for source
separation and noise reduction, namely the linearly constrained min-
imum variance (LCMV) BF [17], which utilizes the relative transfer
functions (RTFs) [18] as steering vectors. To properly apply the BF,
it is required to estimate two sets of parameters. The first is the
RTFs-matrix which comprises all RTFs of the different speakers in
the scene, and the second is the noise covariance matrix. For esti-
mating these parameter sets, the activity patterns of the speakers is
required, namely the classification of the speech segments into either
no-activity, activity of a single source, or concurrent speakers activ-
ity. The RTFs of all active speakers can then be estimated during a
single active source segments, and the noise statistics can be updated
in no active speaker segments.

Off-line and online estimators of the activities of the speakers
were presented in [19, 20]. In [21] the speaker indexing problem
was tackled by first applying a voice activity detector and then es-
timating the direction-of-arrival of the sources of interest. Yet, it
is a cumbersome task to associate the time-frames to the different
speakers.

Recently, we have proposed to use speech presence probability
(SPP) masks and speaker position identifier [22] for controlling the
estimation of the BF parameters. The speaker position identifier re-
lies on a pre-calibrated RTFs set which is unavailable in many impor-
tant scenarios. In [23], a single microphone DNN-based concurrent
speakers detector (CSD) was presented to control the LCMV-BF.
This approach circumvents the pre-calibration requirements used in
[22] by applying an RTF association mechanism. While achieving a
relatively accurate estimation of the speakers’ activity for condensed
microphone arrays, its performance might deteriorate in distributed
arrays constellations with random deployment of the microphones.
In such scenarios, it might be more beneficial to select the most infor-
mative microphones, rather than using the entire microphone array.

In the current paper, we present an attention-based DNN for es-
timating the building blocks of the LCMV-BF. The attention mech-
anism allows the deep neural network to automatically focus on a
small portion of the input data that is relevant for a given classifi-
cation task. The attention idea of focusing on specific parts of the
input, has been applied in deep learning, to e.g. machine translation
[24] and image captioning [25]. In this study, we utilize the atten-
tion mechanism to speech processing using microphone arrays. The
attention mechanism enables to control the estimation procedure of
the building blocks of the LCMV-BF by focusing at each segment
on the relevant subset of microphone signals.

We apply the same DNN to all microphones. Different CSD
estimates are produced by processing each microphone separately.



Then, an attention mechanism is applied to choose the most infor-
mative microphones. As a byproduct of the attention mechanism,
diarization decisions for all speakers in the scene are produced, cir-
cumventing the need apply the RTF association mechanism as pre-
sented in [23, 26].

2. THE DATA MODEL AND THE LCMV-BF

Consider an array with m microphones capturing a mixture of
speech sources in a noisy and reverberant enclosure. For simplic-
ity, we will assume that the mixture comprises one desired speaker
and one interference speaker. Extension to more speakers is rather
straightforward.

In this work we present a scheme that is applicable in many real-
life scenarios, e.g. meeting rooms and cars. A natural conversation
scenario with some overlap between speakers is addressed, assuming
however that long enough utterances of a single speaker exist. In this
paper a static scenario is analyzed, but slight natural movements of
the speakers are allowed.

Each of the speech signals propagates through the acoustic en-
vironment before being picked up by the microphone array. In the
short-time Fourier transform (STFT) domain, the desired and the
interfering sources are denoted sd(l, k) and si(l, k), respectively,
where l and k, are the time-frame and the frequency-bin indexes,
respectively. The acoustic transfer function (ATF) relating the de-
sired speaker and the m-th microphone is denoted hd

m(l, k) and
the respective ATF of the interfering source is denoted hi

m(l, k).
The ambient stationary background noise at the m-th microphone
is vm(l, k). The received signals can be conveniently formulated in
a vector notation:

z(l, k) = hd(l, k)sd(l, k) + hi(l, k)si(l, k) + v(l, k) (1)

where z(l, k) = [z1(l, k), . . . , zm(l, k)]T , v(l, k) =
[v1(l, k), . . . , vm(l, k)]T , hd(l, k) = [hd

1(l, k), . . . , hd
m(l, k)]T ,

and hi(l, k) = [hi
1(l, k), . . . , hi

m(l, k)]T .
Equation (1) can be reformulated using normalized signals [17],

to circumvent gain ambiguity problems:

z(l, k) = cd(l, k)s̃d(l, k) + ci(l, k)s̃i(l, k) + v(l, k) (2)

where
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[
hd
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hd
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are the desired and interference RTFs, respectively, and ‘ref’ is the
reference microphone. The normalized desired and interference
sources are given by s̃d(l, k) = hd

ref(l, k)sd(l, k) and s̃i(l, k) =
hi

ref(l, k)si(l, k), respectively.
The goal of the proposed algorithm is to extract the desired

source (as received by the reference microphone), namely s̃d(l, k),
from the received microphone signals, while suppressing the inter-
ference source and reducing the noise level.

In this work the LCMV-BF is applied to the task of extracting a
desired speech signal. The LCMV-BF, wLCMV is given by,

wLCMV(l, k) = Φ−1
vv (k)C(l, k)[CH(l, k)Φ−1

vv (k)C(l, k)]−1g(l, k),
(5)

where g(l, k) is the desired response, set in our case to [1, 0]T ,

C(l, k) =
[
cd(l, k), ci(l, k)

]
(6)

is the RTFs-matrix, and Φvv(k) is the noise cross-power spectral
density (cPSD) matrix assumed time-invariant. The BF is then ap-
plied to the noisy input to extract the desired speaker:

ŝd(l, k) = wH
LCMV(l, k)z(l, k). (7)

To calculate (5), an online estimates of the noise correlation matrix
Φvv(k) and the RTFs-matrix C(l, k) are required.

To calculate them, in [23], a single microphone DNN-based
CSD was introduced. Each frame of the observed signal was classi-
fied into one of three classes:

CSD(l) =


Class #0 Noise only
Class #1 Single-speaker active
Class #2 Multi-speakers active.

(8)

Noise-only time-frames are used for updating the noise statistics.
Frames that are solely dominated by a single speaker are used for
RTF estimation. In frames where multiple concurrent speakers are
active, we freeze the update of the BF building blocks. The RTF
association of the estimated RTFs with either the desired or the in-
terference sources was carried out using a special RTF association
system proposed in [23].

3. ATTENTION-BASED NETWORK FOR SPEAKER
DETECTOR FROM MICROPHONE ARRAY

In this section, we extend the single-microphone CSD algorithm to
the multi-microphone case by presenting an attention-based CSD es-
timator. The proposed network jointly selects the most informative
microphones and predicts the number of speakers at a given time
frame based on that subset of microphones. We further show that,
unlike the single-microphone case, the proposed algorithm can also
associate the estimated RTF with a specific speaker.

The first step of the process is to apply the same nonlinear func-
tion to each microphone separately. Then, the network continues in
two branches: 1) a classification branch that estimates the number of
speakers from each microphone separately, and 2) a selection branch
that finds the microphones in the array that are most informative for
the decision on the number of speakers. Finally, the branches are
combined to obtain an array-level decision of the number of speak-
ers. All model parameters are jointly trained using recorded data
with corresponding annotation of the number of speakers at each
time-frame. We next elaborate on the details of the network.

Microphone-level representation. Assume we have an array of
m microphones with input features z1, . . . , zm. We apply the same
nonlinear function, f (network) on each of the inputs to obtain new
representations:

hi = f(zi; θf ), i = 1, . . . ,m. (9)

such that θf is the parameter set of the nonlinear representation.
Number of speakers classification branch. We use the nonlin-

ear representation to compute an estimation of the number of speak-
ers (0,1 or 2) for each microphone separately:

pcls(y = c|zi) =
exp(w>

c hi)∑2
d=0 exp(w>

d hi)
, c ∈ {0, 1, 2}, (10)

such that w0, w1 and w2 are the parameters of the classifier and i ∈
{1, . . . ,m}. Note that the same classification parameters are used
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Fig. 1: A block diagram of the proposed attention based network.

for all microphones. A simple way to integrate the information from
all the microphones is to average their decisions:

p(y = c|z) =
1

m

m∑
i=1

pcls(y = c|zi), c ∈ {0, 1, 2}. (11)

In this study, we take a different path and compute the relevance of
each microphone to the number-of-speakers decision and carry out a
data-driven weighted averaging. This is an instance of the attention
mechanism that automatically focuses, at each time-frame, on the
input features of the relevant microphones.

Microphone selection branch. The selection branch computes
a distribution over all microphones.

psel(x = i|z) =
exp(u>hi)∑m
j=1 exp(u>hj)

, i = 1, . . . ,m (12)

such that u is the selection parameter-set and x is a hidden random
variable representing the selected microphone.

Integrated decision. Given the microphone-level classification
results (10) and the microphone selection distribution (12), we can
finally compute the global classification:

p(y = c|z) =

m∑
i=1

pcls(y = c|zi;x = i) · psel(x = i|z). (13)

In our implementation the input features for each microphone
are the log-spectrum of the current frame along with the two pre-
ceding and two succeeding frames. The input length, therefore, is
257 × 5. Each single-microphone network component consists of
3 hidden layers with 500 rectified linear unit (ReLU) neurons each.
A block diagram of the proposed attention mechanism is depicted at
Fig. 1.

Training. Assume we are given a set of n frames
{z(1), . . . , z(n)}. Each frame z(l) consists of signals from the m
microphones z1(l), . . . , zm(l). Each frame z(l) is associated with
a label y(l) ∈ {0, 1, 2} that indicates the number of speakers at
the corresponding time frame. The network computes soft decisions
for each frame z(l) regarding the values of y(l). We jointly train
all model parameters θ = {θf , w0, w1, w2, u}, which are the pa-
rameters of the nonlinear representations θf , the number of speakers
classification parameters w0, w1, w2, and the microphone selection

parameter u. The objective function is the following likelihood func-
tion:

L(θ) =

n∑
l=1

log p(y(l)|z(l);θ) (14)

such that θ is the parameter-set of the model and the probability
p(y(l)|z(l);θ) is defined in (13).

Frame association. Previous studies [23, 26], used clustering
procedures to associate the RTF estimates with a specific speaker.
Here instead, we first associate frames with speakers and then use
the relevant frames to estimate each RTF, as we elaborate next. We
begin by assuming that in the training phase, on top of the number of
speakers, the speaker identity for each time-frame is also available.
Then, we can utilize the proposed attention mechanism for associ-
ating time-frames to speakers, as explained in the sequel. Given
the trained model (namely, θ in (14)), the attention distribution over
the microphones (12) can be computed for each of the training data
frames. Next, using the additional speaker identity annotation, the
average distribution over all frames associated with the j-th speaker
(j = 1, 2) can be computed:

qj(i) =
1

|Lj |
∑
l∈Lj

psel(x = i|z(l)), i = 1, . . . ,m (15)

where Lj denotes the set of single-speaker frames in which only
speaker j is active. We show in the next section that this distribu-
tion peaks at a different microphone for each speaker. Therefore,
the most relevant microphone for the j-th speaker is determined by
selecting the peak of the associated distribution:

rj = argmax
1≤i≤m

qj(i). (16)

The attention mechanism thus implicitly classifies the time-frames
to different speakers, therefore acting as a diarization procedure
where the selected microphone corresponds to the active speaker.
At the test phase, each time-frame l which is classified as a single
speaker frame, is associated with either the desired or the interfer-
ence speaker according to (16), provided that p(x = rj |z(l)) > 0.9,
(12). Otherwise the frame is ignored. This stage filters out unreliable
frame associations to avoid erroneous RTF estimates.

Table 1: Confusion matrix of the CSD [%].

Estimated \True 0 1 2
0 95.3 6.8 0
1 4.7 87.7 8.5
2 0 5.5 91.5

Table 2: Classification accuracy comparison of the CSD [%].

Mic #1 Mic #2 Mic #3 Mic #4 Mic #5
85.4 85.2 92.7 92.4 91.4

Mic #6 Mic #7 Mic #8 Ave. (11) Att. (13)
91.0 82.0 81.1 87.8 93.7

4. EXPERIMENTAL RESULTS

In this section, we examine the contribution of the attention mech-
anism to the classification accuracy and to the overall performance.



Table 3: The average microphone selection distribution of the speakers.

Attention Mic #1 Mic #2 Mic #3 Mic #4 Mic #5 Mic #6 Mic #7 Mic #8
Speaker #1 0.04 0.05 0.07 0.07 0.01 0 0.73 0.03
Speaker #2 0.03 0.02 0.20 0.72 0.01 0.02 0 0

(a) Noisy signal. First the desired speaker is active, then the interfer-
ence signal, and finally both speakers are concurrently active.

(b) The attention microphone selection decision (upper panel) and the
two oracle speakers activity patterns (lower panels).

(c) The output of the algorithm.
Fig. 2: An example of the results of proposed algorithm.

we use a dataset that was recorded in a driving car. Speakers can
sit in one of the four available seats. A microphone array consist-
ing of eight omni-directional microphones is arranged as follows.
Two microphones are placed above each one of the four positions.
In order to control the signal to noise ratio (SNR) and the signal to
interference ratio (SIR), the signals were separately recorded. Over-
all, we used 6 speakers (3 male and 3 female speakers) and recorded
1800 utterances. One of the speakers was counting, while the other
was reading from the Harvard database [27]. For the training data,
we used 200 different scenarios (the speakers the positions and the

sentences are varying in each scenario) from the database and 80
other random scenarios were used for evaluation in the test phase.
The time-line of the signals’ activity for all scenarios is the same as
described in [23].

Classification performance To evaluate the accuracy of the pro-
posed CSD we show in Table 1 the confusion matrix computed on
the test set. It is evident that the mis-detection rate is low at all
classes. We compared the accuracy of the attention-based CSD (13)
with a single-microphone component of our CSD network. Each
single-microphone network (the nonlinear function (9) and the clas-
sification component (10)) was independently trained using only the
recording from that microphone. We also implemented a network
that is based on a simple averaging of the 8 DNNs decisions (11).
The accuracy results on the test data are shown in Table 2.

It is clear that using only one of the microphones is not an opti-
mal strategy. There is a great diversity in the performance of the dif-
ferent microphones due to the location of the speakers. The proposed
approach automatically derived the relative importance of each mi-
crophone for the global decision. Even a system that averages the
single-microphone decisions produces a significantly lower accu-
racy. The network that is based on the proposed attention mechanism
yielded the best results.

Attention for frame association and diarization performance
In the training set the speaker identity was available facilitating the
use of the attention-based classification network for the task of frame
association. As described above, as part of the training phase, we
averaged the attention microphone distribution over all frames for
which only speaker #1 was active (15). Same applies to speaker
#2. Table 3 depicts the obtained microphone distribution for each
speaker in the training phase. It is evident that these distributions
are very different from each other. When speaker #1 is active the
distribution peaks at microphone #7, and when speaker #2 is active
it peaks at microphone #4. From all frames that were dominated by a
single speaker and therefore became available for the RTF estimation
procedure, 98% were classified to the correct speaker.

Overall performance The overall performance of the proposed
algorithm is demonstrated in Fig. 2. Figure 2a depicts an example of
the observed noisy signal with SIR = 0 dB and SNR = 10 dB. The
corresponding attention outputs and the true activity pattern of the
desired (red line) and interference (blue line) are shown in the upper
and lower panels of Fig. 2b, respectively. It is clear that microphone
#7 is associated with the desired speaker and microphone #4 is as-
sociated with the interference speaker. It is interesting to note that
microphone #3 is chosen when no speaker is active.

5. CONCLUSIONS

In this paper, an attention-based DNN for determining the number
of active sources was presented. The attention mechanism improved
the accuracy of the CSD. Moreover, as it implicitly provides a micro-
phone selection mechanism, it can be used to associate the activity
patterns with a speaker location. The building blocks of the LCMV
beamformer are updated using this procedure, resulting in an ac-
curate diarization information facilitating high-performance speaker
extraction.
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