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Abstract. In this study we address models with latent variable in the
context of neural networks. We analyze a neural network architecture,
mixture of deep experts (MoDE), that models latent variables using
the mixture of expert paradigm. Learning the parameters of latent vari-
able models is usually done by the expectation-maximization (EM) algo-
rithm. However, it is well known that back-propagation gradient-based
algorithms are the preferred strategy for training neural networks. We
show that in the case of neural networks with latent variables, the back-
propagation algorithm is actually a recursive variant of the EM that is
more suitable for training neural networks. To demonstrate the viability
of the proposed MoDE network it is applied to the task of speech pres-
ence probability estimation, widely applicable to many speech processing
problem, e.g. speaker diarization and separation, speech enhancement
and noise reduction. Experimental results show the benefits of the pro-
posed architecture over standard fully-connected networks with the same
number of parameters.
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1 Introduction

The mixture of experts (MoE) model, introduced by Jacobs et al. [8,9], provides
an important paradigm for combining latent variables in discriminative models.
The objective of this framework is to describe the behavior of a certain phe-
nomenon under the assumption that there are separate processes involved in the
generation of the data under analysis. The MoE model is comprised of several
expert models and a gate model. Each of the experts provides a decision and the
gate is a latent variable that selects the relevant expert based on the input data.
Most MoE implementations are based on experts that are implemented by shal-
low models such as linear regression or logistic regression. In spite of the huge
success of deep learning, there are only a few studies that have explicitly utilized
and analyzed MoEs as an architecture component of a neural network [7, 11].

Neural networks deal with the problem of making probabilistic inference
based on a given input data. In many cases, when formulating this problem, it is



2 Shlomo E. Chazan, Sharon Gannot, and Jacob Goldberger

natural to consider latent variables that control the network flow from the input
features to the network output and affect the final decision.

In this study, we utilize the MoE framework to define a neural network with
latent random variables. We propose a mixture of deep experts (MoDE) net-
work architecture where both the experts and the gating are implemented by
neural networks. The unobserved gating decision is a latent random variable
which is marginalized by the neural network in the process of obtaining the
final decision. A common technique for Maximum-Likelihood (ML) estimation
of the model parameters in the presence of latent variables is the expectation-
maximization (EM) algorithm [6]. The EM algorithm alternates between esti-
mating the unobserved variables given the current model parameters and refit-
ting the model given the estimated, complete data. In spite of the tremendous
success of the EM algorithm in parameter estimation tasks, it does not scale well
when the parametric model is corresponding to a neural network since the EM
framework requires training a neural network in each iteration. For real-world,
large-scale networks, even a single training iteration is a non-trivial challenge.
Instead, the back-propagation (BP), gradient-based, algorithm is the standard
method for training neural networks. The main contribution of this study is the
establishment of the link between the BP algorithm and an on-line variant of the
EM algorithm for the training of neural networks with latent variables [2, 12].

As an example of the applicability of the proposed MoDE modeling and
training scheme, we apply it to the task of speech presence probability (SPP),
widely used in speech processing tasks, e.g. speaker diarization and separation
as well as speech enhancement and noise reduction. The speech signal comprises
several different acoustic states such as the phoneme identity or the coarser
distinction between voiced and unvoiced phonemes. Each such state induces
a different relationship between the speech signal and the SPP that could be
utilized to infer the SPP. In our modeling, each expert is responsible for a specific
acoustic state and the gating network is responsible to inferring the speech state
at each time frame. Unlike our previous method [3], in the current approach,
there is no need for phoneme-labeled data, since the gating deep neural network
(DNN) is capable of splitting the input space in an unsupervised manner.

2 A Mixture of Deep Experts

In this section we first review the MoE framework and then use it to define
neural networks with latent variables.

The MoE model is a discriminative latent variable model that produces a
decision y given an input feature set x. We first sample an expert using a gating
function and then apply the expert to produce the output label. The index of
the selected expert is an intermediate hidden random variable denoted by z.
Formally, the MoE conditional distribution can be written as follows:

p(y|x; θ) =

m∑
i=1

p(z = i|x; θg)p(y|z = i, x; θi) (1)
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such that x is the feature, y is the classification result, z is a hidden random
variable that selects the expert that is applied and m is the number of experts.
The model parameter-set θ is composed of the parameter sets of the gating
function θg and the parameter sets θ1, . . . , θm of the m experts. A simple example
is a mixture of m linear regressions. In this case, each expert is a linear regression
model with parameters θi = {ai, bi, σ2

i }. We first sample a hidden r.v. z from
a discrete distribution. Then, if z = i, y is sampled from a normal distribution
according to the rule: y|(x, z= i) ∼ N(y; aix+ bi, σ

2
i ).

We next address the problem of learning the MoE parameters (i.e. the
parameters of the experts and the gating function) given a training dataset
(x1, y1), . . . , (xN , yN ), where N is the size of the database. The likelihood func-
tion of the MoE model parameters is:

L(θ) = L(θg, θ1, ..., θm) =

N∑
t=1

log p(yt|xt; θ). (2)

Since the selected expert used to produce yt from the feature set xt (i.e. the
value of the r.v. zt) is hidden, it is natural to apply the EM algorithm to find
the maximum-likelihood parameters [9]. The EM auxiliary function is:

Q(θ, θ̃) =

N∑
t=1

Ep(zt|xt,yt;θ̃)
(log p(yt, zt|xt; θ)) (3)

such that θ̃ is the current parameter estimate. In the E-step we apply Bayes’
rule to estimate the value of the selected expert based on the current parameter
estimate:

wti = p(zt = i|xt, yt; θ̃) =
p(yt|xt, zt = i; θ̃i)p(zt = i|xt; θ̃g)

p(yt|xt; θ̃)
(4)

t = 1, ..., N, i = 1, ...,m.

The M-step decouples the parameter estimation of the different components of
the MoE model. We can optimize each of the experts and the gating function
separately since in each case there is a separate set of parameters. The updated
parameters of the gating function are obtained by maximizing the weighted
likelihood function:

Lg(θg) =

N∑
t=1

m∑
i=1

wti log p(zt = i|xt; θg) (5)

and the updated parameters of the experts are obtained by maximizing the
functions:

Li(θi) =

N∑
t=1

wti log p(yt|xt, zt = i; θi), i = 1, ...,m. (6)
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Fig. 1: A Mixture of Deep Experts (MoDE) architecture.

In this work we address the situation where both the experts and the gating
functions are implemented by DNNs. This brings the DNNs modeling power to
latent variables models. We denote this model mixture of deep experts (MoDE).
The MoDE model is expressed as follows:

pNN(y|x; θ) =

m∑
i=1

pNN(z = i|x; θg)pNN(y|z = i, x; θi) (7)

where pNN is the DNN estimation. In this model, θg is the parameter-set of the
DNN that implements the gating function and θi is the parameter-set of the
DNN that implements the i-th expert. The MoDE architecture is illustrated in
Fig. 1.

To apply the EM algorithm described above to MoDE, we need to train in
the M-step both the gating and the experts neural networks using the objective
functions defined by (5) and (6), respectively. We thus iterate between computing
the posterior distribution of the latent variables at the E-step and training the
DNNs of the experts and the gating at the M-step. This approach, however,
requires training a neural network in each iteration of the EM algorithm while for
real-world, large-scale networks, even a single training iteration is a non-trivial
challenge. Another problem is that the EM algorithm is a greedy optimization
procedure that is notorious for getting stuck in local optima. This is a major
drawback in optimizing the likelihood functions of MoDEs that are highly non-
concave. Finally, the main justification of the EM algorithm is a guarantee that
the likelihood function is increased at each iteration. Here, in the M-step we train
a neural network and there is no guarantee that we find the global optimum or
even improve the likelihood compared to the previous EM iteration.
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When estimating the parameters of a DNN with latent variables, we can
either focus on the latent variable aspect and use the EM algorithm or focus on
the DNN aspect and apply gradient methods via the back-propagation algorithm
which simultaneously trains all the sub-networks by directly maximizing the
likelihood function:

L(θ) =

N∑
t=1

log

(
m∑
i=1

pNN(zt = i|xt; θg) · pNN(yt|zt = i, xt; θi)

)
. (8)

In this architecture, the experts and the gating networks are components of a
single network and are simultaneously trained with the same objective function.
It can be easily verified that the back-propagation equation for the parameter
set of the i-th expert is:

∂L

∂θi
=

N∑
t=1

wti ·
∂

∂θi
log pNN(yt|zt = i, xt; θi) (9)

such that wti is the posterior distribution of the gating random variable:

wti = pNN(zt = i|xt, yt; θ) =
pNN(yt|xt, zt = i; θi)pNN(zt = i|xt; θg)

pNN(yt|xt; θ)
. (10)

In a similar way, the back-propagation equation for the parameter set of the
gating DNN is:

∂L

∂θg
=

N∑
t=1

m∑
i=1

wti ·
∂

∂θg
log pNN(zt = i|xt; θg). (11)

The two algorithms (EM and BP) for training neural networks with latent vari-
ables are very similar. Expression (10) coincides with one term of auxiliary
function constituting the E-step of the EM algorithm defined in (4). The back-
propagation partial derivative w.r.t θi (9) is identical to the partial derivatives of
the function Li(θi) (6) that is optimized by the M-step and the partial derivative
w.r.t. θg coincides with the partial derivative of Lg(θg) (5). We next establish
the exact connection between the two training strategies.

There are on-line variants of the EM for latent data models with independent
observations. One of the dominant approaches to on-line EM-like estimation is
the method proposed by Titterington [12], which consists in using a stochastic
approximation algorithm, where the parameters are updated after the acquisition
of each new observation. It is a Newton-type algorithm that uses the gradient
of the incomplete-data likelihood1 weighted by the expectation of the Hessian,
namely the complete-data Fisher information matrix. A simplified variant of
this method is a first-order gradient approach where the complete data Fisher
information matrix is replaced by a scalar learning rate parameter. Applying

1 The gradient of the incomplete-data likelihood can be calculated by the expectation
of the complete-data likelihood by the Fisher identity.
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this approximate EM procedure is identical to the standard back-propagation
training procedure. In the case of BP, we can use a subset of the training data
(mini-batch) or even a single training example to compute the gradient. For the
case of using a single example the updating equations of the back-propagation
and the simplified Titterington’s scheme are identical:

θg ← θg + ε

m∑
i=1

wti ·
∂

∂θg
log pNN(zt = i|xt; θg) (12)

θi ← θi + εwti ·
∂

∂θi
log pNN(yt|zt = i, xt; θi), i = 1, ...,m (13)

such that t is the index of the current example, wti is defined in (10) and ε is
the learning rate.

A related study [10], analyzed the relations between the EM algorithm and
gradient-based methods for standard generative models such as mixture of Gaus-
sians and hidden Markov models. Here, we provide an analysis for discriminative
latent variable models that are implemented by a neural network. We showed
that the standard back-propagation training algorithm is essentially an on-line
variant of the EM algorithm.

3 Deep Mixture of Experts for SPP Estimation

In this section we apply the MoDE principle to a speech presence probability
(SPP) estimation task and describe the network specifics and training procedure.

Let s(n) denote a sample of speech signal at time n. Let x(n) = s(n) + v(n)
denote the observed, single microphone, noisy signal where additive noise v(n)
was added to the clean speech.

The short-time Fourier transform (STFT) with a frame of length L of x(n)
is denoted by X(t, k), where t is the frame index and k = 0, 1, . . . , L− 1 denotes
the frequency band index. Define the log-spectrum of the noisy signal at a single
time frame by x(t), such that the k-th component is xk = Log|X(t, k)| where
k = 0, . . . , L/2.

The hidden speech state z(t) corresponds to a building block of a speech
signal. Unlike our supervised approach in [3] in which each expert is specializing
in a specific phoneme, here the network splits the role of each expert in an
unsupervised manner.

All m experts in the proposed algorithm are implemented by DNNs with
the same structure. The input to each DNN is the noisy log-spectrum frame
together with 8 context frames (4 frames from the past and 4 from the future).
The network consists of 3 fully-connected hidden layers with 500 rectified linear
unit (ReLU) neurons each. The targets to the network are the associated binary
masks defined by:

B(t, k) =

{
1 xt,k > Tr(k)

0 o.w
(14)



Training Strategies for Deep Latent Models 7

where Tr(k) is a threshold over the log-spectrum of the clean speech signal for
the k-th frequency band. We stress that the threshold is applied here to the
ground truth of the clean signal and not to a noisy version thereof. Two values
for the threshold are set, the first for the low frequencies band and the second for
the high frequencies band. We set the thresholds such that in the low frequencies
the harmonies of the clean speech signals will be accurate (high Tr(k)), and in
the high frequencies the unvoiced patterns will be preserved (lower Tr(k)).

The output layer that provides the soft SPP decisions is composed of L/2+1
sigmoid neurons, one for each frequency band. The SPP decision of the i-th
expert for the t-th frame and k-th frequency bin is denoted as ρi(t, k).

The architecture of the all the expert DNNs and the gating DNN are identical.
Each DNN comprises of 3 fully connected hidden layers with 500 ReLU neurons
each. Note, that the output layer of all m experts is a sigmoid function, while the
output layer of the gating DNN is a softmax function that produces the gating
distribution for the m experts. The gating probability density function (p.d.f.)
is therefore:

pi(t) = p(z(t) = i|x(t); θg). (15)

The averaged SPP is obtained by a weighted average of the deep experts’ deci-
sions:

ρ(t, k) = p(B(t, k) = 1|x, θ) =

m∑
i=1

pi(t) · ρi(t, k). (16)

The proposed MoDE algorithm for SPP estimation is summarized in Algo-
rithm 1.

Algorithm 1: MoDE speech presence probability estimation.

Input :
– Noisy speech log-spectral vector at time t, xt.
– MoDE model parameters θ = {θ1, . . . ,θm,θg}.

Output: Speech presence probability (SPP) ρ(t, k)

– Experts’ DNNs: Compute SPP decision ρi(t, k) for each expert i ∈ {1, . . . ,m}
and for each time-frequency bin (t, k).

– Gating DNN: pi(t) = p(zt = i|xt; θg)
– Average Experts’ decisions: ρ(t, k) =

∑m
i=1 pi(t) · ρi(t, k)

4 Experimental Results

In the training phase clean signals drawn from the train set of the TIMIT corpus
(462-speaker train set) were contaminated with the Speech-like and Babble noises
with 2 SNRs, 5 dB and 10 dB.
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To test the proposed MoDE algorithm we contaminated different speech sig-
nals with several types of noise from the NOISEX-92 database [13], namely
Speech-like, Babble, Room and Factory. The noise was added to the clean signal
drawn from the test set of the TIMIT database (24-speaker core test set), with
5 levels of signal to noise ratio (SNR) at −5 dB, 0 dB, 5 dB, 10 dB and 15 dB
chosen to represent various real-life scenarios.

The number of experts in the experiment section was set to m = 10, and thus
it is denoted here MoDE-10. We compared the proposed algorithm to the classic
model-based optimally modified log spectral amplitude (OMLSA) algorithm [5]
with the improved minima controlled recursive averaging (IMCRA) noise es-
timator [4] which is a state-of-the-art algorithm for single microphone speech
enhancement. Note, that although the OMLSA is a speech enhancement algo-
rithm, here its SPP estimation is tested. The default parameters of the OMLSA
were set according to [1].

(a) Mis-detection. (b) False alarm.

Fig. 2: Objective measurements of the hard decision of the compared SPPs.

Additionally, we compared the proposed MoDE algorithm to another DNN
which has a fully-connected architecture and can be viewed as a single-expert
network. We denote this network the deep single expert (DSE). The DSE ar-
chitecture is a single DNN with 3 fully connected hidden layers with ReLU
neurons. The output layer was set to be a sigmoid to estimate the SPP. For a
fair comparison the number of parameters of DSE is identical to the number of
the total parameters in the proposed MoDE-10. The DSE and the MoDE were
both trained with the same database.

To evaluate the performance of the SPP estimation algorithm, hard-decision
is applied to (16):

B̂(t, k) =

{
1 ρ(t, k) > 0.5

0 otherwise
. (17)

A binary decision was also applied in other algorithms. Figure 2 depicts the
averaged mis-detection and false-alarm percentage in the four tested noise types.
It is clear that the OMLSA algorithm does not perform well, since it has high
values of mis-detection and false-alarm. It is also evident that the MoDE-10
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(a) Clean. (b) Noisy.

(c) True binary mask B̂(t, k). (d) B̂(t, k) OMLSA.

(e) B̂(t, k) DSE. (f) B̂(t, k) MoDE-10.

Fig. 3: Performance of the evaluated algorithms in a scenario with Babble noise
with SNR= 5 dB.

algorithm outperforms the DSE in most SNRs in both mis-detection and false-
alarm measures.

Figure 3 depicts the results for all algorithms in a scenario with Babble
noise type with SNR=5 dB. The true binary mask is also shown for comparison
in Fig. 3c. It is evident that the proposed MoDE-10 algorithm outperforms
the competing OMLSA and DSE algorithms and produce results that are most
similar to the true binary mask B. As expected, the OMLSA false alarm values
here are high while the DNN-based algorithms are much better. The MoDE-10
is more accurate than the DSE algorithm. We encircled in Fig. 3e and Fig. 3f
areas where the MoDE-10 detection is better than the its DSE counterpart. It
is evident that MoDE-10 reconstructs the harmonic structure in a much better
way.

5 Conclusions

In this study we addressed deep latent variable models. We proposed the MoDE
network architecture which implements latent variables in a neural networks
setup.
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In this study, we showed that in the case of neural network with latent vari-
ables, BP is actually an on-line version of the EM algorithm. We demonstrated
the benefits of using latent variable in neural network addressing the problem of
speech presence estimation.
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