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Abstract

Pairwise clustering methods partition a dataset using pairwise similarity

between data-points. The pairwise similarity matrix can be used to define a

Markov random walk on the data points. This view forms a probabilistic in-

terpretation of spectral clustering methods. We utilize this probabilistic model

to define a novel clustering cost function that is based on maximizing the mu-

tual information between consecutively visited clusters of states of the Markov

chain defined by the similarity matrix. This cost function can be viewed as an

extension of the information-bottleneck principle to the case of pairwise cluster-

ing. We show that the complexity of a sequential clustering implementation of

the suggested cost function is linear in the dataset size on sparse graphs. The

improved performance and the reduced computational complexity of the pro-

posed algorithm are demonstrated on several standard datasets and on image

segmentation task.

Keywords: Graph clustering, pairwise clustering, Mutual information,

spectral clustering, normalized-cut.

1. Introduction

Effective automatic grouping of objects into clusters is one of the funda-

mental problems in machine learning and in other fields of study. In many
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approaches, the first step toward clustering a dataset is extracting a feature

vector from each object. This reduces the problem to the aggregation of groups5

of vectors in a feature space. A commonly used algorithm in this case is the

k-means. One drawback of k-means is that it can only find clusters that are

linearly separable in the feature space. Furthermore, in many cases features rep-

resentation is not available and we are only given pairwise similarity information

between data points. For example, in social networks, only binary neighborhood10

relations are given. In these cases feature based clustering algorithms cannot

be applied in a straightforward way. Instead, we seek for a partition of the data

based only on the similarity measure between the points.

The problem of pairwise clustering can be naturally viewed as a graph clus-

tering where the data points are associated with the graph nodes and the pair-15

wise affinities are the weights on the edges. We want to find a partition of the

graph such that the edges between different groups have low weights and the

edges within a group have high weights. Out of the numerous pairwise cluster-

ing algorithms, spectral clustering has gained considerable attention in recent

years due to its strong performance on arbitrary shaped clusters, and its well-20

defined mathematical framework. Spectral clustering algorithms [1][2][3][4][5]

are based on finding a low dimensional embedding using eigenvector computa-

tion which can be slow. The Power Iteration Clustering (PIC) [6] is a variant of

spectral clustering that directly finds the low-dimensional embedding. Graclus

[7] is another efficient graph clustering algorithm that is based on directly opti-25

mize the Ncut score using multilevel kernel k-means and avoids the eigenvector

computations.

Another family of clustering algorithms, that are derived from information-

theory concepts, corresponds to the case of distributional clustering. Here each

data point is described as a distribution. This situation is illustrated by the30

generic example of document clustering based on word histograms [8][9]. In this

case, the mutual information (MI) between word occurrences and clusters of

documents is a natural clustering criterion that has been proven to be powerful

in many cases [10][11]. Given a clustering task, we look for a clustering that
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maximizes the mutual information between cluster labels and features of data35

points. In other words, we search for a clustering that minimizes the information

loss in the feature space caused by shifting from points to clusters. Information-

theoretic approaches have been intensively used for data clustering algorithms

(see e.g. [12][13][14][15]). The information-theoretical principle described above,

however, is applicable when a feature distribution, associated with each data40

point, is provided as part of the problem setup. It is not straight-forward how

to adapt this information theoretic principle for the problem of graph clustering

where only pairwise similarity is given.

In this paper we extend the mutual information clustering criterion to the

domain of pairwise clustering. The probabilistic interpretation of spectral clus-45

tering, based on a Markov random walk, is used to associate a distribution

with each data point via the corresponding conditional distribution row in the

Markov transition matrix. In particular, we define a random walk on the data

points and maximize the mutual information between cluster labels of data-

points that are visited during the random walk. We show that this results in a50

clustering cost function, alternative to the Normalized-Cut criterion, that yields

improved performance clustering on real-world datasets.

In this study we apply an information theoretic framework to pairwise clus-

tering as an alternative to spectral clustering. There are other methods that

combine information theory with spectral clustering. Jenssen et al. [16] used an55

information-theoretic distance measure to define a graph-cut criterion for clus-

tering. Another approach is based on estimation of Renyi’s entropy to define

optimal clustering in terms of certain spectral properties of the affinity ma-

trix [17]. Unlike these methods, we directly address the pairwise matrix (with

no need for feature vectors) and we use entropy to analyze the random walk60

along the clustered data points instead of measuring intra variability of the

data points.

The remainder of this paper is organized as follows. Section 2 defines the

notation of similarity graphs and random walk on the graph nodes. Section 3

describes the minimum information-loss criterion for clustering the Markovian65
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random-walk states. Section 4 introduces the Information-Theoretic Pairwise

Clustering (ITPC) algorithm. Section 5 describes the relation of the proposed

algorithm to the other information-theory based algorithms. Section 6 describes

numerical experiments on several standard datasets and Section 7 presents com-

parative results on image segmentation dataset. A preliminary version of this70

work was presented at the SIMBAD Workshop, York, England, 2013.

2. Similarity Graphs and Random Walks

Given a set of data points x1, ..., xn and some symmetric notion of simi-

larity wij ≥ 0 between all pairs of data points xi and xj , the goal of clus-

tering is to divide the data points into several groups such that points in the75

same group are similar and points in different groups are dissimilar to each

other. In the common case where the data points live in the Euclidean space

Rd, a reasonable candidate for a similarity measure is the Gaussian function

wij = exp(−‖xi−xj‖2/(2σ2)) (where the parameter σ controls the width of the

local neighborhoods). Ultimately, the choice of the similarity function depends80

on the domain the data come from and the specific clustering task. In a more

general case we do not have an explicit representation for each data point by

a feature vector. Instead, the only available information for data clustering is

pairwise similarities between the data points.

We can represent the dataset of n points and pairwise similarities {wij} as85

a similarity graph G = (V,E). Each vertex in this graph represents a data

point. Two vertices i, j ∈ V are connected if the similarity wij between the

corresponding data points is positive and the edge is weighted by wij . The

problem of clustering can now be reformulated using the similarity graph: we

want to find a partition of the graph in which existing edges between different90

groups have low weights and edges within a group have high weights. The

normalized-cut score is one of the popular ways to translates this intuition into

a formal clustering criterion.

Denote the similarity weight matrix by W = (wij). For two (not necessarily
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disjoint sets) A,B ⊂ V we define:95

W (A,B) =
∑

i∈A,j∈B
wij . (1)

The degree of a vertex i ∈ V is defined as:

di =

n∑
j=1

wij = W ({i}, V ).

The volume of A ⊂ V is:

vol(A) =
∑
i∈A

di = W (A, V ). (2)

The normalized-cut score [2] [18] of a given partitioning of the graph nodes into

m disjoint subsets {A1, ..., Am} is:

Ncut(A1, ..., Am) =

m∑
i=1

W (Ai, Āi)

vol(Ai)
(3)

such that Āi is the complement set of A. In the clustering that minimizes this

score, edges between different groups have low weights. The role of dividing100

by vol(Ai) is to ensure that the cluster sizes (as measured by edge weights)

are balanced. Minimizing the Ncut score, however is NP hard even for m = 2

[19]. The Ncut spectral clustering algorithm [2][18] is an algorithm that finds

an optimal solution for a relaxation of the Ncut criterion (3). All variants of the

spectral clustering algorithm are based on using eigenvectors of the Laplacian105

matrix of the similarity graph to represent the abstract data points as points

in the Euclidean space. The clusters can be then obtained by applying simple

clustering algorithms such as k-means in the embedded space [1][2][3]. Dhillon

et el. [7] applied kernel k-means to directly optimize the Ncut score.

The Ncut score is defined using a graph theory formulation (3). Meila and110

Shi [20] provided a probabilistic interpretation of it as a criterion for clustering

the states of the random walk defined by the similarity matrix W . Define

the degree matrix D as the diagonal matrix with the degrees d1, ..., dn on the

diagonal. The n × n matrix P = D−1W is a stochastic matrix (non-negative

entries, row sums are all 1). Using the transition matrix P we can define a115
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stationary Markov chain that corresponds to a random walk on the graph nodes.

Let X = {Xt} be the n-valued stationary Markov chain defined by:

Pij = (D−1W )ij = p(X2 = j|X1 = i) =
wij

di
(4)

The transition probability Pij of jumping in one step from i to j is proportional

to the edge weight wij . Let π = (π1, ..., πn), where πi = di/(
∑

j dj). It can be

easily verified that P
>
π = π. Hence, if the graph is connected and non-bipartite,120

then π is the unique stationary distribution of the Markov chain defined by P

[5]. Therefore, the joint stationary probability of X1 and X2 is:

p(X1 = i,X2 = j) =
wij

vol(V )
. (5)

Given the random walk model (4) we can translate the pairwise clustering prob-

lem, into the problem of clustering the states of a Markov chain. Let A and B

be two subsets of V . From Eq. (5) we obtain that125

p(X2 ∈ B|X1 ∈ A) =
W (A,B)

vol(A)
. (6)

Let {A1, ..., Am} be a partition of the n graph nodes into m clusters. Substi-

tuting Eq. (6) in Eq. (3), we obtain the following probabilistic interpretation

of the Ncut score [20]:

Ncut(A1, ..., Am) =

m∑
i=1

p(X2 6∈ Ai|X1 ∈ Ai). (7)

This interpretation of Ncut tells us that when minimizing Ncut, we actually

look for a graph partition such that a random walk seldom transitions from one130

cluster to another.

3. MI criterion for clustering the States of a Markov Chain

Let {A1, ..., Am} be a partition of the n graph nodes into m clusters and let

C denote the subset membership function, i.e. C(i) = j if i ∈ Aj . For each t

we define a random variable Yt = C(Xt) indicating the cluster membership of
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the state visited by the random walk at time t. The joint distribution of the

random variables (Y1, Y2) defined on the clusters is:

p(Y1 = i, Y2 = j) = p(X1 ∈ Ai, X2 ∈ A2)

The probabilistic model is illustrated by the following diagram:

X1
P−−−−→ X2

P−−−−→ X3
P−−−−→ ...

C

y C

y C

y y
Y1 Y2 Y3 ...

We note in passing that, although X is a Markov chain, the stationary

process Y = C(X) = {C(X1), C(X2), C(X3), ....} is a Hidden-Markov Model

(HMM) but it is not necessarily Markovian.135

An intuitive clustering score, that we would like to minimize, is:

p(Y2 6= Y1) =

m∑
i=1

p(Y2 6= i|Y1 = i)p(Y1 = i) (8)

which is the probability that consecutive visited points would be in different

clusters. However, the clustering that minimizes criterion (8) is the one formed

by a single cluster that contains all the data points. Even if we enforce that all

the m clusters should be non-empty, the score (8) still favors clusterings that are140

very unbalanced. The Ncut score aims to solve this drawback. Using a notation

based on the random process {Yt}, the Ncut criterion is:

Ncut(A1, ..., Am) =

m∑
i=1

p(Y2 6= i|Y1 = i). (9)

Each clustering of the graph vertices {A1, ..., Am} induces a joint distribution

p(Y1, Y2) on the clusters visited on consecutive time units. To find the best

clustering based on the joint distribution of Y1 and Y2, we need to extract from

the m×m matrix

p(Y1 = i, Y2 =j), i = 1, ...,m, j = 1, ...,m

a single number that measures the clustering quality. Once decided on a suitable

clustering score, we can apply a clustering algorithm that optimizes this score.
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In this study we suggest to apply the information-theoretical principle of145

minimal information loss to cluster the states of the random walk. The mutual

information induced by the clustering C = {A1, ..., Am} is:

MI(A1, ..., Am) = I(Y1;Y2) = (10)

m∑
i=1

m∑
j=1

p(Y1 = i, Y2 = j) log
p(Y1 = i, Y2 = j)

p(Y1 = i)p(Y2 = j)
.

The original random walk over the points induces a random walk over the clus-

ters. According to the mutual information criterion, in a good clustering the

partial information provided by the visited clusters should preserve enough in-150

formation on the visited points. The best clustering is the one that minimizes

the information loss of the point-level mutual information I(X1;X2)− I(Y1;Y2)

over all the partitions of the data points into m subsets. This cost function is an

adaptation of the Information-Bottleneck (IB) principle [10], that was originally

stated for feature-based clustering, to the case of pairwise clustering.155

The definition of mutual information implies that:

I(Y1;Y2) = H(Y2)−
m∑
i=1

H(Y2|Y1 = i)p(Y1 = i) (11)

When maximizing I(Y1;Y2) the first term of (11) encourages clusters to have

similar sizes and the second term discourages the random walk from jumping

from cluster to cluster.

Utilizing standard information-theory manipulations we can derive several160

equivalent forms for the information loss function we want to minimize.

score(C) = I(X1;X2)− I(Y1;Y2) (12)

= D(p(X1, X2)‖p(Y1, Y2)p(X1|Y1)p(X2|Y2))

= H(Y1, Y2) +H(X1|Y1) +H(X2|Y2)−H(X1, X2)

= D(p(X2|X1)‖p(X2|Y1)) +D(p(Y1|X2)‖p(Y1|Y2))

where Y1 = C(X1), Y2 = C(X2), D is the Kullback-Leibler divergence and

H is the entropy function [21]. The optimal state-clustering is the one that
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minimizes the information-loss function score(C). Note that the information-

theoretic equality (12) is correct for clustering the states of a general Markov165

chain. In our case, because the similarity matrix is symmetric, the Markov

chain is also reversible (i.e., p(X1 = i,X2 = j) = p(X1 = j,X2 = i) for all

i, j = 1, . . . , n).

(a) (b) (c) (d)

Figure 1: The steps of the ITPC algorithm on a three-circles dataset. (a) random initializing,

(b),(c) intermediate results, (d) final results (obtained after two passes over the data points).

Following [1], to understand the cost function we optimize, it is instructive

to consider its behavior in the “ideal” case in which all points in different clus-170

ters are infinitely far apart and the m clusters are equal in shape. In this case

the joint cluster distribution (C(X1), C(X2)) of the correct clustering is the

m×m scalar matrix 1
mI. Hence, for the correct clustering H(C(X1)) = log(m)

and H(C(X2)|C(X1)) = 0 and therefore, I(C(X1);C(X2)) = log(m). How-

ever, for any joint distribution (U, V ) on m×m elements we have: I(U ;V ) =175

H(U) − H(U |V ) ≤ H(U) ≤ log(m). Hence, the mutual information score

I(C(X1);C(X2)) of the correct clustering is maximal.

By optimizing the mutual information between consecutively visited clusters:

I(C(X1);C(X2)) = H(C(X2))−H(C(X2)|C(X1))

we implicitly encourage clusters to have similar sizes. The entropy termH(C(X2))

is maximized if all the clusters have the same size. If the data has unbalanced

clusters this cost function can be non-appropriate. In case we have a prior180

knowledge that the dataset has unbalanced clusters we can modify the cluster-

ing cost function such that, instead of maximizing the mutual information, we

maximize the following normalized mutual information, known as uncertainty

9



coefficient or proficiency [22]:

I(Y2;Y1)

H(Y2)
= 1− H(Y2|Y1)

H(Y2)
(13)

where Y1 = C(X1) and Y2 = C(X2). This modified cost function is not sensitive185

to size differences among the clusters.

4. The Clustering Algorithm

There is no closed-form solution for the minimal information-loss criterion

(12) stated in the previous section. Several standard optimization algorithms

can be utilized to find the best clustering. In this study we apply a greedy190

sequential algorithm (see e.g. [9][23]). The sequential greedy algorithm has

been found to perform well in terms of both clustering quality and computational

complexity. The sequential clustering algorithm starts with a random clustering

of the n graph nodes into m clusters. We then go over the data points in a

circular manner and check for each point whether its removal from one cluster195

to another can reduce the information loss. This loop is iterated until no single-

point transition offers an improvement. Since there is no guarantee that the

algorithm will find the global optimum, we can run the algorithm on several

initial random partitions and choose the best local optimum. Alternatively we

can use a multi-level clustering [24] or a bottom-up agglomerative approach.200

The basic step in a sequential clustering algorithm is computing the in-

formation loss caused by merging a singleton cluster into an existing cluster.

More generally we can define a distance measure between two clusters as the

information-loss caused by merging the two clusters into a single one; i.e. the

difference between the mutual information before and after the two clusters are205

merged. This is the basic step in an agglomerative clustering approach [25]. Di-

rect computation of I(Y1;Y2) requires O(m2) operations where m is the number

of clusters. We next show that we can efficiently compute the information loss

caused by merging two clusters in a time that is linear in the number of clusters.

Assume we are given a data partition {A1, ..., Am} and we want to compute210

the information loss caused by merging the clusters A1 and A2 to obtain a new
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partition {A1∪A2, A3, ..., Am} composed of m − 1 clusters. Let Y1 and Y2 be

the cluster membership random variable associated with the original clustering

{A1, ..., Am} and Ŷ1 and Ŷ2 are the cluster membership random variables asso-

ciated with the clustering after merging A1 and A2 into a single cluster. The215

information loss caused by merging A1 and A2 into a single cluster is:

d(A1, A2) = I(Y1;Y2)− I(Ŷ1; Ŷ2) (14)

The following theorem provides an efficiently computed expression for the in-

formation loss caused by the merging (and an interpretation of the information

loss in terms of the Jensen-Shannon divergence [21]):

Theorem 1: The information loss caused by merging A1 and A2 into a220

single cluster is:

d(A1, A2) = 2

2∑
i=1

m∑
j=1

p(Y1 = i, Y2 =j) log
p(Y2 = j|Y1 = i)

p(Y2 = j|Y1∈ 12)
(15)

−
2∑

i=1

2∑
j=1

p(Y1 = i, Y2 =j) log
p(Y2 = j|Y1 = i)

p(Y2∈ 12|Y1∈ 12)

= 2p(Y1 ∈ 12)JS(p(Y2|Y1 = 1)||p(Y2|Y1 = 2)) (16)

−p(Y1 ∈ 12, Y2 ∈ 12)I(Y1;Y2|Y1 ∈ 12, Y2 ∈ 12)

such that JS is the Jensen-Shannon divergence and ‘12’ is an abbreviation for

{1, 2}.

Proof: Eq. (15) follows from the fact that the joint distributions of (Y1, Y2)225

and (Ŷ1; Ŷ2) are very similar. For every i, j that are both larger than 2 we have

p(Y1 = i, Y2 = j) = p(Ŷ1 = i, Ŷ2 = j). Hence, most terms in the difference

I(Y1;Y2)− I(Ŷ1; Ŷ2) are canceled.

Next we show that the two terms of d(A1, A2) in Eq. (15) can be interpreted

as Eq. (16). Using the definition of mutual information we obtain that:

I(Y1;Y2)− I(Ŷ1;Y2) =

2∑
i=1

m∑
j=1

p(Y1 = i, Y2 = j) log
p(Y2 = j|Y1 = i)

p(Y2 = j|Y1 ∈ 12)
(17)

= p(Y1 ∈ 12)JS(p(Y2|Y1 = 1)||p(Y2|Y1 = 2))
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In a similar way:

I(Ŷ1;Y2)− I(Ŷ1; Ŷ2) = p(Y2 ∈ 12)JS(p(Y1|Y2 = 1)||p(Y1|Y2 = 2)) (18)

− p(Y1 ∈ 12, Y2 ∈ 12)I(Y1;Y2|Y1 ∈ 12, Y2 ∈ 12)

By plugging Eq. (17) and Eq. (18) into Eq. (14) we get the following expression

for d(A1, A2):230

p(Y1∈12)JS(p(Y2|Y1 =1)||p(Y2|Y1 =2)) (19)

+ p(Y2 ∈ 12)JS(p(Y1|Y2 = 1)||p(Y1|Y2 = 2))

− p(Y1 ∈ 12, Y2 ∈ 12)I(Y1;Y2|Y1 ∈ 12, Y2 ∈ 12)

Eq. (19) is correct for clustering the states of any stationary Markov process.

In our case where the Markov process is induced by a symmetric weight matrix

W , the Markov process is reversible. Therefore, in our case Eq. (19) is further

simplified to the form of Eq. (16). �

The basic step in the sequential clustering algorithm is computing the change235

in the cost function when moving a point i from its current cluster to each one

of the m possible clusters and choosing the cluster that most increases the MI

cost function (10). Computing the mutual-information takes m2 operations.

Hence, the complexity of going over all the m clusters, in order to find the best

cluster for point i, is O(m3). Alternatively, we can apply Theorem 1 to effi-240

ciently compute the information loss d({i}, Aj) caused by taking the clustering

{A1, ..., Am, {i}} and merging clusters {i} and Aj . We showed that computing

d({i}, Aj) is linear in the number of clusters and therefore, the complexity of

finding the cluster that causes minimal information loss is O(m2). This is an

order of magnitude faster than direct computation. This efficient approach is245

effective, of course, for cases with a large number of clusters.

We dub the proposed algorithm “Information-Theoretic Pairwise Clustering”

(ITPC). The ITPC algorithm is summarized in Table 4. An example of applying

the sequential procedure on a synthetic dataset is shown in Figure 1.

The computational complexity of the ITPC clustering algorithm (as a func-250

tion of the dataset size n) is as follows. To move a point i from one cluster
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Input: A similarity graph defined by the n × n weight matrix W and the number of

clusters m.

Output: A partition of the graph vertices into m clusters.

Algorithm:

1. Convert the graph into a Markov chain:

w̃ij , p(X1 = i,X2 = j) =
wij∑
kl wkl

2. Choose a random partition A1, ..., Am of the Markov states and compute the cluster

distribution m×m matrix:

qij = p(Y1 = i, Y2 = j) = p(X1 ∈ Ai, X2 ∈ Aj).

3. Loop until there is no change

• for i = 1, ..., n move state i into the cluster that minimizes the information

loss.

– Remove state i from its current cluster.

– Compute: l = arg minj d({i}, Aj).

– Add state i to the cluster Al.

Removing/Adding state i from/to cluster Aj in a constant time (assuming each node

has at most k neighbors):

• Go over all s ∈neighbors of node i

– Assume s is in cluster Al.

– qjl ← qjl − w̃is / qjl ← qjl + w̃is

– qlj ← qlj − w̃is / qlj ← qlj + w̃is

Table 1: The Information-Theoretic Pairwise Clustering (ITPC) algorithm.
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to another we need to go over all weights on edges connected to i. Hence, it

takes O(n) for the basic step of searching all possible cluster memberships of a

given data point. Assuming a fixed number of iterations over the dataset, the

complexity is O(n2). In the (usual) case where the graph is sparse and each255

point is connected to at most k neighbors, the number of operations needed

to recompute the clustering joint distribution, after moving a point from one

cluster to another, is bounded by k. Hence, the computational complexity for

sparse graphs is linear in the size of the dataset n. The actual runtime depends

on other factors such as the number of internal loops (step 3) and the number260

of adjacent edges for each node. In our experiments the number of loops was

limited to 30, but this may be not be sufficient for very large graphs. The overall

runtime therefore is O(l·n·k) such that l is the number of internal loops and k

is the number of neighbours for each data point. Note that when using spectral

clustering methods, finding the eigenvectors of a large matrix is computationally265

costly. It takes O(n3) in general, and even with fast approximating techniques

vast amount of space and time are required for larger datasets.

(a) (b) (c) (d)

Figure 2: Clustering of several synthetic datasets by ITPC (using Euclidean knn graph).

One drawback of the sequential algorithm (in contrast to agglomerative ap-

proaches) is that the number of clusters must be given as input to the algorithm.

In case we do not know the exact number of clusters we can slightly modify the270

algorithm in such a way that we can simply provide a rough estimation (upper

bound) on the number of desired clusters. Consider the case of a cluster that

contains a single object i. The iterative-sequential algorithm will not merge i

into any other cluster because obviously this cannot increase the cost function

I(Y1;Y2). The algorithm will always prefer to leave i as a single member of a275
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cluster. In the modified version we enforce a singleton cluster to be merged into

another cluster. More generally if a cluster size is less than a predefined number,

we enforce the cluster’s members to be merged into other clusters. This step

reduces the number of clusters by one. Utilizing this scheme, the number of

output clusters can be adapted to the data.280

5. Relations to Other Information-Theory based Clustering Problems

The standard setup in information-theoretic clustering approaches is based

on a given joint distribution of objects and features denoted by the random

variables X1 and X2 respectively. A one-sided clustering of the object set X1,

denoted by C(X1), aims to maximize the mutual information I(C(X1);X2) be-285

tween the object clusters and the features [10][9]. A co-clustering (aka two-sided

clustering) applies a clustering procedure on both the objects set and the fea-

ture set. Denote the object clustering by C1(X1) and the feature clustering by

C2(X2). The best co-clustering is the one that maximizes the mutual informa-

tion between the object clusters and the feature clusters I(C1(X1);C2(X2)) [26].290

Note that in the co-clustering setup the object set and the feature set are differ-

ent and therefore the object clustering and the feature clustering are different.

In our setup of pairwise clustering the objects set and the feature set are the

same and therefore by clustering the objects we automatically also cluster the

features. The two random variables X1 and X2 correspond to two instances of295

the same set and the same clustering function is simultaneously applied to the

two random variables X1 and X2. The target is to find a clustering C such that

the mutual information I(C(X1);C(X2)) is maximized. The three clustering
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cases are illustrated bellow:

Y1
C←− X1 ←→ X2 one-sided (20)

Y1
C1←−− X1 ←→ X2

C2−−→ Y2 two-sided (21)

Y1
C←− X1 ←→ X2

C−→ Y2 simultaneous (22)

Sequential optimization algorithm has been applied for one-sided clustering [9].300

In that case if the number of features is kept fixed, the algorithm is linear in the

number of data points. The basic step of the sequential algorithms is finding

the best cluster assignment for a given point. This step requires computing the

Jensen-Shannon (JS) divergence between the cluster and the point. Comput-

ing the JS divergence is linear in the number of features. Hence, in our case305

of pairwise clustering, where the number of features is equal to the number of

data points, the complexity of the one-sided algorithm is quadratic in the data

size. Note that even if the graph is sparse and therefore the distribution corre-

sponds to each object is sparse, the cluster distribution is not necessarily sparse.

Hence, the complexity of the one-sided clustering algorithm [9], applied to pair-310

wise clustering problem, is quadratic. When applying a sequential optimization

to the case of co-clustering (21), we need to iterate between feature clustering

given the object clusters and object clustering given the feature clusters [26]. In

contrast to previous methods, the complexity of the proposed ITPC algorithm

when applied to sparse pairwise clustering is linear and there is no need to iter-315

ate between feature clustering and object clustering. An information theoretic

clustering approach of the states of a general Markov chain has been suggest in

[27]. Unlike our algorithm whose complexity is linear (on sparse graphs), the

complexity of their algorithm is quadratic in the dataset size.

16



6. Experimental Results320

6.1. Comparative Results

In this section, we demonstrate our proposed ITPC method on the follow-

ing commonly used real-world datasets, most of them can be found in the UCI

Machine Learning Repository [28]. Iris contains flower petal and sepal measure-

ments from three species of irises, 150 instances [29]. Glass has 214 instances325

separated into six classes of glass. Wine are the results of a chemical analysis

of wines. The analysis determined the quantities of 13 constituents found in

each of three types of wines. 178 instances. Wisconsin Diagnostic Breast

Cancer (WDPC) has 359 instances separated into two classes. Each instance

has 30 continuous features. Features are computed from a digitized image of330

a fine needle aspiration (FNA) of a breast mass. Olivetti Faces (OlFace5)

10 images of 5 different people, 64× 64 size [30]. USPS-01: 1100 instances of

handwritten digits 0 and 1 from the USPS dataset. USPS-17: 1100 instances of

handwritten digits 1 and 7 from the USPS dataset. USPS-245: 1650 instances

of handwritten digits 2,4 and 5 from the USPS dataset [31]. 20ng* are subsets335

of the 20 newsgroups text dataset [32]. The dataset 20ngA contains 100 doc-

uments from 2 newsgroups: misc.forsale and soc.religion.christian, 20ngB adds

100 documents to each group of 20ngA, 20ngC adds 200 from talk.politics.guns

to 20ngB and 20ngD adds 200 from rec.sport.baseball to 20ngC.

To construct the pairwise similarity matrix we first need to choose a kernel340

and tune its parameters. Automatic parameter and kernel selection for unsu-

pervised learning is still a difficult problem. Furthermore, different parameter

values may be found to be optimal for different clustering algorithms. To avoid

this problem we chose parameter-free affinity matrices. For the text datasets

20ng*, the affinity matrix we used is the cosine similarity between feature vec-345

tors. Note that no parameter needs to be tuned in the cosine kernel. In all

other datasets, we used the k-nearest neighbor graph, based on the Euclidean

distance, to construct the pairwise relations. We set wij = 1 if node i is a

k-nearest neighbor of node j or j is a k-nearest neighbor of i. Otherwise, we set
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NJW Graclus ITPC

[1] [7]

Dataset k Pur NMI RI Pur NMI RI Pur NMI RI

Iris 3 .900 .778 .887 .840 .722 .837 .973 .901 .966

Glass 6 .594 .299 .718 .584 .280 .713 .626 .326 .727

Wine 3 .966 .878 .955 .966 .878 .955 .955 .847 .940

WDBC 2 .932 .628 .872 .947 .719 .900 .893 .494 .809

OlFace5 5 .560 .439 .793 .600 .462 .806 .620 .460 .803

USPS-01 2 .988 .915 .982 .991 .934 .982 .991 .934 .982

USPS-17 2 .979 .856 .959 .982 .869 .964 .982 .869 .964

USPS-245 3 .664 .492 .707 .864 .660 .847 .958 .844 .947

20ngA 2 .960 .759 .923 .945 .701 .896 .955 .736 .914

20ngB 2 .508 .030 .500 .927 .626 .865 .958 .747 .919

20ngC 3 .625 .339 .679 .603 .387 .678 .713 .401 .736

20ngD 4 .504 .281 .669 .599 .402 .687 .616 .345 .748

Average .765 .558 .803 .821 .637 .844 .853 .659 .871

sd 0.20 0.28 0.15 0.17 0.21 0.10 0.15 0.23 0.09

Table 2: Clustering performance comparison on several real datasets. For all measures a

higher number means better clustering. Bold numbers mark the best results for each dataset.

wij = 0. In all our experiments We used k=11 as it was shown to yield good350

results both for the spectral methods and for our ITPC algorithm.

To evaluate the performance of the clustering methods we measured the

clustering results against the true labels using three external validation indices:

cluster purity (Pur), normalized mutual information (NMI), and the Rand in-

dex (RI). We used all these measures to ensure a more thorough evaluation of355

clustering results due to the different characteristics of each measure. We refer

the reader to [33] for details regarding these measures.

Table 6.1 presents the results of comparing ITPC to two other clustering

algorithms: Spectral clustering (NJW) [1] and the Graclus algorithm [7]. We

also tried the Ncut [2] version of spectral clustering and the results were slightly360
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worse than those obtained by the NJW algorithm. We also ran the PIC algo-

rithm [6] that is a fast variant of spectral clustering and the results were worse

than those obtained by the NJW algorithm. Finally we also implemented the

k-means algorithm (using the i-th row of the weight matrix W as the feature

vector for the point i) and its results were the worst. In all experiments, to365

have a fair comparison, we used the correct number of clusters. We applied

the non-parametric Friedman test [34] [35] on the results of the three clustering

algorithms shown in Table 6.1. The obtained p-values for the three measures

Pur, NMI and RI were 0.07, 0.11 and 0.20 respectively.

Table 6.1 shows that direct optimization of the Ncut score via the Graclus370

algorithm achieves comparable and even slightly better results than applying

eigen-vector based methods. This follows the result in [7]. Direct optimization

of the Ncut score is also faster and more stable. Note that in one case the

NJW algorithm failed badly (20ngB). The most likely cause being that the top

eigen-vectors of the graph Laplacian failed to provide a good low-dimensional375

embedding for the k-means. Such problem does not exist in sequential opti-

mization.

The Graclus algorithm [7] and our approach use similar optimization meth-

ods that are based on sequential greedy optimization of the cost function. The

main difference between our algorithm and the Graclus algorithm is the cost380

function that is being optimized. We optimize the mutual information score

(10) while Graclus optimizes the Ncut score (9). Although the improvement of

our approach over the Graclus algorithm may not be statistically significant,

the improved results of the ITPC algorithm shows that in pairwise clustering

tasks, the MI clustering score is a considerable alternative to the standard Ncut385

score. In addition, the fact that Graclus algorithm outperforms spectral meth-

ods supports our strategy of direct optimization of the pairwise clustering score.

6.2. Scalability Analysis

One of the eminent advantages of ITPC is its linear complexity (when using

a kNN graph with a fix k). Runtime becomes an important issue when the390
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dataset is very large. To systematically evaluate the runtime as a function of

the dataset size, we generated large synthetic datasets using a modified version

of the Erdős-Rényi random network model, which generates a connected block

stochastic graph with two components. In our implementation the n nodes are

divided into two equal-sized clusters, and the number of edges is 11n. Each edge395

is inter-cluster with probability 0.2 and intra-cluster w.p. 0.8. Results were

averaged over five random network datasets and four trials for each dataset.

Table 3 shows the run-time. We did not run the NJW algorithm on the largest

datasets due to lack of memory1. Note that in terms of algorithmic steps the

Graclus algorithm and our algorithm are similar. Both algorithms are based on a400

greedy optimization of the clustering cost function. The main difference between

our approach and the Graclus algorithm is the clustering cost function that is

being optimized. In the Graclus approach the cost function is the normalized-

cut score while in our approach it is the cluster-level mutual information. The

improved runtime of the Graclus algorithm is due to a multi-level initialization405

procedure that can be also used as an initialization for our algorithm instead of

starting with several random initializations.

Nodes Edges PIC NJW ITPC Graclus k-Means

0.1k 1.1k 0.09 0.29 0.01 0.001 0.21

1k 11k 0.17 0.63 0.09 0.02 0.73

5k 55k 0.57 9.68 0.66 0.28 2.97

10k 110k 1.18 95.70 1.58 0.62 8.22

50k 550k 8.76 - 9.62 2.81 44.81

100k 1100k 22.17 - 20.23 8.67 96.13

Table 3: Runtime comparison (in seconds) on synthetic datasets.

1Implemented in MATLAB and ran on a duo-core 2.53GHz CPU with 4GB RAM.
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6.3. Optimality Analysis

The ITPC algorithm utilizes a greedy approach to maximize the mutual

information score I(Y1;Y2) (10). In principle, this optimization approach can410

get stuck in local maxima points. Next we demonstrated that in the datasets we

used there was no problem of getting stuck in local optima. Using the ground-

truth labels we can compute the mutual-information score of the true clustering

and compare it to the score of the clustering obtained by the ITPC algorithm.

Table 6.3 shows the mutual-information score for all the datasets we used. In all415

cases the score of the clustering obtained by ITPC algorithm was higher than

the score of the true clustering. Therefore, although there is no guarantee that

we obtained the global maximum, it indicates that our optimization process

works well.

Dataset ITPC Score True Score

Iris .949 .903

Glass 1.127 .349

Wine .806 .761

WDBC .474 .413

OlFace5 .554 .382

USPS-01 .580 .564

USPS-17 .539 .502

USPS-245 .916 .871

20ngA .599 .595

20ngB .535 .530

20ngC .775 .756

20ngD .886 .849

Table 4: Comparison of the cluster-membership mutual-information score (10) of the ITPC

clustering vs. the ground-truth clustering.

Although in pathological cases a sequential algorithm can take many iter-420

ations until convergence, in practice the number of needed iterations is much
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less than the number of points. In our experiments we limited the number of

iterations on the data points to be 30. Note that in spectral methods, even

if we use efficient algorithms to find eigenvectors, in the second step we apply

k-means on the embedding results and we face a complexity issue that is also425

solved by limiting the number of k-means iterations.

(a) 4 blobs (b) 3 concentric circles

Figure 3: Comparative pairwise clustering results of the Ncut criterion (9) and the MI criterion

(10) on simulated data.

6.4. Simulation Results

We next evaluate the proposed clustering approach using controlled experi-

ments on simulated datasets. In the following experiments we directly compare

between the Ncut criterion (9) for pairwise clustering and the proposed MI crite-430

rion (10). We simulated two standard clustering problems. In the first problem

the data is arranged in blobs. This problem is relatively simple since each cluster

has a convex shape and if the points themselves are given (instead of pairwise

relations) the k-means algorithm can produce a good clustering. The second

problem is formed of concentric circles where each circle represents a different435

cluster. In this problem the clusters are non-convex and it is considered to be

more difficult.

In the first experiment we created a dataset composed of four Gaussian-

shaped clusters that are centered at (-1,-1), (-1,1), (1,-1) and (1,1). For each
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center we created 50 points by adding a Gaussian noise with variance σ2 to the440

cluster center. The pairwise similarity matrix was constructed as described in

Section 6.1. We applied two variants of the sequential greedy clustering algo-

rithm described in Table 1. In the first variant we aimed to maximize the Ncut

score and in the second variant we aimed to maximize the MI score. We used

the same random clustering initialization for the two algorithms. Therefore, the445

only difference between the two methods that we compared here is the pairwise

clustering criterion that is used for optimization. The clustering results on this

4-blob shaped dataset are shown in Figure 3.a. In the second experiment we

repeated the same procedure described above on the following synthetic dataset.

We created a dataset composed of three concentric circles (with radii 1, 2 and 3)450

with 50 points equally spaced on each circle. An isotropic Gaussian noise with

variance σ2 was added to each point. Figure 3.b shows results (as a function

of the noise variance) averaged over 100 experiments. The clustering quality

was measured by the NMI index. Similar results were obtained by measuring

the performance by either Purity or Rand indices. From the results of the two455

controlled experiments we see that by using the MI criterion instead of the Ncut

criterion we obtain consistently better clustering results.

7. Image Segmentation Results

We present visual and quantitative results of our algorithm on the image

segmentation task. The algorithm results are shown for the test part of the460

Berkeley BSDS500 dataset [36] that, in addition to images, has also manually

annotated ground truth segmentations.

7.1. Extracting superpixels and local weights

Segmentation is the process of partitioning an image into semantically inter-

pretable regions whose union is the entire image. A common practice in image465

segmentation is first shifting from pixels to superpixels which are perceptually

meaningful entities obtained from a low-level grouping process. Each superpixel
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is a perceptually consistent unit, i.e. all pixels in a superpixel are most likely

uniform in, say, color and texture. It is computationally efficient since it reduces

the complexity of images from hundreds of thousands of pixels to only a few470

hundred superpixels. It is also representationally efficient. Instead of comparing

adjacent pixels on the pixel-grid, we can now model much longer-range interac-

tions between superpixels. Superpixels are results of an over-segmentation and

therefore most structures in the image are conserved. Hence, there is very little

loss in moving from the pixel-grid to the superpixel map.475

We used a state-of-the-art superpixel map suggested by Arbelaez et al. [36].

The Oriented Watershed Transform (OWT) [36] is used to produce an over-

segmentation of the image into a few hundred superpixels. It was observed in

[37] that on the average it is enough to represent an image with few hundred

superpixels to obtain almost full boundary recall for low enough thresholds.480

For each pair of spatially adjacent superpixels we need to obtain (based on

the image content) the probability that they are part of the same segment.

Arbelaez et al. [36] proposed a similarity measure that combines multiple local

cues into a globalization framework. The similarity measure takes the form

of a logistic-regression that is optimized using an annotated training set. The485

outcome of this approach is an OWT superpixel map in which each arc pixel (a

pixel separating two neighboring superpixels) has a score of being a boundary

pixel (a pixel separating two neighboring segments). Arbelaez et al. [36] refered

to this score as the ‘globalized probability of boundary’ (gPb-owt) [38]. This

pixel-level score can be converted into a score between adjacent superpixels by490

averaging all the scores of the pixels on the corresponding arc. As a result of

this preprocessing step we obtain a graph whose nodes are the superpixels and

for each adjacent superpixel pair we have a similarity measure based on image

features extracted from the superpixels. The task is to cluster the superpixels

into segments.495
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7.2. Segmentation Results

Segments in a given image can be of different sizes. Therefore, we maxi-

mized in our ITPC algorithm, the normalized version of the mutual information

score (13). Note that the Ncut score is also insensitive to differences in cluster

sizes. Dhillon et al. [7] showed that directly optimizing the Ncut score (us-500

ing the Graclus algorithm) outperforms spectral methods. We revalidated this

observation in the results presented in Table 6.1. Next we compare between

the image segmentation results of our ITPC algorithm and the Graclus algo-

rithm. As we pointed above, the main difference between the algorithms is the

cost function we optimize. The ITPC looks for a clustering whose (normal-505

ized) mutual-information is maximal while the Graclus algorithm searches for a

clustering that maximizes the normalized-cut score.

We used several standard methods for objective segmentation evaluation:

the probabilistic Rand index (PRI) [39], the variation of information (VOI)

[20] and the Global Consistency Error (GCE) [40]. The results are shown in510

Table 5. Note that the PRI is a similarity measure (higher is better) and the

VOI and GCE are distance measures (lower is better). In all measures the

ITPC algorithm obtained improved results. Figure 4 shows a scatter plot of the

PRI, GE and VI scores of the ITPC algorithm versus the scores of the Graclus

algorithm on the 200 test images of the BSDS500 dataset. Several examples of515

segmentation results are shown in Figure 5.

Algorithm PRI GCE VI

ITPC 0.78 1.88 1.71

Graclus [7] 0.77 2.22 1.91

Table 5: Comparison of our method and the Ncut segmentations on the BSDS500 test set

using three measures: PRI, (higher is better) and GCE, VI (lower is better).
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(a) PRI (b) GCE

(c) VI

Figure 4: A scatter plot of the PRI, GCE and VI scores of the ITPC algorithm versus the

Ncut segmentation algorithm.

8. Conclusion

To conclude, we introduced a simple pairwise clustering method based on ap-

plying a random-walk associated with the affinity matrix of the data points and

computing the mutual information between visited clusters. The main point of520

our paper is defining an information theoretical criterion for pairwise clustering

and showing that it yields better results than Ncut criterion and its variants.

Dhillon et al. [7] showed that direct optimization of Ncut, using variants of

K-means, outperforms spectral methods (that optimize an approximated cost

function) in terms of both accuracy and complexity. Hence, even if we try525

hard to develop efficient spectral clustering variants we will not gain much. We

validated this observation in Table 6.1.

The proposed ITPC method has linear computational complexity which

makes it easily scalable for large datasets. Therefore, our algorithm is ap-

plicable to large-scale clustering tasks. Experimental results show that our530
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image ITPC Ncut (Graclus) Ground Truth

Figure 5: Segmentation examples from the BSDS500 dataset. Each segment is presented by

averaging the colors of its pixels.

algorithm outperforms state-of-the-art pairwise clustering algorithms in terms

of speed, memory usage, and clustering quality. A possible weakness of the

greedy method we used for optimization is getting stuck in local optima points.

We showed, however, that this problem does not occur in the real datasets we

analyzed. The main advantage of spectral clustering is that there is an ana-535

lytic solution (for a relaxation of the Ncut cost function) and hence there is no

problem of getting stuck on local optimum. We can combine ITPC and spectral

clustering by first applying spectral clustering on a small subset of our data and

using the result as a starting point for our approach by merging the other points

to one of the obtained clusters. In this study we concentrated on the problem540

of pairwise clustering. The proposed method can be applied also to the more

general problem of aggregating the states of a large scale Markov chain.
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