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ABSTRACT

In this study we address the problem of recovering a clus-
tering of a dataset based on several clusterings provided by
different experts. These experts provide clusterings on dif-
ferent levels (coarser or finer than the others). We present an
automatic algorithm that combines the information provided
by the experts into a single clustering that can be viewed as
the average point of the input clusterings. We formulate the
problem as an instance of correlation clustering and apply
integer linear programming to obtain the average clustering.
As a byproduct, we also obtain for each expert its reliabil-
ity and the detail level encoded in its clustering. We apply
the proposed algorithm to the task of averaging several image
segmentations. The average segmentation is efficiently com-
puted by first grouping the image into superpixels and then
applying the proposed algorithm on the superpixel map. The
performance of the proposed algorithm is demonstrated on
manually annotated images from the Berkeley segmentation
dataset.

Index Terms— segmentation, Ensemble decision, ILP

1. INTRODUCTION

Classification algorithms usually rely on accurately labeled
instances. However, in some cases there are multiple label-
ing sources (or experts) with different but unknown reliabil-
ity levels. There might be a substantial amount of disagree-
ment among the experts, and hence it is of great practical in-
terest to determine the optimal way to learn a classifier. A
possible solution is to jointly learn the accuracy of the la-
beling sources and the classifier parameters. Several studies
recently addressed this problem in different setups and pro-
posed methods that utilize the EM algorithm to simultane-
ously evaluate the quality of each expert, estimate the actual
hidden labels and learn the parameters of the classifier (see
e.g. [1][2][3][4][5][6]). In this paper we address a similar sit-
uation in the context of the unsupervised task of clustering.
Assume there are multiple clusterings of the same set pro-
vided by a set of experts. Our task is to automatically combine
all the given clusterings into a single clustering that, in some
sense, is the average of all the given knowledge sources. In
a classification problem, we may have labeling disagreement

among different experts, but they all agree upon the number
of classes since it is given as part of the task definition. In the
case of averaging multiple clusterings we can assume that the
‘true’ number of clusters is given to the experts in addition to
the dataset. However, a more realistic situation is where only
the underlying dataset is given and the number of clusters in
the clustering is part of the subjective opinion provided by the
expert.

Similarly to the case of classification, experts may have
different opinion on the correct way to partition the data. In
addition, in clustering tasks experts may have a different per-
spective on the detailed level that should be described by the
clustering. The idea of combining segmentations has been
utilized by several researchers for various computer vision ap-
plications such as shape matching and object discovery, e.g.
[7, 8, 9, 10, 11, 12, 13]), but not strictly for the purpose of
finding the averaged segmentation from different detailed ex-
perts. The task of average clustering been addressed before
by Alush et al. [14] using a simplified model that did not take
into account the difference in detailed level description pro-
vided by the experts. We present a probabilistic model for
clustering which takes into account the sources of variability
among clusterings provided by different experts. Utilizing the
probabilistic modeling, we present an automatic algorithm for
combining clusterings with different detail levels and apply
the method to the clustering problem of image segmentation.

2. COMBINING CLUSTERINGS FROM SEVERAL
EXPERTS

Assume the set {1, ..., n} is grouped into clusters such that
the clustering is represented by the pairwise relation set x =
{xij}, where xij = 1 if i and j are in the same cluster and
0 otherwise. Note that not every set of binary decisions x
corresponds to a valid clustering. The pairwise relation ‘i and
j are in the same cluster’ is a transitive relation. If i, j and
j, k are in the same cluster then necessarily i, k should be in
the same cluster. The true grouping x is unknown but we are
given a set of m expert’ judgements on the clustering of the
object set {1, ..., n}. Each expert’s opinion is represented by
a set of pairwise decisions as well. Let ylij ∈ {0, 1} be the
judgement of the l-th expert whether or not objects i and j
are in the same cluster. Our task is to reconstruct the true
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clustering x from the experts’ opinions.
In practice, there might be a substantial amount of dis-

agreement among the experts. An expert clustering decision
can be deviated from the true clustering due to two reasons.
The first reason is the detail level of the clustering. The expert
clustering can be either finer or coarser than the true unob-
served clustering. The second reason for difference between
experts is the expert’s different opinion regarding the correct
way to partition the data. Two clusterings, with the same num-
ber of clusters, can still greatly differ from each other.

In our approach we associate each expert l with two pa-
rameters, θl0, θl1 ∈ [0, 1]. Using these two parameters we
describe how the expert opinion ylij is generated given the
true value xij ∈ {0, 1}:

p(ylij = 0|xij = 0) = θl0, p(ylij = 1|xij = 1) = θl1. (1)

The parameter θl1 is the probability that, for two points that
are in the same cluster, expert l agrees with the ‘true’ clus-
tering. In a similar way, θl0 is the probability that, for two
points that are in different clusters, experts l provides the cor-
rect pairwise decision. If θl1 < θl0 then expert l tends more
to disagree with the true clustering in cases where two objects
are in the same cluster, i.e., the clustering of expert l tends
to be more detailed. In a similar way if θl1 > θl0 then the
clustering provided by expert l is more coarse.

The conditional probability of the observation set y =
{ylij} given the true clustering x is defined as follows:

p(y|x; θ) =
∏
i,j

m∏
l=1

p(ylij |xij ; θl0, θl1). (2)

Note that in this simplified generative model we assume that
the binary judgements of a given expert are done indepen-
dently.

Given the experts’ judgements, there is actually no single
correct clustering. Different clusterings can provide a precise
description of the data in different levels of details. Hence,
we model the true clustering using a parametric family of dis-
tributions over all the possible clusterings:

p(x; θx) =
∏
i,j

p(xij ; θx), p(xij = 1) = θx (3)

such that θx is a prior probability that two objects would be
in the same cluster. A larger value of θx induces larger prior
probability for clusterings with smaller number of clusters.

Assuming the model parameters θ = {θx, θl0, θl1, l =
1, ...,m} are known, we want to find the maximum posterior
clustering argmaxx p(x|y; θ) based on the noisy clusterings
provided by the experts. We show next that this optimization
problem is an instance of Integer Linear Programming (ILP).
Given the prior on the set of all clusterings, Bayes rule implies
that argmaxx p(x|y; θ) = argmaxx p(y|x; θ)p(x|θx).

It can be verified from (2) and (3) that

log p(x|y; θ) =
∑
i,j

wijxij + const (4)

such that ‘const’ is a scalar that is not dependent on x and

wij = λx +
∑
l

log
p(ylij |xij=1; θl1)

p(ylij |xij=0; θl0)

= λx +
∑
l

(ylij log
θl1

1− θl0
+ (1− ylij) log

1− θl1
θl0

)

(5)
where λx = log θx

1−θx . Therefore, argmaxx p(x|y; θ) =
argmaxx

∑
i,j wijxij . such that the maximization is per-

formed over all pairwise binary decisions that are transitive.
Observing that these transitivity constraints are linear, we can
form the optimization problem maxx p(x|y; θ) as an integer
linear programming in the following way:

max
x

∑
i,j

wijxij (6)

s.t. xij + xjk − xik ≤ 1 ∀i, j, k
xij ∈ {0, 1} ∀i, j

The constraints in (6) exactly enforce the transitivity relation
which ensures that the set of binary decisions x indeed cor-
responds to a valid clustering. The clustering problem (6) is
an instance of “correlation clustering” [15]. The correlation
clustering approach has several advantages. It does not re-
quire users to specify a parametric form for the clusters, nor
to pick the number of clusters. The ILP problem (6) is known
to be NP-hard [15]. However, as we show in the next sections,
it is still very efficiently computed for our application which
is image segmentation applied to superpixels.

In order to learn the model parameter set θ, we can apply
the EM algorithm to find the maximum likelihood parameters
that maximize the probability of the observed expert cluster-
ings p(y; θ) =

∑
x p(x, y; θ) where x goes over all the possi-

ble clusterings. In the E-step we need to compute the marginal
posterior probabilities p(xij = 1|y; θ). Since this computa-
tion is not tractable, we approximate it by applying the ILP
(6), using the current estimation of θ, to find the maximum
posterior clustering x̂ = argmaxx p(x|y; θ) . Given the clus-
tering solution x̂, the M-step parameter updating is:

θlb =
|{(i, j)|x̂ij = b, ylij = b}|
|{(i, j)|x̂ij = b}|

, l = 1, ...,m, b = 0, 1(7)

θx =
1

nx
|{(i, j)|x̂ij = 1}| (8)

After the EM algorithm converges we obtain both the experts’
parameters and the most likely average clustering.



(a) Image (b) 963 Superpixels (c) 150 Ultrapixels

(d) Expert 1 (e) Expert 2 (f) Expert 3

(g) Expert 4 (h) Expert 5 (i) FBES

Fig. 1. Example of FBES average segmentation results. (a) image, (d)-(h) expert, (i) average segmentation.

3. IMAGE SEGMENTATION

3.1. Image Representation Based on Ultrapixel Map

In this study we focus on the image segmentation problem,
where the task is to decompose an image into a previously un-
known number of segments that are somehow homogeneous
but do not belong to a predefined set of categories. In our
setup we are given several segmentations and the task is to
find the average segmentation. A common practice in image
segmentation is first shifting from pixels to superpixels ob-
tained from a low-level grouping process. Each superpixel is
a perceptually consistent unit, i.e. all pixels in a superpixel
are most likely uniform in, say, color and texture. Instead
of comparing adjacent pixels on the pixel-grid, we can now
model much longer-range interactions between superpixels.
Superpixels are results of an over-segmentation and therefore
most structures in the image are conserved. Hence, there is
very little loss in moving from the pixel-grid to the superpixel
map. Superpixel representation is computationally efficient
since it reduces the complexity of images from hundreds of
thousands of pixels to only a few hundred superpixels. In
our implementation we used a state-of-the-art superpixel map
suggested by Arbelaez et al. [16].

A typical image is divided into several hundreds or thou-
sands of superpixels and to only several segments. It is obvi-
ous that for most adjacent superpixels i and j, the superpixel
merging decisions (xij) are equal to 1. Only a small percent-
age of the superpixel pairs (neighbors) are separated into dif-
ferent segments. For this reason, the parameter θl1 (1) is usu-
ally close to 1.0 and thus not very useful. In order to expand
the dynamic range of θl1 we consider a variation of the super-
pixel map. For every pair of adjacent superpixels i and j, if all
experts agree that they belong to the same segment, we will in
fact combine these superpixels to a new and larger superpixel.
The result is a new label map with less labels which we call
‘ultrapixels’. Since there are less ultrapixels than superpixels
and since the ultrapixels’ borders are created only where there
is a dispute between the experts about the border’s existence,
the natural result is a wider dynamic range for θl1. Note that,
while superpixels are obtained in an unsupervised manner, the
ultrapixel map depends on the segmentations provided by the
experts. An example of a superpixel map and the transition
to an ultrapixel map is given in Figure 1. The corresponding
values of θl0, θl1 for all experts is given in Table 1.

In many images the obtained ultrapixel map consists of
large ultrapixels, e.g. a skyline. The ultrapixel map may also
contain some small ultrapixels, e.g. a button on a shirt. It



is logical to assume that in most of the images the larger ul-
trapixel is in fact the more significant ultrapixel and should
be treated as such throughout the modeling process. In other
words, the weight wij is adjusted so it includes a factor pro-
portional to the i and j ultrapixels’ area. The new and im-
proved weight for the ILP problem will be:

wij = (λx+
∑
l

ylij log
θl1

1− θl0
+(1− ylij) log

1− θl1
θl0

)sij

(9)
where sij is the sum of pixels in ultrapixels i and j.

3.2. Computational Complexity

The most complex part of this algorithm is solving the ILP
problem (6) at each iteration of the EM algorithm. We used
several methods to efficiently (but still accurately) solve the
ILP problem. First we use an algorithm that breaks the ILP
problem into several smaller ILP problems [14]. We then use
the fact that in the case of image segmentation we have non-
zero weights only for adjacent ultrapixels. Hence the ultra-
pixel graph we want to partition is sparse, since it is planar
and each node has only a small number of spatially adjacent
nodes. In the case of a sparse graph we can formulate the
ILP problem (6) much more compactly by associating binary
variables only to edges of the graph instead of all the node
pairs [17]. The cost function we optimize remains exactly the
same. The edge labeling transitive consistency constraint can
be enforced by adding a linear constraint for each existing
edge, which will prevent the situation of two adjacent nodes
belonging to different clusters, while a path connecting them
in which all the nodes along the path are labeled as connected
does exist. The exponential number of such constraints can
be implemented using the cutting plane method [18]. Over-
all, solving the ILP problem for a ultrapixel map elapses only
a few tens of milliseconds (on a single core laptop). We dub
the proposed algorithm Fineness Based Ensemble Segmenta-
tion (FBES).

3.3. Using Prior Knowledge

The parameter θx is a measure of the probability to assign two
ultrapixels to the same segment. The larger θx is, the fewer
details we will see in the final segmentation and vice versa.
For this reason, there is no ’correct’ value that can be assigned
to θx, it is always application dependent. Furthermore, there
no one way to obtain its value. We consider two ways of
determining the value of θx.

In the first case, the only knowledge we have is obtained
from the experts’ segmentations. In this case we can compute
θx at each step of the EM, update the parameter according
to (8) and obtain the ‘natural’ segmentation. Obviously, this
result will be a function of the different experts.

The second point of view states that in some applications
we may have some prior knowledge regarding the detail level

of the true segmentation. For instance, if one is searching
for edges of people’s figures, than the desired segmentation
is coarser than most experts’ segmentations and therefore θx
will be greater than 1/2. In this setup, θx can be constant and
not take part of the EM as a variable. Changing the value
of θx within the range of (0, 1) will result in a hierarchial
(monotonically) change in the segmentation. An example of
this method is shown in Figure 2, where each image is seg-
mented with a different value of θx. For all figures, a further
explanation is suggested in the following section.

Experts 1 2 3 4 5

Superpixels θ0 0.49 0.52 0.47 0.96 0.97
θ1 0.85 0.97 0.99 0.92 0.96

Ultrapixels θ0 0.71 0.79 0.74 0.98 0.94
θ1 0.49 0.86 0.93 0.55 0.71

Table 1. Values of parameters θ0 and θ1 computed from ex-
perts according to image from Figure 1.

4. EXPERIMENTAL RESULTS

We present visual and quantitative results of our segmentation
averaging algorithm on the Berkeley Segmentation Dataset
(BSDS500) which contains five hundred images, as well as
several manual segmentations per image. Note that no pa-
rameter tuning is needed.

4.1. Visual Evaluation

Figure 1 shows an example of the average segmentation com-
puted by FBES algorithm. It can be seen that the average
segmentation collects objects details that are agreed by most
of the experts. As explained earlier, the ultrapixel map is de-
rived from the superpixel labeling and the various experts’
annotations. In Figure 2 there is an example of an ensemble
segmentations produced by FBES for the case of a nominal
constant θx = 0.5. It is easy to observe the impact of dif-
ferent annotations on the averaged segmentation. Notice that
each binary decision - whether or not to merge two adjacent
ultrapixels - in the averaged segmentation is decided upon as
the most likely decision, given the experts and the bias θx.
For example, the contour of the woman’s head is to be drawn,
while experts 1 and 2 do not agree. A part of the shirt’s collar
is drawn as well and the same explanation applies. Notice that
though experts 4,5, and 1 pay attention to the branches on the
left side of the image, they do not agree between them upon
the shape (even approximately and not precise) and thus, the
branches are ignored in the final solution.

An important issue to address is that the final segmenta-
tion is not decided solely by a “democratic voting” of the ex-
perts, but there is a free parameter θx that biases this voting.
Obviously, for small values of θx (centered around 0.5), the



(a) Image (b) Ultrapixel map (c) Expert 1 (d) Expert 2

(e) Expert 3 (f) Expert 4 (g) Expert 5 (h) θx = 0.01

(i) θx = 0.1 (j) θx = 0.3 (k) θx = 0.5 (l) θx = 0.7

Fig. 2. Example of FBES average segmentation results. (i)-(m) are average segmentations for various priors. Notice how θx
acts as a fine tuner for the final segmentation.

global decision will not change dramatically, while for large
values of this parameter, it will.

Examples for the impact of θx on the ensemble segmen-
tation is demonstrated clearly in Figure 2. As θx is set on the
scale of (0, 1), the bias to weight wij in (6) is set on the scale
of (−∞,∞). Thus, causes a tendency to combine or separate
adjacent ultrapixels according to the positive or negative sign
of the bias. Of course, for very low values of θx, the result
will be the actual ultrapixel map, which is the most detailed
segmentation possible. For very high values of θx, the seg-
mentation will be the intersection of all experts’ annotations.
Of course, this paragraph applies as long as the original su-
perpixel map allows, i.e. the ‘building blocks’ which are used
to create the segmentation are such that provide the ability of
distinguishing between the experts’ segmentations.

As stated earlier, a change of θx from one value to another
does not incumbent a change in the final segmentation, due to
the global optimization taken into consideration. Though, a
large enough change of θx will. For each image in these fig-
ures, a θx was set to the values of 0.1, 0.3, 0.5, 0.7, 0.9. No-
tice how ”turning the θx knob” tunes the segmentation’s fine-
ness. In Figure 2, the most detailed segmentation displayed
is achieved for θx = 0.01 and as we enlarge the value of θx
we can see that slowly, the small artifacts in the background
disappear. The more the experts object to any of the borders
- the faster these borders will disappear, in the sense that it

will require a small prior to make them gone, e.g. the trian-
gular asphalt on the left of the helicopter. On the other hand,
if some substantial agreement exists regarding some segment,
it will require a higher prior to make it gone, e.g. the pilot’s
glasses.

4.2. Quantitative Evaluation

The segmentation created by the FBES algorithm is ex-
pected to be the center of the individual segmentations. In
order to systematically validate that this is indeed the case
we conducted the following experiment. For each image
from the BSDS dataset with multiple annotations y1, ..., ym
we first computed the average segmentation x using the
proposed algorithm. Next, we measured the average seg-
mentation score between x and the manual segmentations,
i.e. 1

m

∑m
i=1 S(x, yi). We compared this value to the aver-

age distance between all pairs of manual segmentations of
the given image: 2

n(n−1)
∑
i<j S(yi, yj). We used several

standard methods for objective segmentation evaluation: the
Probabilistic Rand Index (PRI) [19], the Variation Of Infor-
mation (VOI) [20], the Global Consistency Error (GCE) [21]
and the Boundary-Error (BE) measure [21]. The results are
shown in Table 2. In all four measures we obtained improved
results. Note that the PRI metric is the only one where the
higher the value - the better is the result (it is a measure of



affinity rather than distance), in all other metrics the lower
value is better. We also compared the results of our method to
the results of the AMUS [14] algorithm that does not distin-
guish between the two sources of segmentation variabilities.
Since the model of the FBES algorithm is much richer than
the AMUS algorithm, and encapsulates more information
regarding the different experts, it yields a more worthy seg-
mentation in the sense that it is closer to their average.

PRI VoI GCE BE
pair distance 0.876 1.168 0.085 6.814
AMUS [14] 0.902 0.952 0.075 5.248
FBES 0.907 0.941 0.074 5.001

Table 2. Comparison of FBES, AMUS and average pairwise
distances of the segmentations of all the same image. Experi-
ment has been performed on the BSDS test dataset.

5. CONCLUSION

To conclude, in this study we presented a method for averag-
ing clusterings provided by several experts. The new model
takes into account the tendency of each expert to be fine or
coarse. We implemented the algorithm for the case of image
segmentation on the Berkeley manually annotated data set.
We showed that FBES produces a better output than previ-
ous algorithms, i.e. closer to the average segmentation of the
given experts, according to several different metrics.
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